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Abstract

Throughout its history, ethics has been practised without the help of real world

experiment. While experimentation would reveal many of the consequences that

flow from ethically puzzling scenarios, such experimentation would clearly be

unethical. It is not just ethics that suffers this problem. Recently, fields such

as biology, psychology, social science and economics have begun exploring the

causes of the same contentious behaviours that have preoccupied ethics for so

long. They too have had to proceed without the help of experiment.

Here I argue that simulation, particularly Artificial Life (ALife) and social

simulation, can help explore contentious behaviour in both ethical and scien-

tific enquiry. I demonstrate this in three ways. First, I show how simulation

can produce knowledge about the phenomena it represents. Second, I show

how simulation has all the traits needed for utilitarian and, more generally

consequentialist, experimentation. Third, and most importantly, I design and

implement a simulation program and use it to perform investigations into sev-

eral contentious behaviours.

I first investigate whether altruistic suicide can be an evolutionary stable

strategy and find that it can under certain conditions and that it can be ethical

from a utilitarian perspective. I then examine the hypotheses given for the evo-

lution of sexually dimorphic parental investments, finding support for all but

xvii



one. I also look at how lesser male investment after rape produces sexually di-

morphic behaviour. I discover that rape is unavoidably immoral in its long-term

consequences, even if the victim is not harmed physically or mentally. Finally, I

show that abortion can evolve under conditions similar to altruistic suicide and

find abortion to have different ethical value under different conditions, though

it is most ethical when the parental investment needed is high.
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Chapter 1

Introduction

1.1 The consequentialist’s problem

Consider a consequentialist trying to determine the ethical effects of euthanasia.

She reasons through the immediate effects easily enough: someone dies and

their pain ends. However, she begins to struggle when trying to consider the

effects that spread further out into time and across society. Ideally, she would

explore the effects of euthanasia like a physicist might explore the effects of,

say, a certain type of collision: conduct an experiment. But, quite obviously,

she cannot conduct an experiment, for it would be horrendously unethical.

Alternatively, the consequentialist can adopt another technique available

to the physicist: observe naturally occurring instances of the phenomenon.

This is certainly possible, valuable and, if care is taken, will not raise ethical

concerns. However, observation carries its own problems, many of which are

already familiar to social scientists: problems such as poor quality of data due

to under-reporting or biased reporting, difficulty defining and thus measuring

variables of interest, difficulty identifying confounding cultural variables, and

access to only small amounts of data. Unfortunately, these problems are at

their most severe when dealing with an act like euthanasia.

1
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Ultimately, reasoning and limited observation are the only options currently

open to the consequentialist. But, in cases such as euthanasia, these will give

her only a limited understanding of the broader effects. To grasp the nature of

euthanasia better, the consequentialist really does need to perform experiments

or, at least, employ vastly more powerful reasoning. It is one argument of

this thesis that Artificial Life (ALife) simulation — computer simulation that

recreates living processes — allows her to do both.

In fact, my argument here is a broader one. Namely, I argue that ALife sim-

ulation can be used to investigate the evolutionary and ethical consequences of

contentious or clearly unethical behaviour. These behaviours include those,

such as euthanasia, suicide and abortion, where people often strongly disagree

about the ethical value of the behaviour, and behaviours such as parental in-

vestment, which can have important ethical implications. They also include

behaviours, such as murder and rape, where people are unanimous that the

behaviours are unethical. Until recently, experimental research has not been

an option. However, I contend that ALife simulation provides a safe and very

flexible environment for the experimental study of these kinds of behaviour.

1.2 The evolutionary study of behaviour

The study of behaviour from an evolutionary perspective has been develop-

ing rapidly over the past few decades, the most prominent development being

that of evolutionary psychology. Evolutionary psychology focuses mostly on

human behaviour and is based on three main principles: that behaviour has

an evolutionary explanation, that behavioural traits arose in the ‘evolutionary

environment of adaptation’ (EEA), which often differs to present day environ-

ments, and that minds are modular. The last idea suggests that the mind can

be separated into modules that have evolved partially independently, in the

same way that a genome can be separated into genes that have also evolved
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partially independently. Beyond these three principles, evolutionary psychology

draws on many ideas from the earlier field of sociobiology, which in turn draws

from evolutionary theory.

Researchers in evolutionary psychology have already begun investigating a

wide range of ethical behaviours, including those that I consider in this thesis.

However in doing so, they have had to limit themselves to observations and

theoretical reasoning, like our consequentialist from before. Thus, for example,

deCatanzaro (1995) analyses suicide notes for signs that the act is aimed at

benefiting kin, in accord with kin selection theory. Thornhill and Palmer (2000)

propose evolutionary hypotheses (the ‘adaptive’ and ‘by-product’ hypotheses)

for the existence of rape, and assess their hypotheses based on the available

victim data, which is notorious for its unreliability. And Lycett and Dunbar

(1999) look at the abortion data for single and married women of various ages,

concluding that evolution may have shaped women’s decision-making about

abortion. All these investigations live within the observational and deductive

realm; evolutionary ALife simulation permits the addition of experimentation.

ALife, invented by John von Neumann (1951) and later shaped largely by

Chris Langton (1989; 1995), concerns itself with exploring all life — as it is, and

as it could be. ALife covers everything from the study of life’s basic processes

to single organisms, species, ecologies, and complex evolutionary processes.

Within ALife lives social simulation, which focuses on the study of societies

specifically. Together, these fields allow for the experimental investigation of

ideas that could not be studied so previously.

ALife and social simulation researchers have investigated many ideas from

evolutionary theory, economics and sociology. One example of particular inter-

est here is Axelrod’s (1984) evolutionary simulations of the Iterated Prisoner’s

Dilemma, that showed how cooperation could evolve. Despite several interest-

ing simulations such as this, almost all of the significant acts of interest to ethics
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researchers have yet to be studied through simulation. My aim here is to fill

this gap.

1.3 Epistemological concerns

Using simulation to investigate ethical behaviour raises the problem of whether

simulation itself can even produce the knowledge we want. The example from

science is promising; scientists have often turned to simulation when faced with

very similar problems to those that trouble us here — that is, dealing with phe-

nomena that are difficult to observe and experiment with, and too complex to

investigate analytically. Weather forecasting is one notable example. From the

earliest days of computing with the ENIAC, computers have been relied upon

to deliver our daily weather predictions. As computing power has increased, so

too has the complexity of climate models such that weather forecasting today

is inconceivable without the aid of simulation.

Yet a related application of simulation, in the study of global climate change,

has had a more difficult time finding wide acceptance. Proponents and designers

of these simulations tend to support environmental conservation, while oppo-

nents charge that the models, and thereby simulations, are biased. The debate

between these groups highlights more than just the specific concerns of the dis-

putants. It highlights the opposing views of simulation: as something that is

either as objective and reliable as experiment; or as subjective and mutable as

taste.

Indeed, the concerns over simulation extend outside the political arena.

In some fields, such as physics and economics, simulation has become a well-

accepted technique without too much concern for epistemology. But in fields

less steeped in mathematics — including biology, psychology and many parts of

the social sciences — researchers have not been as receptive to the technique.

There may be several reasons for the relative lack of acceptance: models that are



1.4. ETHICAL SIMULATION 5

less mathematical have implementations that are more ambiguous; simulations

are viewed as too mechanical for the more humanistic subjects; and there is less

agreement on the fundamental theories or less agreement on their importance.

Whatever the reasons these fields have for resisting simulation, its cloudy

epistemological status can only serve to promote misunderstanding. For sim-

ulations of ethical behaviour, such misunderstanding can cause a great deal of

mischief, so I spend a chapter in this thesis clearing up the main issues sur-

rounding simulation’s epistemology. In doing so, I ultimately aim to remove

the main objections against the use of simulation in investigating unethical and

contentious behaviours.

1.4 Ethical simulation

Even once we have settled our epistemological concerns about simulation, we

must still decide what it can teach us about ethical behaviour specifically. That

is, we must decide which ethical systems will benefit from simulation, which

problems simulation can usefully investigate, and what contributions simulation

can make to solving these problems.

In answering these questions, I discover that utilitarianism proves the most

fruitful system for investigation. Utilitarianism is both consequentialist and,

in theoretical contexts, is susceptible to numerical computation. Furthermore,

there are many complex problems that utilitarians have yet to settle. Hence, it

should be no surprise that I assume a utilitarian framework for my experimental

investigations.

As it happens, utilitarianism also has a property that recommends it to evo-

lutionary ALife simulation. Using kin selection theory, I argue that behaviour

will often evolve to share many of the features of utilitarian behaviour. Just

as utility maximisation has often been linked to individual fitness maximisa-

tion, I explain how quasi-utilitarian tendencies can be linked to inclusive fitness
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maximisation. This sheds light on which behaviours can become evolution-

ary stable, be they ethical or unethical, and points to what I believe to be an

important future area of research.

1.5 Overview of the experiments

In this thesis, I perform simulation experiments that focus on three behaviours,

two of which are ethically contentious (altruistic suicide and abortion), and one

which is clearly unethical (rape). The experiments demonstrate how simulation

can be used to investigate behaviours of ethical interest, uncovering or illumi-

nating interesting evolutionary and ethical consequences. In addition, I devote

one set of experiments to the evolution of dimorphic parental investment —

that is, investment in offspring that differs between the sexes. The existence of

evolved dimorphisms in parental investments, especially amongst humans, is an

idea which many people (including many social scientists) reject. But if correct,

the idea has many important ethical implications, some of which become most

obvious when considering behaviours such as rape and abortion.

1.5.1 Altruistic suicide

In the first of the experiments, I look at altruistic suicide. In the simulations,

suicide is simply an act that ends the actor’s life. The aim is to see under what

conditions suicide can evolve and also to see if it can be both ethical from a

utilitarian perspective and, ultimately, altruistic.

For any action to qualify as altruistic, it must be performed 1) at some cost

to the actor and 2) at some benefit to other agents. When suiciding agents

would have had a positive future, suicide comes at a cost and therefore meets

the first condition. Whether suicide meets the second condition (i.e. benefits

others) is less clear. There is a definitional problem in that ‘benefit to others’

can involve several different dispersals of benefit. Acts can benefit others on
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average, benefit others in the sum, or benefit every affected agent, and each

of these possibilities leads to a different notion of altruism. There is also the

problem of identifying which agents are affected and to what degree. Some

agents may only realise benefits well after the initial act occurs, while other

agents may be affected indirectly via their relations to other agents.

In these experiments, I only look at altruism that is beneficial in the sum,

which has the benefit of resembling classical utilitarianism’s treatment of ethical

behaviour in general. In a similar vein, I avoid the need to measure the utilities

arising from individual suicides by monitoring the population as a whole. That

is, I run two simulations, one in which suicide is possible and one in which it

is not. If the cumulative utility in the former is higher, then suicide meets the

second condition of being altruistic.

The altruistic suicide experiments can be found in Chapter 6.

1.5.2 Parental investment & reproductive strategies

The remaining simulations in this thesis all revolve around the concept of

parental investment and reproductive strategies. I begin by looking at how

sexually dimorphic parental investments may have evolved. I then look at how

a behaviour such as rape may evolve in the context of dimorphic parental in-

vestments, and what can affect its clearly unethical status. I follow this with a

study of the evolution of abortion and its ethical value.

In the first set of parental investment simulations, I look at models for the

origins of sexually dimorphic parental investment. There are four well-known

models, three of which have currency. Trivers (1972) originally proposed what

I will call the prior investment model, suggesting that existing sexual differ-

ences in investment committed the sexes to larger differences in investment.

In discrediting this model, Dawkins and Carlisle (1976) suggested their own:

that the sex that has the first opportunity to desert, will desert. Trivers (1972)

also suggested another, more plausible, model, in which the fact that males
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may not be certain of their parentage leads to their lower investment. Finally,

Williams (1975) noted that if only one parent remains in the vicinity of the

child, then that parent is preadapted to providing the larger investment. In ad-

dition to these four models, I also look at the possibility of dimorphic parental

investments evolving by chance.

The simulations for each of these models is covered in Chapter 7.

1.5.3 Rape

Rape has produced some of the most heated debates amongst social scientists

and evolutionary psychologists. For my simulations, I focus solely on rape

from an evolutionary perspective, particularly in the context of parental invest-

ment theory: specifically, as any non-consensual act of mating in which males

contribute no more to potential offspring than their sperm. The aims of the

simulations involving rape are as follows: to see if rape can be evolutionarily

stable; to look at the ethical disvalue of rape; and to see if sexual dimorphism

in rape behaviour can result.

From a biological perspective, the most striking thing about rape is the

extreme sexual dimorphism; rape is almost always perpetrated by males. One

cannot explain this dimorphism by the advantage in guaranteeing a copula-

tion, since the advantage would accrue to both males and females equally. One

can make general arguments about sexual differences in strength or aggressive-

ness or related ideas, but there is a more succinct concept that can explain

the dimorphism of rape biologically. In consensual mating, sexual differences

in parental investment is often big, but in the case of rape, the difference in

investment is much larger. Ultimately, males can limit parental investment

to just their sperm. If their investment after consensual mating limits fitness

and males have an opportunity to impregnate many females, rape may pay as

a reproductive strategy and therefore be an evolutionarily stable strategy for

males. In the simulation, I check to see if sexual dimorphism in rape behaviour
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evolves, specifically when there is a sexual difference in investments after rape

but not after consensual mating.

The experimental study of an act such as rape is hard to perform without

sounding callous. The reader should recognise that I study it in a very limited

form; I concern myself only with heritable rape and, as such, rape that has a

genetic source. By this, I am certainly not suggesting that rape in the natural

world has any direct or simple causal relationship with an individual’s genome.

My perspective is merely a result of keeping my inquiries simple enough to

model through simulation. However, I do believe that evolution sheds some

light on the existence of rape — my simulations would be pointless, otherwise

— but how much light, I do not consider here.

The simulations involving rape are covered in Chapter 8.

1.5.4 Abortion

The aims of the abortion simulations are similar to those for suicide and rape

and are as follows: to see if abortion can be evolutionarily stable; to see what

conditions influence abortion rates; and to find cases in which abortion is ethi-

cal. Again, the focus is on the biological kind of abortion — that is, abortion

that is akin to miscarriage — and this limits the applicability of my results.

Nevertheless, if induced abortion exists in part due to evolutionary forces, we

would expect similar conclusions to apply to both kinds.

Whatever else we may believe about abortion, it is clearly one means of

regulating the large parental investment that females of many species must often

make. Our first thought might be that females can avoid pregnancy altogether,

but conditions may change unexpectedly during gestation and in turn make

abortion the best means of promoting the female’s total reproductive success.

Ultimately, this will depend on two things: an unstable environment and large

female parental investments. I explore the effect of both these factors in my

evolutionary and ethical simulations.
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The abortion simulations are covered in Chapter 9.

1.6 Contributions

Of all the research in this thesis, the main contribution is the idea that sim-

ulation can be used to productively investigate scenarios of ethical interest.

Whether the intent is to look directly at the utilities generated by various

worlds, or whether it is to gauge the consequences thrown up by a scenario

containing ethical or unethical acts, simulation can be of help. In addition to

this point, I also introduce two other general ideas. The first is to explore how

simulations can inform us about the world, and under what conditions and to

what degree such simulations are to be trusted. The second is to explore the

way in which utilitarian behaviour may be favoured or discouraged by evolution

through mechanisms such as kin selection, reciprocal altruism and synergistic

cooperation.

I support these contributions both by theoretical argument and by exper-

imental demonstration. The experiments make use of a simulation designed

for this thesis, a simulation that I believe will be of value in future research.

Within the experiments, there occur further results of note:

• I identify conditions under which suicide can become evolutionarily stable.

• I find that suicide can sometimes be an ethical choice.

• In the experiments exploring the origins of sexually dimorphic parental

investments, I find varying levels of support for the various hypotheses

that have been proposed.

• I demonstrate the plausibility of sexual dimorphisms arising by chance.

• I show how parental investment costs and the probability of preventing

rape affect the rate at which rape evolves.
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• I discover that rape remains unethical, even when all the directly harmful

physical and psychological effects are absent.

• I show how race affects the evolutionary trade-off between rape and mat-

ing.

• I demonstrate that the evolution of abortion requires an unpredictable

environment and depends on the parental investment needed to rear a

child.

• I also show that both the above factors affect the ethical value of abortion

and that, ultimately, abortion can be ethical.

1.7 Summary

By investigating the epistemic value of simulation to science and ethics, de-

signing the ALife environment presented here, and drawing together several

experiments on widely discussed ethical behaviours, I demonstrate the place

of simulation in consequentialist reasoning. In particular, I demonstrate how

simulation can be used to explore the evolutionary and ethical consequences of

behaviours such as the ones I treat in this thesis.
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Part I

Background and justification
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Chapter 2

Biological basis

My simulations make heavy use of the ideas in two recent fields: evolutionary

psychology and ALife. In this chapter, I give an overview of each field, focusing

on the ideas that are important for my work.

2.1 Evolutionary Psychology

I first describe evolutionary psychology’s major principles alongside common

criticisms and discuss their relation to sociobiology. I then go on to describe

the major concepts in the field that play significant roles in my dissertation:

concepts such as altruism, evolutionary game theory, parental investment and

sexual dimorphism.

2.1.1 Tenets of evolutionary psychology

Evolutionary psychology studies the modern human mind in the light of evolu-

tion. It was born in the 1980’s (Cosmides and Tooby 1987; Dupré 1987), though

many of its principles extend as far back as James (1890) and, ultimately, Dar-

win (1880). Its founding idea is that evolution produced our psychology, and

there must therefore be evolutionary explanations of our behaviour at some

level (Tooby and Cosmides 1992). No scientist disputes this idea, but most

15
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proponents of evolutionary psychology (particularly Tooby and Cosmides) hold

a more controversial view. This view denies traditional ideas nurtured in the

social sciences — ideas that Tooby and Cosmides (1992) group together un-

der the label ‘the standard social science model’ (or, as it is more commonly

referred to, the SSSM).

According to the standard social science model, the mind evolved to be free

of evolutionary constraints several million years ago. Now, today, the mind is

a general learning and reasoning organ that works by forming associations and

using rough rules of logic and probability. Evolutionary psychologists, such as

Pinker (2002), depict proponents as believing in a mind that is a ‘blank slate’

at birth, ready to be filled with knowledge. Psychological explanations causally

flow from the outside in, with culture entirely responsible for inscribing the

mind’s slate — and, ultimately, our behaviour.

Evolutionary psychologists object to this view because they believe it would

make human behaviour too unpredictable — for example, babies would not nec-

essarily seek the nipple for a feed. If this view were correct, few humans would

have survived long enough to have children and our species would have disap-

peared long ago. In its place, evolutionary psychologists propose an alternative

view grounded in evolutionary ideas. This view combines three principles: the

modular mind, the environment of evolutionary adaptation (EEA) and univer-

sality. I describe these three principles next.

The modular mind

Evolutionary psychology holds that the mind (rather than the physical brain)

inherits constraints that promote or prevent particular behaviours. Specifically,

Tooby and Cosmides (1992), following on from Fodor (1983), suggest that the

mind is made of specialised modules or faculties, with natural selection acting

on each.
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A mind composed of specialised faculties would be far more useful than a

monolithic blank slate. One or two faulty mental faculties would still allow

an organism to function, unlike a faulty, unified mind — there is a paral-

lel here with the design of large hardware and software systems. More than

this, specialised modules would give natural selection finer grained variation

to work with. Modules could be specialised to language use (Chomsky 1959;

Pinker 1994), reasoning (Cosmides 1989), mathematical concepts (Geary 1996)

or emotions (Buss et al. 1992), but may be even more specific.

One possible example of a module may have been identified in experiments

based on Wason’s (1966) selection task. This task involves a logical puzzle,

that asks the subject when a one-way implication (i.e. ‘if’ rather than ‘if and

only if’) needs to be checked for correctness. Generally, the subject is given

four cards corresponding to the four possible Boolean assignments for P and

Q in the proposition P ⇒ Q. Each card represents one assignment, with the

assignment for P written on one side, and the assignment for Q written on the

other. The subject is presented with the four cards, showing P , ¬P , Q and

¬Q, on one side each, respectively, while the other sides remain hidden. The

subject is then asked which cards need to be flipped to determine if they satisfy

P ⇒ Q.

The correct answer is to only choose those cards showing P and ¬Q, since

P ∧ ¬Q is the only assignment that can falsify P ⇒ Q. When the selection

task involves abstract ideas such as letters and numbers, subjects often fail to

choose ¬Q or choose Q instead. Many researchers have found that a subject’s

performance improves markedly when the task revolves around certain specific

topics. Cheng and Holyoak (1985) suggested the common theme in these cases

is the day-to-day practical needs of the subjects. Specifically, they suggested

that people employ a set of pragmatic schemas, rather than rules of logic,

based on whether the task involves permission, obligation or causation (amongst

other possibilities). While this view shares much with the modular hypothesis,
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Cheng and Holyoak believed that such schemas were “induced from ordinary

life experiences” (ibid, p.395) due to culture, rather than inherited.

Later, Cosmides (1989) undertook another study of the Wason selection

task and found that when the implication referred to a social contract — for

example, when P represents ‘cost paid’ and Q represents ‘benefit accepted’ —

then subjects are much more likely to choose correctly. Cosmides argues that

social contract theory subsumes much of the previous work done on the Wason

selection task, but the most critical difference between her work and that of

others is her suggestion that cheater detection is itself an evolved module, not

the product of a general inductive mental ability.

Many scientists have criticised the idea of a modular mind, and not just

those in the social sciences. Furthermore, it appears that Tooby and Cosmides

have since moderated the claims from their earliest work (Cosmides and Tooby

2000; Over 2003). Nevertheless, the modularity hypothesis is still the most

central and influential theory in evolutionary psychology today. Arguably, it

is also the most important of evolutionary psychology’s three principles for my

simulation research. While my agents do not have ‘minds’ as such, they do

have behaviours partitioned and analysed separately based on my belief that

selection has acted on them separately.

The Environment of Evolutionary Adaptation (EEA)

Another of evolutionary psychology’s principles is much less controversial (though

hardly uncontroversial; for example, see Buller 2005). The principle asserts that

the mind is mostly a product of prehistoric evolution, most of which would have

occurred during the millions of years from when we branched from our ances-

tors (roughly, the Pleistocene). Evolutionary psychologists call this time and

place, in which humans were evolving their unique abilities, the environment of

evolutionary adaptation (EEA).
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Today, our phenotypes (both structural and behavioural) represent those

qualities that enhanced our fitness (that is, the reproductive success of our

genes) millions of years ago in the EEA, but that may no longer do so. The

typical example is our taste for sweets and fats: adaptive in our resource-starved

past, but not adaptive today. Evolutionary psychologists believe this kind of

anachronistic fitness-maximisation applies to all human behaviour today.

Universality

Evolutionary psychologists also claim that there is a universal human nature.

For example, if we evolved a cheater detection module, then every (or almost

every) person today has that module. Evolutionary psychologists use of the

term ‘universal’ is not strictly correct as pathological cases are excepted, but I

stick with the term here due to its widespread use.

There are three ways in which faculties may have become universal: the

faculties may have spread by being adaptations or by-products, or they may have

become universal by chance. If they are adaptations, then the faculties would

have made their bearers (or their kin) fitter than their peers during the EEA;

such faculties would have spread across the population until everyone had them.

If they are by-products, then they were linked to other, mental or physical,

adaptations that spread during the EEA, though the faculties themselves did

not contribute to fitness. If they became universal by chance, then they were

selectively neutral during the EEA, but came to be a part of our present-day

phenotype through either genetic drift or a genetic isolating circumstance in our

species’ history (for example, if our species’ size dwindled to a small number

at some point). Most of my results are based on behaviours that come to be

universal by being adaptations under the conditions of the simulation.

The most common view in evolutionary psychology is that most of our

mental faculties are the result of adaptation (Fodor 1983; Tooby and Cosmides

1992), since the other possibilities are too unlikely. Others, however, believe
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the alternative models are perfectly plausible; for example, Gould has regularly

suggested that most of our mental faculties are simply a side-effect of the growth

in brain size.

2.1.2 Sociobiology

The three principles just described are largely a response to the criticisms of

the earlier, now largely dormant, field of sociobiology. Besides these principles

and changes in method and style, evolutionary psychology inherits almost all of

its ideas from sociobiology. Indeed, I would argue that evolutionary psychology

is sociobiology, but with the latter’s major flaws repaired.

Sociobiology is the study of all social behaviour from an evolutionary per-

spective. While the term ‘sociobiology’ had been used prior to 1975 (Segerstrale

2000), it was Wilson (1975) who attempted to forge the new field with his mono-

graph Sociobiology: The new synthesis. In this book, Wilson united the new

ideas that were successfully describing social behaviour from an evolutionary

perspective — ideas such as Hamilton’s (1964) kin selection theory and Trivers’s

(1971) reciprocal altruism. These ideas also appear as central theories in evo-

lutionary psychology today.

The most controversial idea in sociobiology is what Kitcher (1985) calls ‘pop

sociobiology’ — the idea that we can explain human behaviour with genes and

evolution. Of course, evolutionary psychology incorporates the same idea. But

in contrast to evolutionary psychology, sociobiology assumes that human be-

haviour is fit for today’s world and that genes account for much of the variation

in behaviour amongst humans. In the extreme, some sociobiologists attribute

so much of our behaviour to genetic causes that the label ‘genetic determinism’,

despite the disparaging overtone, nonetheless seems appropriate.

Overall, pop sociobiology has been criticised on three main grounds: polit-

ical, philosophical and methodological.
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On the political front, some argue that pop sociobiology can be used to

justify the social status quo (Sociobiology Study Group of Science for the Peo-

ple 1978), based on claims that current behaviour is (close to) evolutionarily

optimal coupled with the popular tendency to commit the naturalistic fallacy.

Another concern is genetic determinism, and the belief it instils that none of

us can change our innate natures.

On the philosophical front, pop sociobiology makes a commitment to reduc-

tionism in human behaviour, thereby opening itself to the charge of ignoring

human free will. Wilson (1977, 1978) defends his reductionist method on the

grounds that it is has met with success in many other fields. He argues that

methodological reductionism does not commit oneself to philosophical reduc-

tionism — that is, the belief that all that can be said about sociology can

always be reduced to biological terms. Unfortunately, Wilson never went so far

as to explain how methodological and philosophical reductionism differ, which

seems especially necessary given his arguments against the mind being an in-

dependent, emergent property of the genes.

On the methodological front, pop sociobiology suffers many problems. Much

of the early work in pop sociobiology was characterized by anecdotal stories, lax

descriptions of human populations and unfounded inferences on the evolution-

ary course of social behaviours. As Buss (1999) describes, pop sociobiologists

satisfied themselves with the ability to derive an evolutionary history of a be-

haviour, but they gave little consideration to alternative theories.

Evolutionary psychology rectifies many of sociobiology’s mistakes. While

the central theories — such as kin selection, reciprocal altruism and parental

investment — are the same for both fields, evolutionary psychology recognises

the restrictions on how they apply to humans. Further, evolutionary psycholo-

gists are not as fiercely reductionist, but they do still strongly encourage ana-

lytical methods. And finally, evolutionary psychology’s methods are stronger,

characterised by obtaining results from many different disciplines over many
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populations and draws on many of the techniques in psychology and other so-

cial sciences.

Nevertheless, evolutionary psychology has had to fight battles of its own. I

describe its controversies next.

2.1.3 The debate over evolutionary psychology

Of evolutionary psychology’s three principles described earlier, the modular

mind is the most controversial — almost creating as much controversy as ge-

netic determinism did for sociobiology. The major reason is that it looks morally

unpalatable, since it seems to reduce the mind to a set of simple mechanisms.

These mechanisms appear to leave little room for free will and severely circum-

scribe our mental potential.

Many also believe that evolutionary psychology promotes racism and sexism.

While evolutionary psychologists have denounced the use of the modular model

to support racial arguments (suggesting instead that modules force explanations

to transcend race), in practice, modules could be employed in explanations of

racial differences very easily. Also, evolutionary psychology often posits be-

havioural differences between the sexes (e.g. Trivers 1972; Symons 1979; Buss

1988), making sexism an easy criticism.

None of this falsifies the modular mind thesis. The thesis itself does not

depend on the existence of sexual or racial differences; and while some theories

that build upon it do, this does not make those theories false because moral

concerns do not constitute factual disproof. Whether we believe there should be

no racial or sexual differences does not affect the possibility of such differences

in fact. That would be to derive ‘is’ from ‘ought’ (often called the reverse

naturalistic fallacy).

Nevertheless, many critics seemingly wish to disprove the modularity hy-

pothesis because of its potential moral implications. Such critics can be found

within biology and across the social sciences, the most notable within biology
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being Lewontin, Levins and Gould. Many of these people identify the simplicity

of reductionism as the motive behind modularity and suggest that its applica-

tion to humans in evolutionary settings is naive or even deliberately misleading.

Often the criticisms follow a particular form: suggest there is little empirical

evidence for modularity, then propose alternative explanations (equally with-

out evidence) to show that it is a doubtful hypothesis (e.g. Gould and Lewontin

1979; Lewontin 2000).

The distinction between evolutionary psychologists and their critics is often

categorised as one between reductionism and holism, but this is a miscategori-

sation. Just as there are polygenetic traits (a trait that involves more than

one gene) and pleiotropic genes (a gene that produces multiple traits), there

may be multiple modules that produce a single behavioural trait and single

modules that produce multiple behavioural traits. (See Korb (1994) for some

of the faulty reasoning that Gould in particular has employed in this regard.)

In fact, it seems there is less that epistemically separates the opponents than

what morally (and methodologically) separates them. Evolutionary psycholo-

gists find the greatest value in science and knowledge, while their critics find the

greatest value in humanity and the will. This moral clash leads to a difference

in method that looks epistemic, but rarely is. Instead, it is better categorised

as a difference between a willingness to try reductionist methods (or, more ac-

curately, analytical methods tied together with supervenience; see Chapter 3)

as opposed to a willingness to try holistic methods.

Ultimately, the value of the modular model depends on the practical and

theoretical success it achieves: whether it can explain widely accepted facts and

whether it can help discover new ones. Unfortunately, problems and polemics

arise when one side believes their preferred method is meeting with success,

while the other side believes it is not. For example, if women are found to

prefer higher status men, then evolutionary psychologists explain it adaptively

and social scientists explain it culturally. The same is true if women are found
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to prefer men exhibiting cues of higher parental investment. In fact, the same

is true with almost any prediction made by either evolutionary psychology or

the social sciences. Both adaptive and cultural explanations can be given for

anything that is true today: i.e. they are both capable of producing post-hoc

imaginative fairy tales (“just so” stories).

So which explanation do we use? For now, it depends on one’s preference

since current evidence often cannot resolve what can be explained adaptively,

what can be explained as a by-product or a product of evolutionary chance, and

what can be explained as a product of culture. This makes things more difficult

for evolutionary psychology than is often admitted. If a social scientist wants

to explain entrenched sex differences today as a result of chance sex differences

in the past, that is not to propose the impossible or a ‘reversal of causation’,

as Tooby and Cosmides (1992) would describe it. Rather, it is a hypothesis in

need of evidence.

Perhaps stronger evidence in the future will allow us to settle which kind

of explanations apply in specific cases. But we will only have this evidence if

we gather it. We need the efforts of both evolutionary psychologists and social

scientists to do this properly. Most explanations of social and psychological

phenomena will eventually need to be integrated across the sciences, but cur-

rently it is most useful for any given researcher to begin with a narrow view.

This includes apparently ‘reductive’ views, but such views do not need to as-

sume things are ontologically reductive (contra Lewontin). Nor is there any

reason to assume that the social sciences are epistemic outcasts from the nat-

ural sciences (contra Tooby and Cosmides). Narrow views (on both sides) are

useful in developing theories and gathering evidence. They are only harmful if

we hold on to them dogmatically in the face of good evidence to the contrary.
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How does the debate affect this thesis? My research depends to some degree

on the modular mind principle and relies heavily on theories such as kin selec-

tion and parental investment to explain the evolution of agent behaviours. The

simulation also has no cultural element; while agent behaviour is not determin-

istic, that is because such behaviour is based on probabilities that themselves

are genetically determined.

Ultimately, my research represents a narrow view, and what we can learn

about ethical behaviour from my simulations will be incomplete. But this

certainly does not mean simulations like mine are of no use. First, I believe acts

that have such an immense effect on fecundity must be modified by selection in

regular and reliable ways — even in very different, culturally rich, environments.

An adaptive explanation of the results of my simulations will likely apply —

in some way — to analogous behaviours from the real world. Further, the

incomplete facts that we can learn with my simulations are still useful: to

paraphrase Dawkins (out of context) 5% of an explanation is better than no

explanation at all.

As an example, we can look at some questions I explore in the later chapter

on rape. If males can invest much less after rape than after consensual sex,

would males evolve to rape more? If they cannot invest less, would males evolve

to focus more on consensual sex? If the answer to both questions is yes, this

adds evidence that evolutionary causes contribute to rape in our own society

— as different as our society is to the simulations. There are certainly other

possible causes (both evolutionary and non-evolutionary) that I do not model.

And I omit many causal variables that can block the evolution and occurrence

of rape. However, these simulations, and other specialised research on rape,

each with its own narrow view, will together lead us to a better understanding

of what the causes may be and how they interact.
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I now move on to a discussion of the core theories that make up evolutionary

psychology. Most were inherited from sociobiology and all sit in the background

of my research. These include theories of altruism, evolutionary game theory

and parental investment theory.

2.1.4 Explaining altruism

Altruism is a critical part of the simulations that investigate altruistic suicide

(Chapter 6). Altruism is also a focal idea in the field of ethics generally (see

Chapter 4, Section 4.7).

The kind of altruism that I look at here is best called biological altruism.

Specifically, biological altruism involves acts that harm one’s own individual

fitness while boosting that of others. Individual fitness is often defined in

biology as the number of viable offspring that an organism has. We can contrast

biological altruism with ordinary altruism, which comes at a cost to one’s own

utility while boosting the utilities of others. (For a definition of utility, see

Section 4.5.)

There are three main theories that have been put forward to explain the

evolution of altruism: kin selection, reciprocal altruism and group selection. In

addition, cooperation has also been used to explain some behaviours that look

altruistic. I briefly describe each of these theories in the following sections.

Kin selection

For over a century after Darwin had introduced the theory of evolution through

natural selection, altruistic behaviour posed a problem. The theory accounted

for parental altruism, but seemingly could not account for other cases of al-

truism, particularly in bees, wasps and ants (Hymenoptera). Hamilton (1964)

solved the problem with the idea of kin selection.

Kin selection theory introduces the idea of inclusive fitness. Inclusive

fitness expands the concept of individual fitness to include the reproductive
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benefit (or harm) that accrues to genes shared by relatives. Kin selection the-

ory says that evolution will maximise inclusive fitness rather than individual

fitness. The inclusive and individual fitness effects of an action are related in

the following way:

Fn(a) =
∑

i

rifi(a) (2.1)

where Fn indicates that this is the inclusive fitness function for individual n,

Fn(a) is the effect of action a on inclusive fitness and fi is the corresponding

individual fitness function for individual i. ri is Sewall Wright’s (1922) co-

efficient of relatedness for individual i, which is the same as the probability

that any given genetic locus will have a gene that is identical due to descent

from a common ancestor. In other words, it is the proportion of shared genes

we would expect given a common ancestor.

The most influential part of Hamilton’s model is the following simple rule,

specifying when altruistic behaviour will be selected for between two individuals

who are descendants of a common ancestor:

c < br (2.2)

where c is the cost to the actor in individual fitness, b is the benefit to the

recipient in individual fitness, and r is the relatedness co-efficient between the

individuals. In the general case of an act that affects multiple individuals, we

have:

c <
∑

i

biri (2.3)

where bi and ri now refer to the benefit and relatedness of the actor to each

individual i in the population, other than the actor.

Some species live in highly related groups due in part to their unique hap-

lodiploid mating systems. For example, the workers in many bee species have a

relatedness coefficient of 0.75 to each other, which is higher than the relatedness
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coefficient (0.5) to their own daughters (Kerr 1969). This fact, combined with

Hamilton’s rule, explains the altruistic nature of the workers. In more usual

species, where sexual reproduction is the norm, relatedness is not as high and

thus altruistic behaviour should be less frequent according to the rule. This is

indeed the case for most other species, except for humans.

For Hamilton’s rule to apply at all, it must be possible for individuals to

selectively direct benefits towards kin. If individuals cannot benefit kin selec-

tively, then the benefits will spread to individuals with competing alleles (as

happens with parasitic bird eggs), which will cause the altruistic behaviour to

be selected against. Thus, kin selection explanations must describe how bene-

fits are restricted to relatives. Sometimes, we can rely on an evolved ability for

recognising kin (such as scent or facial recognition). More often, the viscosity of

populations (the likelihood that individuals will remain near their birthplace)

is enough to show that benefits can be selectively directed towards kin. For,

if individuals help their neighbours in such cases, they are very likely helping

their relations — as is the case for the suicide simulations in Chapter 6.

Reciprocal altruism

Kin selection does not seem to cover all cases of altruism, since there are cases in

which individuals help remote relations. One example can be found in vampire

bats, who will often feed unrelated vampire bats that live in the same cave.

We might be able to explain such behaviour as a case of reciprocal altruism

(Trivers 1971; Axelrod and Hamilton 1981). Reciprocal altruism describes any

behaviour that 1) is altruistic and 2) will likely be reciprocated in the future.

This certainly appears to explain the behaviour of the vampire bats, in which

there are many opportunities to reciprocate. Humans also frequently perform

altruistic acts under similar conditions. For example, we loan books to our

friends or give them a place to stay because the probability of reciprocation is

high.
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However, I feel the use of the word ‘altruism’ is here a little misleading.

Reciprocal altruism is actually a form of cooperation across time — both indi-

viduals receive a net benefit, and that is why reciprocal altruism will be selected.

The word ‘altruism’ in reciprocal altruism derives solely from the fact that an

actor suffers (or risks) a temporary cost. However, temporary costs are not a

good way of identifying altruistic acts. For example, investors lose the use of

their money temporarily to benefit others while waiting for reciprocation in the

form of returns, but we do not regard investment as altruistic.

Cooperation

It may seem odd to include cooperation in this short survey of explanations for

altruism. Nevertheless, cooperation is very closely related, as can be seen with

reciprocal altruism, and needs to be disambiguated.

Cooperation involves two or more individuals helping each other so that

each gets a net benefit. We run the risk of confusing it for altruism if we ignore

one or more of the benefits involved. Lending money is a good example: when

a bank loans someone money, we know it is not behaving altruistically, but

rather cooperatively. But if we were to ignore the benefits (in interest) that it

later receives, we would believe its behaviour to be altruistic.

The potential for confusion is not just theoretical. Trivers had originally

used two examples for reciprocal altruism that he later agreed were not real

examples. In one of these examples, he described how cleaner fish eat the

harmful bacteria off the teeth of their host fish. Trivers noted that if a predator

approached, the host fish would warn the cleaner fish before leaving — at some

risk to itself — rather than leaving immediately. Trivers described this as

altruistic. However, the host fish behaves this way so that it can return to the

same cleaner fish later on. The overall situation exists (both the cleaning and
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the warning) because it benefits both type of fish — if they did not cooperate,

they would both be less fit.1

Many behaviours may be truly altruistic given some restricted view, however

we must be careful not to mistake behaviour as altruistic when it is, in fact,

cooperative.

Group selection and trait groups

In the last decade or so, group selection has reemerged as another explanation

for altruism. An earlier version of group selection mistakenly held that the mem-

bers of a species acted for the good of their species. However, Williams (1966)

gave an invaluable account of natural selection and adaptation that quickly

killed this idea. Williams lucidly pointed out that, in most cases, selection

operates on individuals or close kin.

Nevertheless, the idea that members of a group might act for the good

of that group is not obviously wrong. For example, both Williams (1966) and

Maynard Smith (1976) give conditions under which group selection can operate.

They suggest that if there are a number of mostly isolated groups, there will

be random group variation (due to individual variation) and some groups may

survive based on their unique traits and others may not — i.e. there will be

natural selection of geographical groups. Those that survive may do so because

their members contributed to the survival of their group, while members of other

groups, who did not contribute as much to theirs, would go extinct together

with their group. The model runs into a problem when applied to groups

of unrelated organisms (as Williams notes), since individual selection works

against the evolution of altruistic behaviour. Highly related groups mitigate this

problem, though at a cost to those theories of group selection that allow groups

1Incidentally, this example does not exhibit any reciprocation, either — after a host fish’s
warning, the cleaner fish continues to clean the host because it benefits itself, not because it
is reciprocating the host fish’s altruistic gesture.
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to be composed of unrelated individuals. As Woodberry et al. (2005) argue,

when groups are highly related, group selection supervenes on kin selection.

There are other forms of group selection that might also explain altruistic

behaviour, such as the one championed by Sober and Wilson (1998). Suppose

we have a population that mates randomly but assorts into groups according to

common traits. Groups that assort due to altruistic traits will contribute more

to the next generation than competing groups because more members of altru-

istic groups will survive (by definition). Thus, the prevalence of altruistic traits

will increase. This is often termed trait selection. However, Maynard Smith

(1976) also considers this another form of kin selection. If it is not, he believes

the idea is highly implausible, given that the genes under selection would need

to be pleiotropic.

I now move from theories of altruism to another central idea in evolutionary

psychology, that of evolutionary game theory.

2.1.5 Evolutionary game theory

Game theory concerns rationality and optimal decision making and has its

origins in various economic problems as well as in the study of two person zero-

sum games. Game theoretic ideas stem back all the way to Plato, however the

modern seminal work is that of von Neumann and Morgenstern (1947; and the

earlier von Neumann 1928). Game theory focuses on choices that are dependent

on the behaviour (and choices) of other individuals or agents. Ordinarily, all

agents are assumed to have the same mental faculties and capacities as the

agent making the choice, though this need not be so.

Fisher (1930) was the first to apply game theoretic ideas to evolutionary

problems, specifically, in regards to sex ratios. However, game theory made

a more substantial entrance into evolutionary theory in 1973 with John May-

nard Smith’s and George Price’s article, The Logic of Animal Conflict (1973).
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Maynard Smith subsequently developed it in greater detail, which led to his

important work Evolution and the Theory of Games (1982).

In evolutionary game theory, the focus moves from optimal decisions to op-

timal fitness and behaviour of population members. Let me clarify what this

means. First, the behaviour is optimal with respect to fitness and does not im-

ply optimality in any other respect, such as rationality or morality. Importantly,

it does not imply that human rationality is based on fitness-maximisation (al-

though it does not exclude the possibility, either). Second, every member of

the population can inherit any of the behaviours under consideration. Third,

the population is constantly subject to evolutionary change and exists for an

indefinite time.

The behaviour of an individual is called a strategy and is usually given a

name. Normally, we consider only a handful of strategies, even though the

case at hand may permit many more. A commonly discussed strategy in evo-

lutionary game theory is the Hawk strategy (introduced by Maynard Smith

and Price 1973), in which an individual escalates all confrontations in order to

get a contested resource; a related strategy is the Dove strategy, in which an

individual avoids all confrontations by sharing resources with other Doves and

ceding resources to Hawks.

If one strategy from a set of mutually exclusive and competing strategies

always evolves to become fixed in the population regardless of initial conditions,

it is called an Evolutionarily Stable Strategy (ESS). As Maynard Smith defines

it: “An ESS is a strategy such that, if all the members of a population adopt

it, then no mutant strategy could invade the population under the influence of

natural selection” (Smith 1982). An ESS is called a pure ESS if that strategy

is always fitter than its alternatives under the same conditions.

Suppose that a strategy is less fit than its alternatives if it is used by a ma-

jority, but fitter than its alternatives if it is used by a minority. In this case, the

strategy’s fitness is dependent on its own frequency. Such a strategy cannot be
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a pure ESS because it cannot become universal, but it can nevertheless remain

in the population indefinitely. We can see an example of this kind of evolution-

ary dynamic if we combine the Hawk and Dove strategies just described into an

evolutionary game. Table 2.1 shows a possible payoff matrix for a population

of evolving individuals that can either express the Hawk or Dove strategy as

a phenotype, but not both. Each entry in the matrix represents the fitness

payoff to an individual playing a strategy from the left, when that individual

encounters an individual playing a strategy from the top. For example, the top

right cell represents an individual playing Hawk against an individual playing

Dove. In this case, the individual playing Hawk receives B units of benefit —

in contrast, the individual playing Dove receives 0 units of benefit. As such,

Hawk is fitter against Dove in an individual contest.

However, Hawk is not always the fitter strategy overall. So long as the cost

of fighting, C, is greater than 0, Doves will derive greater fitness from ‘contests’

between themselves than Hawks will from contests between themselves. Ulti-

mately, if the population is composed primarily of Doves, then a mutant Hawk

strategy introduced into the population will spread. However, the converse is

also true: a Dove strategy will also spread in a population of Hawks. In this

case, there is no unique ESS but there is an evolutionarily stable pattern. In

particular, the ratio of Hawks to Doves will stabilise, and new individuals will

be most fit if they inherit a random strategy according to that ratio (that is, ac-

cording to a Bernoulli distribution with that ratio). While each strategy persists

indefinitely and is thus evolutionarily stable, such strategies are not normally

referred to as ESSs. Rather, the set of strategies that persist is described as a

balanced polymorphism.

An alternative solution to this scenario is to have individuals play a mixed

strategy, where ‘mixed’ means probabilistic. The only difference between a

mixed strategy and a pure strategy is that the former is probabilistic. Thus,

a mixed strategy will involve randomly playing Dove on some occasions, and
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Opp. Hawk Opp. Dove

Hawk B−C
2 B

Dove 0 B
2

Table 2.1: A possible pay-off matrix for a population able to play both Hawk
and Dove strategies. The pay-off in each cell is what accrues to the strategies
on the left. B stands for the full benefit reaped from a resource, and C stands
for the cost of fighting.

randomly playing Hawk on other occasions. The optimum mix of strategies for

each individual will be the previous ratio — that is, they ought to play Hawk

or Dove randomly according to the ratio at which the strategies co-exist in a

balanced polymorphism. This mixed strategy is optimal in the sense that it is

resistant to invasion by any other (mixed or pure) strategy and, as such, is a

mixed ESS.

Applying the notion of an ESS to a real world situation is normally difficult.

Almost all real ESSs are mixed ESSs and this is certainly true of the strategies

that evolve in my simulation. A bigger problem is that natural environments

are rarely static. Therefore, to apply the ESS notion to the real world, we need

to set aside the technical definition while keeping its spirit. If a strategy (pure

or mixed) is fitter than all plausible alternatives in a mostly stable environment,

then we can call it an ESS. In most cases, we can only make a decision through

observation and experiment, rather than analysis, and that is what I do for

my simulations.2 This thesis contains several interesting examples of ESSs,

including altruistic suicide (Chapter 6) and abortion (Chapter 9).

Next we look at the closely related theory of parental investment. In game

theoretic terms, parental investment theory investigates how an individual’s

fitness can be optimised by the way it invests in its offspring.

2For a detailed explanation of how I identify ESSs in the simulation, see Section 6.4.
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2.1.6 Parental investment

Trivers introduced parental investment to simplify evolutionary explanations of

sexual differences and parental care.3 Trivers (1972) defines parental invest-

ment as “any investment by the parent in an individual offspring that increases

the offspring’s chance of surviving (and hence reproductive success) at the cost

of the parent’s ability to invest in other offspring” (Trivers 1972, p. 139). This

includes investment in the gamete (which is assumed to be small), investment

during gestation (often mostly or solely by the female), and care after birth

(Clutton-Brock 1991). Parental investment does not include an individual’s

effort to obtain a mate, sometimes called mating investment. Indeed, by sepa-

rating parental investment from mating investment, the former can be used to

explain the latter — for example, in the simulations of sexual dimorphism that

we shall see in Chapter 7.

Sexual dimorphism

Sexual dimorphism is a good example of something that becomes easier to un-

derstand when we invoke parental investment. In many species, members of

each sex look or behave differently — they are sexually dimorphic. Sexual

dimorphism suggests that each sex has been specialised to an environment pe-

culiar to that sex. The sexes occupy the same physical space, so what could the

different environments be? Parental investment suggests an answer. Females

often invest more in offspring than males; these different investments are the

different environments that allow sex-specific traits to evolve. Further, these

sex-specific traits may, in turn, provide a base against which further specialisa-

tions can evolve.

This leads us to the question of why there are sexually distinct investments

at all. Have we simply substituted one difficult problem for another? Since

3I will only give a summary of parental investment theory’s main concepts here; for further
discussion, see Chapter 7.
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sexually distinct investments can be observed separately from sexual dimor-

phism, the answer is no. However, these disparities in investment nevertheless

need explanation. While it is still a matter for speculation, there are several

hypotheses for how such differences might evolve. I describe and explore each

of these hypotheses in Chapter 7.

Reproductive strategies

Generally speaking, a species, a sex, or an individual might follow one of several

reproductive strategies. Environments may be highly variable or the viability

of an offspring may be improbable. In these cases, the optimal strategy will be

to bear many offspring and invest little in each. Of course, if the population is

in a steady state, then no more than two offspring will be viable on average.

However, this is no impediment to an impressively big brood. For example,

spiders can produce thousands of eggs — though clearly not all those eggs

survive to reproduce. Species that use this kind of reproductive strategy are

said to be r-selected species (Pianka 1970; MacArthur and Wilson 1967).

Alternatively, the environment may be predictable and offspring viability

highly probable. The optimal strategy here will be to have fewer offspring,

but to invest more in each. Again, if the population is in a steady state, then

the average number of viable offspring per parent will still be two — however,

this will be much closer to the number of offspring born to each parent, since

each offspring has a better chance of being viable. Species that use this kind

of reproductive strategy are said to be K-selected species.4 The differences

between these types of strategies are explored in Chapters 7 and 8.

2.1.7 Evolutionary psychology: Summary

While many have criticised evolutionary psychology’s principles of modularity,

universality and the EEA, no criticism has been fatal. What is more, the

4The ‘r’ and ‘K’ symbols refer to the intrinsic rate of growth and the carrying capacity,
respectively, in the logistic growth equation.
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alternatives suggested to replace them suffer many, if not more, of their own

problems.

We do not know how much evolution accounts for our behaviour — how

much kin selection, evolutionary game theory and parental investment explain.

In this thesis, I sketch the adaptive origins of the behaviours I study, but adap-

tation is not the whole picture.

I now move on to the field of ALife, a field that is just as young as evolu-

tionary psychology and partly overlaps with it.

2.2 ALife

ALife (Artificial Life) is the replication or imitation of living processes, through

computer simulation, robotics and chemistry — though here I focus solely on

computer simulation. ALife aims to give a better understanding of life, both as

it is and as it could be (Langton 1995), while biology only focuses on life as it

is. No clear line divides biology from ALife. Indeed, ALife distinguishes itself

from traditional biology mainly through its method — creating life — rather

than through the branch of knowledge it studies. Arguably, ALife is not so

much a field as it is a set of techniques for doing theoretical and experimental

biology.

In the following section, I will give an overview of the history of ALife. This

will be followed by a description of what has become the central technique in

ALife: bottom-up computer simulation. I then describe the role of evolution in

ALife simulations, and move from there to a discussion of agent-based simula-

tions. Finally, I end with a discussion of two simulations related to my own:

Axelrod and Hamilton’s IPD simulations and Epstein and Axtell’s Sugarscape.
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2.2.1 A brief history of ALife

The term ‘Artificial Life’ is just two decades old, but ALife research extends

back much earlier. As early as 1911, Leduc experimented with colloidal solu-

tions that could emulate metabolic functions, mitosis, and other activities as-

sociated with life in a limited way (Keller 2003). Later, von Neumann (1951),

inspired by Stanislaw Ulam, developed the idea of cellular automata and, with

it, outlined the first (rather complicated) self-replicating cellular automaton.

These were later made famous — and simpler — by Conway in his Game of

Life (Berlekamp et al. 1982).

Besides these efforts by individual researchers, many fields have also con-

tributed to ALife. Cybernetics passed on the study of self-organisation and

complex systems (Wiener 1948). Evolutionary algorithms, a regular part of to-

day’s ALife simulations, were developed as search techniques from around the

1960’s (Holland 1975; Fogel et al. 1966; Schwefel 1981). Finally, artificial intel-

ligence contributed (and continues to contribute) many systems of interest in

ALife, such as Bayesian and neural networks, decision trees, planning systems

and more.

All the work around living processes up to the 1980’s was not unified until

Chris Langton introduced the term ‘Artificial Life’ at the International Confer-

ence on the Synthesis and Simulation of Living Systems, also known as Artificial

Life I (Langton 1989). Since that first conference, ALife has developed into an

almost interdisciplinary field that houses ideas from physics, philosophy, social

science, economics and more (Adami 1998). These ideas have appeared in AL-

ife not just because of their relation to living processes, but also because they

involve complex systems. As such, ALife’s view has widened, but its focus has

remained the study of life processes through the creation and re-creation of

living systems.
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2.2.2 Emergence and bottom-up computer simulation

Life is complex and, in creating and recreating living systems, ALife has had

to deal with this complexity. To help, ALife has enlisted the aid of emergence.

In complex systems, identifying emergent properties makes the researcher’s job

much simpler, so that the system can be described and analysed in a practical

way (as Di Paolo et al. 2000 describe).

In ALife, a phenomenon is typically described as emergent if 1) it was not

programmed explicitly and 2) it can be reliably repeated. For example, say we

have a simulation containing a population of agents, free to reproduce at will.

If the population goes through regular cycles of growth and decline, we would

call these cycles emergent — that is, they can be reliably reproduced and the

researcher has not written any code to set the number of agents for each cycle.

Unfortunately, this kind of definition is problematic. In particular, the first

condition is ambiguous between whether the program is explicit or whether

the programmer’s intentions were explicit. Many researchers believe that the

second must (at least) be true for a phenomenon to be emergent: that is, the

phenomenon must surprise the programmer. I disagree, if only because it makes

the concept of emergence subjective. A better definition of emergence would

involve supervenience. (For a discussion of supervenience, and the role it can

play in the understanding of simulation research, see Chapter 3, particularly

Section 3.6 and later.) For example, we can say that a (simulated) phenomena

is emergent if it supervenes on a type of simulation process. This gives us at

least two levels of supervenience:

1. The type of simulation process supervenes on the simulation instance (see

Section 3.7); and

2. The phenomena supervenes on the simulation process type.
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While (1) is always an explicit aim of simulation programming, (2) may be im-

plicit and hence surprising. Thus, this definition of emergence fits with common

usage of the term while remaining objective.

Emergence has risen to importance in ALife mainly because the field rec-

ommends the simulation method known as bottom-up computer simulation, or

BUCS (Goldspink 2002). Advocates of BUCS suggest that it is best for the sim-

ulationist to only program the low-level elements of a system (essentially (1)

above). The idea is that the higher level complex phenomena will then emerge

as a result of the interaction of the low-level elements. Epstein and Axtell (1996)

suggest that BUCS is particularly valuable because it forces the researcher to

look for simple explanations (in the form of simulations) for complex systems.

ALife researchers developed BUCS in reaction to the perceived failure of

top-down methods in artificial intelligence to produce general intelligence; the

hope was that BUCS, in contrast, would be able to recreate the wide variety

of living processes that exist around us, and to create new ones that do not.

Whether it has succeeded is debatable; however, it has been an unquestionably

useful method of research.

The BUCS technique weds together very neatly with the evolution that

appears in many ALife simulations. I discuss the use of evolution in ALife

next.

2.2.3 Evolution in ALife

Genetic algorithms

Evolution is a major part of many ALife simulations (and certainly mine),

but the simulation of evolution in computer science proceeded independently

of ALife for several decades. In the 1950s, artificial intelligence researchers

were beginning to explore evolution as a search algorithm. They adapted the

familiar elements of evolution (variation, reproduction and selection) to let their

algorithms converge to desired solutions.
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The genetic algorithm (GA), developed by John Holland and his colleagues

during the 1960s, is one of the first and the most well-known of these evolution-

ary search algorithms. GAs are described in Holland’s monograph Adaptation

in Natural and Artificial Systems (Holland 1975).5 Due to the similarity to the

evolutionary algorithm in my simulations, I describe GAs here.

GAs are algorithms used to search for optimal or ‘good enough’ solutions

to well-defined problems (Goldberg 1989). A GA operates over a population

of candidate solutions, ordinarily bit-strings. Like much of ‘natural’ evolution

(that is, evolution as it has occurred on earth), a GA has three important pro-

cesses: reproduction with inheritance (which includes crossover), mutation and

selection. GA mutation behaves much like it does in natural evolution, acting

as an artificial analogue to natural copying errors, usually achieved by flipping

bits randomly at reproduction. However natural reproduction and selection

have been altered for use in GAs in order to produce a better search algorithm.

In particular, these operators have been modified to operate according to a ‘fit-

ness’ function, where fitness is defined as how well a candidate solution solves

a given problem. The better a candidate solution is according to this fitness

function, the more it will reproduce and the more probable will be its survival

(through asexual reproduction) into future generations.

There are several other ways in which the early GAs departed from the

familiar evolutionary process (Mitchell and Forrest 1994). A major difference is

that individuals do not have any control over reproduction: they cannot initiate,

accept or prevent it. Thus, GAs do not involve any self-replication. Also, the

individuals of a population do not interact (aside from crossover). Further,

the individuals do not exist in any environment and they do not exhibit any

development or behaviour (i.e. they cannot act). Another difference is the

use of explicit generations — there are no overlapping generations, and the

contributions to the next generation are all decided by the fitness of solutions

5Algorithms that are similar in spirit to the early GAs are evolution strategies (Schwefel
1981, Ch. 5) and evolutionary programming (Fogel et al. 1966).
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in the previous generation. No doubt because of these differences, early GAs

were rarely used to study natural evolution (Wilson 1989).

Simulating natural evolution

With the advent of ALife, simulations of natural evolution have become popular

(for example, see Hinton and Nowlan 1987; Bedau 1999). In one of the most

famous cases of simulated natural evolution, Ray (1991) developed a simulation

called Tierra in which individuals that consist of a set of machine instructions

compete for CPU resources. An individual’s set of machine instructions are run

for a fixed number of cycles and individuals also age (dying once they are too

old). Those individuals that require fewer machine instructions to reproduce

are able to reproduce at a faster rate than others (since they reproduce more

often in their allotted time) and thus spread through the population.

Coming from biology, Ray’s intention was to mimic evolution in nature,

though not any particular evolutionary history or ecological system. How well

he achieved this aim is a moot point, however the simulation clearly had much

success on other grounds. For example, Ray’s simulation was able to produce

“parasites, immune hosts, immunity eschewing parasites, symbionts, ‘cheaters’,

‘super-parasites’, etc.” without being pre-programmed (Adami 1998). Also,

his efforts have inspired the creation of many simulations that are intended

to explore evolutionary processes and the origins of evolution through similar

means. While it is directly related to several later systems, such as Avida (Ofria

and Wilke 2004) and Amoeba (Pargellis 1996), it also sits in the background of

a broad range of evolutionary simulations in ALife.

Arguably, the most influential ALife simulation that examined an abstract

evolutionary process was Hinton and Nowlan’s (1987) simulation establishing

the possibility of the Baldwin effect — that is, the possibility that learnt traits

can become fixed through evolution. It was perhaps the first research that

demonstrated how simulation could be of interest to the biological community.
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I discuss the simulation further in the chapter dealing with the epistemology of

simulation (Chapter 3; specifically, Section 3.3).

ALife and evolutionary psychology

ALife’s studies of evolution also extend to evolutionary psychology. Evolution-

ary psychology focuses on the mind, which we can take to mean the universals

of human behaviour. Many of the models in evolutionary psychology generalise

beyond humans, often unintentionally, to other existing or imaginable species.

It is this generality that causes evolutionary psychology and ALife to intersect.

Within evolutionary psychology, the intersection covers the general models of

behaviour. Within ALife, it covers evolutionary agent-based simulations, in-

cluding simulations such as Hinton and Nowlan’s (1987) and those presented in

this thesis.

One might suspect that evolutionary psychology has more in common with

artificial intelligence than ALife. However, artificial intelligence is not directly

concerned with understanding the evolution of intelligent behaviour, while AL-

ife is. In ALife, evolution is often used as a way to produce creatures with

complex behaviour. While the behaviours are still far from properly earning

the labels ‘intelligent’ or even ‘social’, they often share features with such be-

haviour. Sometimes, this is enough for us to gain relevant insight into their

evolution.

Many ideas from evolutionary psychology have found their way into AL-

ife — ideas such as kin selection, biological altruism and parental investment.

On the other side, many ALife simulations have the potential to contribute

to evolutionary psychology. Certainly, Hinton and Nowlan’s (1987) simulation

sparked an interest in the Baldwin effect which, with its emphasis on the role

that learning can play in evolution, is significant for evolutionary psychology.

There are also other simulations that are (or at least could be) important for

evolutionary psychology, such as those of Gintis (2000), Jaffe (2002), Mitteldorf



44 CHAPTER 2. BIOLOGICAL BASIS

(2002), Woodberry et al. (2005) and my own simulations. Overall, there are

many more opportunities for fruitful collaboration between ALife and evolu-

tionary psychology, and it will be interesting to watch these two fields, which

are still very young, co-evolve.

Having discussed evolution’s role in ALife, I will now look at the agent-based

and social simulations often linked with evolution.

2.2.4 Agent-based and individual-based modelling and social

simulation

ALife simulations often have large populations of individuals that can observe

their environment, act under their own power and interact; such individuals are

called agents and such simulations are called agent-based simulations. Agents

are unlike the bit-strings of a GA, or even the ‘organisms’ of Tierra, since they

are not only capable of doing things and existing in some environment, but can

also make decisions and change throughout their lives. The design and pro-

gramming of agents is the subject of agent-based computing (Davidsson 2002).

This overlaps with ALife, particularly in the area of agent-based modelling,

where we study models containing one or more agents.

Individual-based modelling has a relatively long tradition in ecology (Grimm

1999). Individual-based models have much the same aims as agent-based ALife

simulations: to understand the patterns that emerge in populations of agents

(often animals in ecological models). Perhaps the sole difference is that individ-

ual based models simulate real ecologies rather than ‘ecologies-as-they-could-

be’. It is curious that the two fields have largely proceeded alone, though this

is now changing (see, for instance, Grimm et al. 2005).

Closely related to both agent-based and individual-based modelling is social

simulation, which is simply the use of simulation in the social sciences. The

field developed throughout the 1990s in tandem with ALife and could arguably
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be considered a subset. The concept of emergence might be considered even

more central to social simulation than to ALife, since one always deals with the

behaviour of a collection of individuals. Nevertheless, top-down programming

— for example, in the form of a global, pre-programmed social institution —

is often used to explore an issue that would be too difficult to replicate with

bottom-up programming.

Simulations that fall into the overlap between social simulation and agent

based modelling are known as agent-based social simulations. A well known

example is Epstein and Axtell’s (1996) Sugarscape, which the authors used to

explore subjects such as social communication networks and disease transmis-

sion. My own simulations could be described as agent-based social simulations.

(If we wanted to be completely accurate, we would describe them as evolution-

ary agent-based social simulations.)

Utility theory in agent-based modelling

Agent-based modelling often makes use of the concept of utility from utility

(or decision) theory. For instance, Russell and Norvig (1995) describe the use

of decision-theoretic agents in the study of artificial intelligence. The essential

property of a decision-theoretic agent is that it assigns utilities to states of

the world (including to states of itself), and bases its actions on whatever will

maximise its utilities. Such utility assignments may be either predefined by the

programmer (as is the case with my simulations), or learnt by the system in

some way. Thus, such agents conform to the decision-theoretic concept of a

rational individual or egoist (see Sections 4.3 and 4.5 for further discussions of

egoism and utility theory).

In my own simulation, I deviate from this usage of utilities in a few respects.

First, while agents assign utilities to certain states of the world, utilities do not

play a direct role in decision making. Instead, they have an effect on the health
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of an agent, and health affects decisions — both through an agent’s evolved re-

sponses to various states of health and also through selection, when an agent’s

decisions directly cause its health to fall closer to 0. Second, each relevant state

of the world is not necessarily assigned a utility. For example, an agent will

derive utility from eating, but will not derive any utility from different food

densities, despite the fact that food density can play a role in an agent’s deci-

sion. One can view this as assigning a utility of 0 to all things not explicitly

assigned. Third and finally, agents do not explicitly aim to maximise utility;

but, to the extent that positive utility contributes to the survival (and poten-

tial reproduction) of an agent, there is indeed utility maximisation through

evolution.

2.2.5 Related simulations

In this section, I describe two well-known simulations, one with similar aims

and another with similar methods to my own: Axelrod and Hamilton’s Iterated

Prisoner’s Dilemma simulations (Axelrod and Hamilton 1981; Axelrod 1984)

and Epstein and Axtell’s Sugarscape (Epstein and Axtell 1996).

Axelrod and Hamilton’s IPD simulations

With the simulations in this thesis, I aim to improve our understanding of

various ethical behaviours in an evolutionary context. Axelrod and Hamilton

(1981; Axelrod 1984) produced simulations with a similar aim, but focused on

cooperative rather than ethical behaviour. They were also the first simulations

of significant interest to biology, particularly to evolutionary psychology.

While Axelrod and Hamilton’s aims were similar to mine, their approach was

quite different. The two researchers solicited programs which would compete

against each other in games of the iterated prisoner’s dilemma. The iterated

prisoner’s dilemma is derived from the so-called single-shot prisoner’s dilemma,
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which is in turn very similar to the Hawk-Dove game described earlier in Sec-

tion 2.1.5. Two prisoners are separated and each given two options: to inform

on the other prisoner (defect), or to stay silent (cooperate). The payoffs to

each prisoner of choosing an option will depend on what the other prisoner

chooses. Figure 2.2 shows one possible matrix of payoffs for two suspects, Alice

and Bob.6 The first value in each cell’s pair indicates the payoff to Alice given

the choices taken by both prisoners for that cell of the table, and the second

value indicates the payoff to Bob. We can see that Alice should defect if Bob

cooperates, because it would pay her most (2 instead of 1). Further, we can see

that Alice should still defect if Bob instead chooses to defect, because it again

would pay her most (0 instead of -1). Thus defection is the dominant strategy

for Alice and (by identical argument) for Bob — that is, it is always preferred

regardless of the other prisoner’s choice.7

Paradoxically, defection yields less payoff to each if both defect than if both

suspects cooperate; but since it is the dominant strategy, both players will

defect. However, it is possible that players will choose a different strategy

under an iterated version of the game — that is, under the iterated prisoner’s

dilemma. In fact, there are a few more rules to the iterated prisoner’s dilemma

than just iteration. In full, these are as follows: 1) the game is iterated, 2)

each player is able to remember what their opponent has played in previous

iterations and 3) each player tries to maximise their cumulative payoff rather

than payoffs from individual games.

As noted, it was the aim of the programs submitted to Axelrod and Hamil-

ton’s competition to succeed in the iterated prisoner’s dilemma game against

other entrants. Of the programs submitted, the most successful (and, inci-

dentally, the simplest) was called tit for tat. The tit for tat strategy

involves cooperating on the first turn, and then reciprocating whatever choice

6Note that there are several different payoff matrices for this situation, some of which will
lead to different conclusions.

7This also implies that defection by both is the only Nash equilibrium for this game.
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Bob
Cooperate Defect

Alice
Cooperate (1, 1) (-1, 2)
Defect (2, -1) (0, 0)

Payoffs: (Alice, Bob)

Table 2.2: The prisoner’s dilemma. Rows indicate the outcomes flowing from
Alice’s choice, while columns indicate the outcomes flowing from Bob’s choice.
The first number in each pair represents Alice’s payoff, and the second number
represents Bob’s payoff

the opponent made last. When playing against always defect, tit for tat

reduces to always defect after the first turn. However, when tit for tat

plays against tit for tat, it reduces to always cooperate. Thus, for exam-

ple, in a population composed of some mixture of each, it is easy for tit for

tat to outcompete always defect, even in cases where always defect is the

most common strategy.

Axelrod and Hamilton’s competition suggested that tit for tat may be

an important evolutionary strategy, under the assumptions that 1) the payoffs

are payoffs to fitness and 2) the conditions of the iterated prisoner’s dilemma

hold somewhere in nature. However, the evolutionary importance of tit for

tat was difficult to measure since the conditions of the competition were not

very natural and relied on humans, rather than evolution, to develop potential

strategies. Axelrod (1984) later rectified this by evolving strategies with a GA

instead. He again found that tit for tat was a highly successful strategy,

but several other candidates also presented themselves. These took an opposite

approach to tit for tat, defecting on the first (and sometimes second) turn

as a way of learning about the opponent’s behaviour. In some environments

(particularly constant ones), these strategies would beat tit for tat, while in

others, tit for tat would be most successful.

Nowak and Sigmund (1993) later discovered a more robust strategy called

Pavlov, in which both players cooperate if and only if they chose the same

action (be it cooperate or defect) in the last round. Pavlov is so-called because
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of its reflex-like reaction to payoffs: it changes behaviour only if it receives a

low payoff, which is whenever the other player defects (hence another name for

this strategy is win-stay, lose-shift). Nowak and Sigmund found that Pavlov

evolves as the dominant strategy if players can make occasional mistakes and

strategies are allowed to be conditionally probabilistic — although, Pavlov

itself is a deterministic strategy. While Pavlov is unable to invade populations

of always defect, it can invade tit for tat populations, which in turn can

invade always defect populations.

The simulations from Axelrod and from Nowak and Sigmund demonstrate

strategies that foster cooperation under evolutionary conditions. Strategies such

as tit for tat are very closely related to Trivers’ (1971) notion of reciprocal

altruism, a concept that is a core idea in evolutionary psychology. These ef-

forts demonstrate the potential for simulation to contribute to the evolutionary

understanding of social behaviour.

Epstein and Axtell’s Sugarscape

Fifteen years after Axelrod and Hamilton’s efforts, Epstein and Axtell (1996)

developed a simulation called Sugarscape. The design of Sugarscape is very

similar to the simulation in this thesis, but the authors explored very different

questions. Sugarscape is a two dimensional board, a lattice of 50 by 50 cells,

in which agents and various other resources live. The agents are able to move

and ‘see’ in the four compass directions, and they can move and see a certain

number of cells ahead. The number of cells ahead that an agent can see varies

across agents. The board is covered in food called ‘sugar’ (hence the name

Sugarscape), and agents can consume food to increase their internal store of

sugar. Every movement of an agent burns sugar, and the rate at which sugar is

depleted is controlled by the agent’s metabolic rate. If the agent’s sugar levels

drop below 0, the agent dies (much like my own simulations — see Section 5.2.2.)
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IPD Simulations Sugarscape

Analysis of social behaviour ✔ ✔

Ethical implications ✔ ✕

Uses evolution ✔ Sometimes

Evolutionary psychological concepts ✔ ✕

Implicit fitness function ✕ ✔

Agents and food ✕ ✔

Interaction environment ✕ ✔

Table 2.3: Properties of my own simulation shared by the IPD and Sugarscape
simulations

Epstein and Axtell (1996) investigated several different phenomena by set-

ting up their simulation in different ways. I will briefly describe two of these

investigations: the first, a simple simulation that Epstein and Axtell suggest

exhibits emergence; the second, an investigation of disease transmission.

In the first of these simulations, the north-east and south-west corners of

the board are home to alternating seasons of spring (bountiful food), such that

when one corner is in spring the other is not. In this environment, the agents

move together in periodic and diagonal wave-fronts, travelling between these

two corners of their square environment. They move as if collectively seeking the

corner currently in spring. This wave-like motion can not be explained from the

rules governing individual agents alone. Agents are not programmed to seek

corners in spring; they are not even capable of diagonal ‘vision’ or diagonal

motion. Hence, their diagonal, wave-like migrations are not instantly explained

by the rules governing individual agents, and Epstein and Axtell call these

migrations emergent. Further, some agents with low vision do not migrate, but

instead remain in their regions until the next spring arrives (Epstein and Axtell

call these agents ‘bear-like hibernators’).

The second of these simulations investigates the process of disease transmis-

sion. Epstein and Axtell represent diseases as bit-strings of a certain length.

Each agent has an ‘immune system’ — another bit-string, several times longer

than the longest disease. Agents will be immune to a disease if the disease
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bit-string is a sub-string of the immune system. Otherwise, uninfected agents

that are near infected agents will catch one of the infected agent’s diseases.

After catching a disease, an agent’s immune system will try to immunise the

agent from the disease by finding a sub-string that matches the disease closest

(according to the hamming distance). The agent builds immunity by modifying

this sub-string one bit at a time (one bit per cycle) until it matches the disease

bit-string. While the agent is building its immunity to a disease, it is infected

with the disease: it has a higher metabolic rate and can spread the disease

to other agents. With this simulation, Epstein and Axtell found that, when

they specified a small number of diseases, the entire agent population became

disease-free. In contrast, when increased the number of diseases — in particu-

lar, when the sum of the bit-string lengths of all diseases exceeded the size of

the immune system bit-string of a single agent — disease persisted indefinitely.

An interesting aspect of the disease transmission simulations is the phe-

notypic plasticity of the agents. The immune system of each agent changes

throughout the agent’s life. However, the genetic material used when an agent

comes to mate and reproduce is the original immune system it inherited at

birth. By contrast, the agents of my simulation only have static phenotypes,

even though they exhibit probabilistic behaviour (see Chapter 5).

In Table 2.3, I summarise the similarities between the IPD and Sugarscape

simulations and my own.

2.2.6 ALife: Summary

ALife is a broad field that aims to investigate all aspects of life by recreating it.

ALife takes a bottom-up approach to its study — preferring models with rules

that are simple, but nevertheless capable of producing the complex behaviour

manifested by life. Because of this approach, and because ALife’s subject is
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life, evolutionary theory is a significant part of the research in the field — both

as a means of recreating life and as a subject of study itself.

2.3 Conclusion

Because of the importance of evolution to both fields, and because of their broad

scope, ALife and evolutionary psychology entertain a significant area of overlap.

Thus far, it is the ideas from evolutionary psychology that have found their way

into many ALife simulations, helping them to produce behaviour that is more

intelligent and socially complex. However, the most significant contribution is

likely to be in the other direction, with ALife simulations used to investigate

theories and ideas from evolutionary psychology. I offer my ALife simulations

in this spirit.



Chapter 3

The epistemology of

simulation

3.1 Introduction

“Running equations through a computer does not constitute an ex-

periment.” — Stanley Miller, quoted in Horgan (1996, p. 139)

Miller’s comment, directed at Kauffman’s work on the origins of life, may

have been flippant, but it represents a suspicion held by many, both in science

and amongst the general public. As simulation has worked its way further

into the research world (thanks to the spread of computers), concern about

simulation has subsided, but nevertheless persists. Many still criticise the idea

of simulation as a form of empirical experiment, particularly in global climate

modelling (Edwards 1999), but also in economic and social modelling (Marney

and Tarbert 2000), and, as the context of Miller’s comment reveals, in ALife.

The potential for criticism of ethical ALife simulations such as my own is

even greater and thereby motivates this chapter. If the concerns about sim-

ulation are justified, then my thesis — that simulation can be used to learn

about controversial and unethical actions — is simply wrong. It is therefore my

53
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responsibility to show how simulation can contribute to scientific knowledge —

that is, to give an account of the epistemology of simulation.

Within ALife, several people have examined the epistemological value of

simulation (for example Di Paolo et al. 2000; Bedau 1999; Taylor and Jeffer-

son 1995; Bonabeau and Theraulz 1995). Their accounts treat simulations as

elaborate thought experiments and reject the idea that simulation can produce

empirical evidence. In contrast, on global climate models, Norton and Suppe

(2001) try to give an account that links simulation experiment with real-world

experiment. Unfortunately, they fall short of linking them convincingly.

In this chapter, I hope to convince the reader that the epistemology of

simulation is identical to that of real-world experiment — subject to what

is often called validation. But I also aim to show that simulation can help

explore and extend our theories, this time subject to what is called verification.

Intervention completes the trinity, as the technique by which we learn about our

simulations, but it is also involved in both validation and verification. Along the

way, we will see — perhaps surprisingly — that simulation can simultaneously

contribute to theory and behave like a real-world experiment, and how and why

it can do so.

To tackle this task, I outline the accounts of simulation mentioned above. I

then follow with my own account, which picks out and combines a few useful

ideas from the epistemology of experiment, model theory and also the practice

of simulation research itself. But before all this, we will need to agree on terms.

3.2 Terminology

The following discussion frequently uses terms like ‘simulation’, ‘model’, ‘exper-

iment’ and ‘theory’. Unfortunately, these terms do not have unique definitions.

All can refer to multiple concepts, and we will confuse these concepts unless we

define our terms clearly from the beginning.
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Term Definition

Scientific Terms

Physical system The causal process that we wish to learn about
(can be a process type or instance).
e.g. a planetary system

Real world instance A specific case of the physical system
e.g. the solar system over the last 1000 years

Observe To record an aspect of a system

Experiment Altering a system (intervening) and observing
the effect

Empirical Something that involves observing instances of
the physical system

Theory From the semantic conception: a family of mod-
els (normally described using a set of axioms and
laws) that represent a family of physical systems

Simulation Terms

Physical system See above

(Simulation) Program Computer code that is written by the researcher
to represent the physical system

Simulation The causal process in a computer obtained by
running the simulation program (can be a pro-
cess type or instance)

Run (noun) A single instance of the program (the result of
running the program once)

Run-set A set of runs, usually with parameters that are
identical except for the random seed

Simulation experiment A set of related run-sets designed to yield knowl-
edge

Simulation research The use of simulation (particularly simulation
experiments) in scientific research

Validation Any technique aimed at proving that the sim-
ulation is an instance of the physical system of
interest

Verification Any technique aimed at proving that the simula-
tion correctly implements the underlying theory
(i.e. proving the simulation is free of bugs)

Table 3.1: Terms and definitions related to simulation research
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Table 3.1 summarises the terms and definitions I will use in this chapter.

Note how researchers often refer to each of the simulation-specific definitions

simply as ‘simulation’; there is nothing wrong with this, however I will favour

the more specific terms in this chapter to keep the discussion as clear as possible.

Also note that I will often use the main term ‘simulation’ to refer to the process

created by running the program. Sometimes, I will intend by this term a process

instance (token), and other times I will intend a type of process (some class of

processes). Normally, I will let the context settle my reference.

‘Validation’ and ‘verification’ are two critical parts to simulation research,

and I will devote significant attention to them later in the chapter. The defi-

nitions given here take their lead from their use in computer science and simu-

lation research. Unfortunately, this may cause some confusion since simulation

researchers have swapped the meanings of these terms in adapting them from

the philosophy of science. For example, Sargent (1999) defines verification as

“ensuring that the computer program of the computerized model and its imple-

mentation are correct” — a definition that lies closer to philosophy of science’s

‘validation’. He also cites Schlesinger et al.’s (1979) definition of validation as

“substantiation that a computerized model within its domain of applicability

possesses a satisfactory range of accuracy consistent with the intended appli-

cation of the model”. Again, this lies closer to philosophy of science’s idea of

‘verification’. Most simulation researchers use these terms in a similar way (for

example, Kleindorfer and Ganeshan 1993; Balci 1994; Küppers and Lenhard

2005) and thus I hold to that usage here.

The scientific terms in the table are also highly relevant here. Even given

these definitions, many of these terms are still problematic, but the concepts

will become clearer as the chapter proceeds. Later, I will also give a model-

theoretic definition of the word ‘model’, but will normally avoid the word as it

is too ambiguous.
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Finally, note that I use the term ‘physical system’ to stand for the type

of causal process we want to learn about (though occasionally I will use it to

stand for instances). I want to highlight that this term does not appear in

the definitions of observation and experiment: this is because observations and

experiments do not need to involve the physical system of interest, but can

involve substitute systems instead. By contrast, it certainly does appear in the

definition of empirical. Some may argue this puts the cart before the horse, but

the unfolding discussion will justify this position.

In the next section, we will look at views on simulation’s relation to theory.

In the section after, we will then look at views on its relation to observation

and experiment.

3.3 Views on simulation as aid to theory

Di Paolo et al. (2000), along with other researchers such as Bedau (1999), assert

that simulation experiment is an elaborate thought experiment, along the lines

of Schrödinger’s cat or Maxwell’s demon.

Let us take Maxwell’s demon as an example for comparison. In this thought

experiment, a box containing a gas is divided into two compartments A and B,

connected by a hole that an ever watchful demon can open and close. When

a molecule of gas arrives at the A-side of the hole, the demon will admit it to

the B-side only if it is fast moving; similarly, he will only allow slow moving

molecules to travel from B to A. The clear inference is that the system’s entropy

will decrease (the level of order in the system will increase), contrary to the

second law of thermodynamics.

This conclusion was a shock and could not be well-accounted for by the

thinking of the time. The troubling conclusion spurred scientists to investigate

whether the problem lay with thermodynamical theory, or with the thought

experiment itself. Later scientists recognised that the demon would always
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need to expend energy to perform its work, thereby saving the second law.

Nevertheless, the thought experiment inspired (and continues to inspire) much

theoretical and experimental work aimed at making conservation laws more

precise and aimed at seeing if the laws might still have boundaries in the real

world.

Di Paolo et al. argue that simulations and thought experiments work in the

same way. In particular, they suggest simulation can demonstrate problems

with a theory in the way Kuhn (1977) describes — that is, by revealing a

contradiction in the scientist’s conceptual apparatus — but that it can also

increase a theory’s plausibility by, for example, showing how it can actually

work. To support this argument, they present a well-known simulation by

Hinton and Nowlan (1987) that demonstrates the plausibility of the Baldwin

effect — an effect that had previously been marginalised in evolutionary theory.

The Baldwin-effect simulation enjoyed a much higher level of success than is

normal for most simulations. Nevertheless, it is a good example of a simulation

that has helped biological thinking and is worth describing in more detail.

The Baldwin-effect simulation consists of a population of 1000 organisms.

Each organism is a neural net having 20 potential connections specified by 20

genes. Each gene has 3 alleles — 1, 0 and ? — that specify if a connection is

present, absent or ‘learnable’, respectively. Each organism is given 1000 learning

trials, after which the organisms are mated to produce the next generation.

Parents are selected for matings based on how quickly they learn a specific

‘good’ net — specifically, they are chosen with a probability proportional to

1 + 19n/1000, where n is the number of learning trials the agent has remaining

after finding the good net (if they do, in fact, find it). The actual probability will

depend on the n for every other organism, with the agents that find the good

net fastest receiving the highest probability of being selected for matings. On

running their simulation, Hinton and Nowlan found the gene pool evolved nets
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that required little learning to represent the good net, in contrast to identical

simulations without learning, which completely failed to find the good net.

Di Paolo et al. claim that the Baldwin-effect simulation works just like a

successful thought experiment. Hinton and Nowlan take the Baldwin effect the-

ory and formulate it in a way that makes it amenable to deduction. That they

use a simulation to perform the dirty work of deduction is the only thing that

separates their work from thought experiment. However, Di Paolo et al. project

far beyond what this example supports, claiming that simulation is solely a tool

of theoretical enquiry. While they still believe that simulation can yield empir-

ical knowledge, they suggest it holds this power only by virtue of its ability to

reveal the predictions of otherwise well-confirmed theories.

It is interesting to note that Axelrod (1997), well known for his pioneering

social simulation work (see Section 2.2.5), agrees. Specifically, he argues that

we find simulations useful when existing mathematical techniques fail to model

a process in a tractable way or when mathematical models cannot yield appro-

priate conclusions. He further maintains that simulation is used to “aid the

intuition” about processes, in the same vein as thought experiments.

Oreskes et al. (1994) maintain the most extreme view on simulation’s limits.

They suggest that simulations (and numerical models in general) cannot be used

to discover any empirical knowledge about the world (directly or indirectly).

Further, they limit the use of simulation to a handful of mostly theoretical aids,

which are as follows:

1. a simulation can corroborate a theory along with other (empirical) data;

2. it can test the consistency of a theory or of other models;

3. it can guide empirical discovery.

These kinds of claim seem common, recurring in the literature in implicit forms.

I fail to see how simulation can fulfil these three functions without somehow

contributing to empirical knowledge. Furthermore, their use of the idea of
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corroboration is nonsensical. Either corroboration is a euphemism for con-

firmation, in which case we have a contradiction since that would constitute

empirical discovery, or else corroboration follows Popper’s account, which has

yet to be fleshed out in any coherent way that differs from confirmation. It is

also worthwhile noting that the Baldwin-effect simulation did not play any of

the roles described above — instead, it made a marginalised theory seem more

probable by illustrating an evolutionary mechanism that people found difficult

to imagine before.

There seems to be universal agreement that simulation can help theoretical

work in at least some ways. The real issue is the strength of the connection

between a simulation and theory. Unfortunately, this connection is not free of

problems. As Winsberg (1999a,b) argues, there are many things that can divide

simulation from theory and we must somehow confirm that the connection really

does exist.

I will look at this point in detail later (see Section 3.9). First, however, we

will look at some arguments in favour of simulation as an empirical tool.

3.4 Views on simulation as empirical tool

According to our earlier definitions (see Section 3.2), for an activity to be em-

pirical, it has to 1) involve observation (and possibly experiment) and 2) involve

an instance of the physical system.

Simulation research certainly meets the first condition — amply proven for

observation by the flood of simulation statistics, tables, charts and raw numbers

that are all too familiar to simulation researchers. But simulation research is

not simply limited to creating a simulation and observing it unfold. Simula-

tion researchers regularly perform controlled experiments, in which parameters

are systematically varied and explored. These are not just analogies of ‘real’

experiments; they are methodologically identical, even by the strictest criteria.
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Perhaps this is meaningless, however, since simulation research does not

seem to meet the second condition — that of involving an instance of the phys-

ical system. But why, then, do we need to use empirical methods in simulation

at all?

3.4.1 Why does simulation use empirical methods?

Di Paolo et al. (2000) give a promising answer. They suggest that empirical

methods are needed to probe through a simulation’s ‘opacity’ — essentially, its

complexity. To illustrate this idea, they draw a distinction between simulations

and thought experiments based on the idea that simulations are opaque, while

thought experiments are transparent. In their words “a thought experiment has

a conclusion that follows logically and clearly”, while “there is no guarantee that

what goes on in [a simulation] is going to be obvious” (ibid. p. 502). If correct,

then the use of empirical methods in simulation research is just a side-effect of

the need to run simulations outside the mind — simulation research may have

an “empirical flavour”, but it is otherwise thoroughly theoretical.

Unfortunately, Di Paolo et al. fail to note that a thought experiment is, as

its name betrays, an experiment. This is not simply a misnomer. In a thought

experiment, we try something and see what happens: we imagine some system

that we want to learn about, we transform it according to some set of laws, and

then observe the effect that was previously hidden from us. That is, we conjure a

box, fill it with gas and squeeze in a demon; we apply thermodynamical laws and

specify the demon’s behaviour; and then we ‘observe’ the decrease in entropy.

Opacity in the sense of complexity is not the reason for using experiment in

simulation research. Rather, we use experiment (either simulation or thought)

because we do not already know what happens in the system of interest.

So simulation experiments are even closer to thought experiments than even

Di Paolo et al. may have realised: they are both experiments and they are both

based wholly on artificial systems (created or imagined). Unfortunately for
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us, this just makes it harder to believe that simulation can be empirical. But

perhaps our comparison of simulation and thought experiments is the wrong

one to make. Perhaps we should instead compare simulation experiments with

real world experiments.

3.4.2 Comparison to real world experiment

Our aim here is to look at the conditions under which real world experiment

gives us knowledge, and see what, by analogy, that implies for simulation ex-

periment.

As a base, we can use Franklin’s strategies for validating experimental ob-

servations (Franklin 1990). Franklin emphasises that his strategies are only

candidates, which are neither exclusive of other strategies nor exhaustive. Nev-

ertheless, they seem reasonably comprehensive and will, in any case, serve well

in a comparison of simulation to real world experiment. The strategies are as

follows (reproduced from Franklin 1990, p. 104):

1. Experimental checks and calibration, in which apparatus reproduces the

known phenomena

2. Reproducing artifacts that are known in advance to be present

3. Intervention, in which the experimenter manipulates the object under

observation

4. Independent confirmation using different experiments

5. Elimination of plausible sources of error and alternative explanations of

the result

6. Using the results themselves to argue for their validity
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7. Using an independently well-corroborated theory of the phenomena to

explain the results1

8. Using an apparatus based on well-corroborated theory

9. Using statistical arguments

It is clear that all of these strategies can be used with simulation. However,

for this discussion, I can (loosely) reduce these strategies to a handful of condi-

tions that tell us when simulation yields new knowledge. Again, each of these

conditions is only a possible way of obtaining new knowledge. The conditions

are as follows:

C1-a. If a simulation experiment produces results that replicate the phenomena,

then any new results are likely new knowledge (from strategies 1 and 2)

C1-b. If the researcher bases the simulation on well-confirmed theory, then any

new results are likely new knowledge (from strategies 7 and 8)

C2. If the simulation results are unlikely to be the result of unique parameters

or coding (or computer) errors, then the results are likely new knowledge

(from strategies 4, 5 and 6)

Let us look at how these conditions are fulfilled using techniques already

common in simulation research (though known there by different names). If we

fulfil conditions C1-a and C1-b, then we gain confidence that the simulation can

act as an example of the phenomena. We fulfil both these conditions through

validation. On the other hand, if we fulfil condition C2, we are happy that the

simulation is free from errors. We fulfil this condition through verification. In

creating these conditions, I have omitted strategies 3 and 9, which deal with

intervention and statistical arguments. This is because both are always present

1Since Franklin is a strong supporter of Bayesian confirmation theory, he probably means
‘well-confirmed’ when he uses the term ‘well-corroborated’ here
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in simulation research. Nevertheless, intervention is of particular interest, so I

discuss it later.

We will again meet validation and verification later in the chapter. For

now, we can marvel at the tight connection between the epistemologies of real

world experiment and simulation experiment. But perhaps we can do more

than just marvel, since the strength of the connection suggests that there may

be non-trivial cases where the epistemologies are identical as, in fact, Norton

and Suppe have argued.

3.4.3 Simulation experiment as empirical experiment

Norton and Suppe (2001), in a paper on global climate models, describe cer-

tain strict conditions under which they believe simulation experiment to be

epistemologically equivalent to real world experiment. These conditions specify

that certain relations must hold between a simulation and the real world. In

a real world experiment, the researcher collects data for a set of parameters,

p1, ..., pn, at discrete time-intervals. In a simulation experiment, they suggest

there is instead a base model that contains states of simultaneous values of the

parameters and the allowed transitions between them. Ultimately, the base

model is what we want to describe and understand — it is what the real world

system would be under perfectly controlled conditions. A simulation is com-

posed of a programmed computer and an embedded lumped model, where the

lumped model is a simplified or averaged version of the base model. According

to Norton and Suppe, a simulation is valid if the computer and the base model

both realise the lumped model.

But, as Winsberg (2001) points out, this description does not help us decide

whether a given simulation reflects reality. Specifically, we do not know whether

the base model reflects reality. In their account, Norton and Suppe replace

the measurements of parameters in real world experiment with the values of

parameters obtained from the base model. Let us use P to denote the physical
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Figure 3.1: The relations between a simulation, the theory it is based on and
the real world systems it is intended to replicate. Solid lines indicate direct
relations; the physical system is at the centre of all these relations. Dashed
lines indicate which parts are involved in validation and verification

system of interest. Ideally, the base model would exactly model P , but we

do not know if this is true a priori, not even approximately. While we have

good reason to believe direct measurements of P -instances tell us something

about P given auxiliary theories of measurement, we have no reason to believe

measurements of the base model tell us anything about P . As yet, there are no

auxiliary theories about the relation between base models and physical systems.

Instead of using Norton and Suppe’s base models, we can take a more direct

approach by simply showing that the simulation (S) is an instance of the type

of physical system of interest (P ). For this, we use validation. Validation

does not confirm the relation between P and S directly, but rather confirms

correspondences between S and other instances of P . Doing so, however, builds

our confidence that S is, in fact, just another instance of P .

In the ideal case, validation proves that S is an instance of P . Well con-

ducted experiments on S (the simulation) would be experiments on P instances

(the system we are interested in). The same holds for experiments with any

other real world instances of P . Of course, S contains details that are not rel-

evant to P ; it runs on a computer, it might be programmed in C or Lisp, or

it might represent (say) physical objects as point masses rather than as masses
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with extents. These details do not matter. What matters is that there is a

mapping from S to P . We shall look at the details of this mapping shortly.

3.4.4 Ising model: An example of empirical simulation

A good example of a class of simulations that can function as empirical exper-

iment are simulations based on the Ising model, described by Hughes (1999).

The Ising model is a cellular automaton, in which cells (or ‘sites’) take on

numerical values based on ‘interaction energies’ with neighbouring sites. The

model is simple enough to allow for the exact calculation of certain elements

(ibid. p. 114), therefore Ising model simulations are isomorphic with the Ising

model itself.

But what is the Ising model’s relation to real world systems? The Ising

model does not represent any particular kind of system. For example, it can be

adjusted to represent critical temperature behaviour of the magnetic properties

of iron, a liquid-vapour system or the crystal structure of an alloy. The key

is that all these systems exhibit some radical change in behaviour at a critical

temperature, and the Ising model represents this. Furthermore, the Ising model

is scale invariant (after a certain minimum size) — therefore, while various Ising

model simulations and real world instances may differ at lower levels (for ex-

ample, at the atomic level), at larger length scales their behaviour will be the

same. There are also theoretical and empirical reasons to believe that these

systems fall into ‘universality classes’ (ibid, p. 114), that are only distinguished

by two properties: dimension and symmetry of site variables. These are prop-

erties that the Ising model can have in common with many other sorts of real

world systems. Hence, experiments with those real world systems designed to

yield knowledge about critical point behaviour are epistemologically identical

to similar experiments on Ising model simulations (if the universality assertion

is correct, as it seems to be).
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This example shows that there are few limits to how simulation can help

our investigations. Of course, we have no simulations like this in ALife, social

simulation and related fields (unless we take the life-as-it-could-be idea very

seriously), so delight at this example would be premature here. But we should

now have a clear enough idea of how others view the relation of simulation to

scientific activity to begin our own exploration — as we do next.

3.5 An empirical and theoretical tool

We have seen arguments above that support the use of simulation as a tool

of systematic speculation and also of empirical experiment. With this infor-

mation, we can already draw a simple picture of how simulation can do both

simultaneously; Figure 3.1 is just such a picture. The solid lines in the figure

show instantiation relations; as we can see, the physical system is at the cen-

tre of each of these relations. This is appropriate, given we care most about

the physical system. Each of these relations is very much like an analogy (I

will formalise the relations later). The diagram is simple to understand, but a

little too abstract. I will make things more concrete by providing an example

simulation, and showing how it fits into this picture.

AntFarm (Collins and Jefferson 1991) is an early ALife simulation. The

simulation consists of 16,384 ant colonies, with each colony isolated from the

others, living on its own 16x16 grid of cells. Each cell of these grids can contain

ants, a certain level of food and a certain level of pheromone. One cell in each

colony contains the nest to which ants are to carry back food after a successful

forage.

One of AntFarm’s aims was to evolve ants that forage for food coopera-

tively. Collins and Jefferson expected that the ants would evolve to follow the

pheromone trails laid down by other successful foragers. In this aim, their sim-

ulation failed. The ants did not evolve this behaviour, perhaps because the
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pheromone trails were weakest near the food (due to dissipation), or perhaps

because the ants did not need to forage cooperatively to be reproductively suc-

cessful. Despite this, the simulation succeeded to the extent that these ants

evolved to forage individually.

Stop there and take a look at the last two paragraphs. The description in

the second paragraph takes place at the level of the physical system (see the

physical system node in Figure 3.2), as opposed to the first paragraph, which

takes place at the level of the simulation (see the AntFarm simulation node of

the same figure). Ants, pheromone trails, successful and unsuccessful foragers

are all concepts that we ourselves link to whatever it is the simulation actually

contains. And, in fact, the simulation contains very different things such as code

for ant behaviour, variable values that represent the pheromone and food levels

of cells, ant movements represented by pictures and statistics and so forth. My

description of the objects in the simulation may seem arbitrary, and it mostly

is — as we will see later.

As noted in the section on terms, the physical system is what we are actually

interested in and is what we want to investigate — and is what we believe the

simulation is helping us investigate. The simulation merely produces graphs,

statistics or pictures that we put in analogy with what observations of the phys-

ical system would produce. In fact, in practice, we talk about the simulation

as if we know that it is an instance of the physical system. This is for sim-

plicity. Whether the analogy is strong enough to allow this depends on how

well we have coded the simulation (what errors it contains) and how good our

understanding of the physical system actually is.

Returning to the diagram, we see that the role of theory is to describe the

physical system. In particular, the physical system is described by a model that

draws together multiple theories and background knowledge — from theories

about ant foraging behaviour to previously recorded facts about how ants lay

down pheromones or even things as simple as how ants move about (e.g. ants
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Figure 3.2: As per Figure 3.1, but with example details from the AntFarm
simulation. The objects (rectangles) sitting atop the AntFarm simulation node
are related to the corresponding objects sitting atop the physical system node.
The level of detail I have used to describe the simulation objects (as we will see
later) is arbitrary, while that for objects in the physical system is not

mostly walk around on roughly flat 2 dimensional surfaces, they do not fly

about in 3 dimensions). Unfortunately, the relation between theory and physical

system may break if we misjudge which theories and facts represent the physical

system and how.

As we move down the diagram, we meet the relation between the physical

system and its real world instances. The physical system type is an abstraction

from its instances — it contains only those elements of each instance (e.g. ‘ants’,

‘foraging’, etc.) that interest us. Of course, what interests us will vary with the

research question. To investigate a given physical system, we find (or create)

instances (such as simulations) and perform experiments on those instances.

Unfortunately, we may mistake which instances belong to a common type, which

will almost certainly lead us to false conclusions about the behaviour of the

physical system type.

To have complete faith in the results of a simulation, the diagram’s relations

need to be removed.2 That is, the simulation simply is the physical system of

2In the language of Section 3.6, we turn them into isomorphisms.
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interest (i.e. there is no abstraction), and it is also our theory. Arguably, this

is the case in some of the Ising model simulations of universal critical point

behaviour; it is clearly not the case in AntFarm nor most other simulations.

Normally, our faith will be of weaker degrees, and we need to check just how

much weaker through validation and verification.

In the diagram, we can see that validation takes place between the simula-

tion and other (known) real world instances. In validation, we try to replicate

the existing results of other real world instances to confirm that our simulation

is also an instance of the physical system. By contrast, in verification, we try to

replicate already-known consequences of theory to confirm that those theories

represent our simulation. Intervention helps us in both cases; it also helps us

uncover the causal structure of the simulation itself and helps us see how robust

the results are.

The authors of the AntFarm simulation failed in their attempt to validate

and verify the cooperative foraging behaviour of their simulation. Their simula-

tion failed to reproduce the behaviour of real world ant systems, and also failed

to reproduce the cooperative foraging behaviour predicted by theories of ant

foraging. Nevertheless, they were able to partially validate their simulation, in

the sense that the individual foraging behaviour of their virtual ants did mimic

the individual foraging behaviour of real world ants.

We will shortly take a look at what each of the relations with the phys-

ical system consist of, and how validation and verification (and intervention)

strengthen our confidence in those relations. For this, we will first need some

ideas from model theory, which we will meet in the next section.
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3.6 Models

3.6.1 What are models?

We have already met the term ‘model’ a few times in this chapter, but I will

now need to give a reasonable account of it before we can proceed. The word

‘model’ has a host of different meanings across philosophy, mathematics and

science. In this section, I will detail the mathematical account which I will use

later and apply this to simulation research.

According to mathematical model theory, a model is any function in which

a set of statements is mapped to True (see, for example, Tarski 1953; Suppes

1960; see Hodges 1997 for an introduction to model theory). That is, M is

a model of a set of statements T (called a theory) if the statements in T are

assigned to True given M . M is also said to be an interpretation of T that

makes T true.

If M contains a set of objects and classes of objects, M has an ontology. In

that case, we say that M models T (written M |= T ) if M is a function from

the syntax of T to an ontology O. O is composed of a set of objects, |M |, called

the “domain of discourse” or the “universe” of the model and relations and

functions built from |M |. The syntax of T will include symbols for constants,

n-place relations (i.e. predicates) and n-place functions; it need not be a written

syntax. (For example, the syntax may be a set of physical objects, sounds, or

even mathematical objects — indeed, anything at all.) M will map these three

types of symbols to the following, respectively: objects; sets of n-tuples of

objects; and n-ary functions in O. Note that the term ‘model’ refers to the

mapping, in the sense that a model M is a function from T to O. However,

it also has a derivative meaning: that is, ‘model’ may be used to refer to the

ontology O itself.
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3.6.2 Homomorphism, isomorphism and supervenience

A homomorphism is a mapping between one model and another that preserves

the features of the ontology (i.e. the constants, relations and functions) of the

first model in the mapping into the second model (Hodges 1997). Formally, h

is a homomorphism from model M1 to M2, if it is a function such that:

1. For every constant c in M1, there is a constant h(c) in M2

2. For every n-place predicate P , Ph(h(c1), .., h(cn)) is true in M2 if and only

if P (c1, .., cn) is true in M1
3

3. For every n-place function f , h(f(c1, .., cn)) = fh(h(c1), .., h(cn))

There is a more stringent mapping possible called an isomorphism. In

particular, h is an isomorphism if it is injective and surjective (one-to-one and

onto; bijective). Thus, if and only if h and h−1 are both homomorphisms, h is an

isomorphism. In the case of scientific models, h will often be trivially surjective,

since we often define the range (the phenomena) for each model. Thus, for our

purposes, the main difference between a homomorphism and isomorphism is

that an isomorphism is strictly a one-to-one mapping, while a homomorphism

can be a many-to-one mapping.

Supervenience is a notion that is intimately related to the notion of homo-

morphism. Supervenience is an idea that arose out of the attempt to improve

upon naive reductionism. Reductionism is the idea that one system can be

reduced to another, such that we can learn everything about the first system

from the second system alone given bridging laws. For example, if we believe

that biology reduces to physics, then we dispense entirely with the language

of biology. Thus, reductionism here would involve the claim that biology is

physics (or some subset of physics). But if real causality is strictly physical,

why retain the biological?

3Technically, this condition implies a ‘strong’ homomorphism. If the condition only held
one way (that is, ‘if’ rather than ‘if and only if’), then h would be a weak homomorphism.
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There may, however, be multiple ways of realising a system. For instance,

we can imagine two universes in which biological laws are identical for both,

but where the physical laws differ. In this case, physics alone cannot explain all

the laws of biology, and thus reduction does not properly describe the relation

between physics and biology. Instead, we can say that biology supervenes upon

physics — i.e. that our physical laws implement our biological laws, but that

they do not explain those biological laws. The relation of supervenience to

homomorphism and isomorphism is this: A supervenes on B just in case there

is a homomorphism (a many-to-one mapping) from B to A and no isomorphism

from B to A. In other words, a supervenience relation identifies a strictly

homomorphic relation.

3.6.3 Mathematical models and simulation models

In simulation research, the term ‘model’ is informally, but consistently, used to

denote that a simulation instantiates a type of physical system. For example, we

could say that the AntFarm simulation ‘models’ an ant colony. If so, we would

clearly mean that AntFarm is an (artificial) example of an ant colony, and that

it faithfully mimics the important aspects of other real world ant colonies (that

is, the physical system of interest). This contradicts the usage of ‘model’ in

model theory, which is why I have avoided the term here.

Nevertheless, the simulator’s usage (perhaps not by coincidence alone) de-

notes the most important relation in this epistemology. The reader may have

already guessed that this relation, the one between simulation and the physical

system, is one of supervenience. Happily, we now have everything needed to

look at this critical relation in detail.
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3.7 The role of supervenience

Let us look at what the idea of supervenience buys us. Figure 3.3 shows an

expanded version of the earlier diagram from Figure 3.1. For now, let us con-

centrate on the physical system type P .

P brings with it its own ontology, OP . In the case of AntFarm, this includes

objects such as ‘ants’, ‘colonies’, ‘pheromones’ and ‘ground’. It also includes

predicates such as ‘successful forager’ and functions such as ‘pheromone gradi-

ent’. In the case of a supernova simulation, OP might include objects such as

‘particles’ or ‘particle densities’, predicates such as ‘exploded star’ and functions

such as ‘gravitational force’. In the Ising model, we have ‘sites’ and ‘critical

temperatures’ as objects, ‘ordered region’ as a predicate and ‘interaction ener-

gies’ as a function. As these examples make clear, the research question tells

us what needs to be in the ontology of the physical system.

OP is not the only relevant ontology, as there is also an ontology, OS , as-

sociated with the simulation. (Other real world instances also have their own

ontologies, OR, but our concern here is only with the simulation.) OS will not

simply equal OP , since practical needs will move us away from OP , as we will

see shortly. What is more, while OP will be constrained or determined by the

research question, OS will be somewhat arbitrary. Consider the AntFarm sim-

ulation. How exactly do we carve up this simulation into an ontology? Do we

take every object instantiated from a class to be part of the ontology? Do we

need to look at the values of all the simulation’s variables? Maybe every line

of code? These are all possibilities, since they are all parts of the simulation.

Obviously, most of that is irrelevant, even from a practical viewpoint. The

candidate ontologies for S can be reduced if we look to ontologies that are

closely related to OP . Since we are interested specifically in P , and S is more

complicated than P , we want and expect OP to supervene on whichever OS
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Figure 3.3: An extended version of the diagram from Figure 3.1 showing the
type of relations between P , R, S and T

we choose. Let us denote the candidate ontologies that are a result of this

requirement as the set {OS}.

Because of our requirement for the members of {OS}, every ontology in the

set will stand in a supervenience relation with at least some other ontology

in the set. The supervenience relation here acts like a ‘less than’ operator —

that is, it produces an ordering over the ontologies (specifically, a weak partial

ordering). The supervenience relation will produce a lattice of ontologies, at the

top of which is an ontology with the weakest level of description, with stronger

levels of description as we pass down through the descendants. At the lowest

level of the graph lies the most detailed ontology of the simulation — arguably,

the real simulation itself (and anything isomorphic). By contrast, since OP

supervenes on every ontology in the graph, OP (and any ontology isomorphic

with OP ) will sit at the top. Figure 3.4 illustrates the structure for {OS},

induced by the supervenience relation.

As already noted, we cannot simply select OP from this graph. Rather, we

need to select the ontology OS∗ that will fulfill our needs — be they practical,

observational or experimental. This will force us to choose an ontology that

is lower down this order (illustrated as the OS∗ in Figure 3.4). For example,
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Figure 3.4: An example of the partial ordering of {OS} induced by the superve-
nience relation. Each arrow indicates that the source ontology above supervenes
upon the destination ontology below. The physical system’s ontology OP sits at
the top, while the most detailed ontology of the simulation sits at the bottom.
OS∗, the ontology we use for the simulation in practice and to communicate
our results, will sit somewhere in between
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in AntFarm we have ‘timesteps’, in which each ant gets the chance to perform

one or more of a set of actions, such as moving, picking up food or dropping

pheromone. ‘Timesteps’ do not appear in the physical system P , but discretisa-

tion is a necessary part of performing simulations, and so timesteps become an

important part of the simulation’s ontology OS∗ — bubbling out to any graphs

and statistics produced, and any other results we want to communicate.

It is important to note that the physical system type in this case is agnostic

about whether time is discrete or continuous (since it is not chaotic) — that is,

such details will not affect the behaviour of the physical system. The discrete

nature of time in the AntFarm simulation is an aspect unique to that simulation.

The same can be said for a simulation using continuous time that runs, say, on

an analogue computer — continuous time is a unique aspect of that simulation.

In either case, neither continuous nor discrete time is inherent to the nature of

the physical system.

As an example of how such additions to the ontology could be mapped

back to the physical system type, we can imagine a homomorphism h which

maps ‘timesteps’ in AntFarm back to ‘time’ in the physical system. Norton and

Suppe (2001) provide another example in the case of global climate models,

which we can describe as a function h that maps ‘grid precipitation levels’ back

to ‘precipitation levels over locations’ in the base model. There is an analogous

example in AntFarm, in which 16x16 grids map back to space in the physical

system, representing the ground on which ants crawl about.

Finally, and most importantly, any knowledge learnt about the simulation

will also apply to the physical system if it survives in the h mapping back to

the physical system. Unfortunately, there is no direct way of determining if our

knowledge will survive the h mapping — since our access to the physical system

type is only through instances of that system and the theories that represent

it. Fortunately, we have indirect means, with the techniques mentioned earlier:
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validation and verification, together with intervention. We look at the first of

these in the next section.

3.8 Validation

Suppose that, in place of a simulation, we build a physical replica, Φ, that is

meant to represent the physical system, P . Our epistemological concerns with

experiments on Φ would be the same as those we have for a simulation. Often,

however, Φ is created from known instances, R = {Ri}, of the physical system.

It is also possible that Φ = Ri. Ignoring errors, we would then be certain (or

near certain) that P supervenes on Φ.

In contrast, all the relevant causal relations for a simulation S are put

in place by the researcher, not nature. Nevertheless, if we can show that the

researcher has done her job correctly, then we come to the surprising conclusion

(as described earlier) that S ∈ R. In other words, experiments on S would be

empirical and just as informative as experiments on a physical instantiation,

Φ, of P . Based on how the term is used by simulation researchers, I define

validation as the technique that allows us to confirm S ∈ R. As a corollary,

validation will also show us that, if P really does supervene on all Ri, then P

supervenes on S. (Compare this to the definition of verification below.)

Kleindorfer and Ganeshan (1993) note that there is no consistent approach

to validation amongst simulation researchers; that it can involve “recitations

about model behaviour, success in application, reservations and restrictions,

personal experiences, description of success in the field or lab” and so forth.

The aim in each case is simply to show that S ∈ R. The reason there is no

consistent approach is that the best approach will often depend on practical

limits in observing physical instances, {Φ}.
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This is perhaps clearest in ALife, where recognisable forms of validation

rarely occur, because the physical systems under study take the form of life-as-

it-could-be; in these cases, there are few (perhaps no) pre-existing real world

instances that we can compare to. Nevertheless, there is an implicit requirement

for a given simulation to reproduce certain behaviours. For example, simula-

tions on the origins of life are expected to produce self-replicating individuals

that have metabolic processes and that undergo some kind of selection and

mutation. That is, we need to validate that theses simulations are an example

of (an abstract) biology before we can accept as knowledge anything new that

these simulations might uncover.

Despite the lack of a single approach, the most common technique used in

validation is to replicate existing observations of instances known to be in R,

usually some physical instantiation Φ. (Sometimes, this includes cases where

the observations are not explained by the physical system P , as covered by

Franklin’s second strategy described in Section 3.4.2.) To do this, we need to

develop an ontology OΦ upon which OP supervenes, convert the existing obser-

vations to the ontology OΦ and then compare to observations of the simulation

made under the most closely related ontology OS (which is, of course, also de-

rived from OP ). This may require us to select an OS that yields information

comparable to OΦ, even though that information may be irrelevant to the phys-

ical system we are interested in. Ultimately, we want to have a homomorphism

(ideally an isomorphism) that maps from OS to OΦ.

How might this work in the case of AntFarm? Here, we would take existing

observations of ant colonies — field descriptions of ant behaviour, movements,

pheromone properties, degrees of attraction and so forth — and convert them

to a form which agrees with the physical system P (e.g. ants, pheromones,

ground). We would then do the same for the AntFarm simulation and check

the agreement, which would probably only be qualitative in this case. We

might check the most relevant point, namely whether the ants actually follow
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pheromone trails. Or we might check other points for agreement that have

little to do with P , such as whether the ants cover the same distances in their

lifetimes, or whether they walk in the same patterns.

A fully validated simulation, for which we know that S ∈ R with certainty,

implies that whatever we learn about S (under the ontology OP ) applies to P .

Note that validation does not imply anything about how well S corresponds to

theory. To do that, we need verification.

3.9 Verification

Validation uses the S-P -R part of the diagram in Figure 3.3 to build our con-

fidence that S ∈ R and that P really does supervene on S. There is an al-

ternative, however, in verification. Verification involves the S-P -T part of the

diagram. T is the theory of the physical system, and it embodies the axioms

and laws that represent the physical system. Normally, simulation researchers

will not spell out T in any formal way, but will instead outline it loosely by

referring to pre-existing theories or identifying equations and ideas that apply

to their simulations.

There are two parts to the relation between a simulation S and its theory

T . The first part of the relation is representation — that is, T represents S

so long as T represents P (via axioms and laws) and P supervenes on S. The

second part of the relation is assertion: specifically, that the physical system,

represented by the axioms and laws, really does supervene on all of its instances,

R. If we have validated the simulation (that is, shown that S ∈ R), these

instances will include the simulation S. Accordingly, I define verification as

the technique that allows us to confirm that T represents S and, as a corollary,

that P supervenes on S. (Compare this to the definition of validation above.)

To be clear, T asserts that P supervenes on all its instances, not just S, but

when we verify a simulation, we are only concerned with S.
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The fact that simulation researchers use the term ‘verification’ to describe

philosophy of science’s ‘validation’ (and vice versa) has caused unfortunate con-

fusion. For example, Oreskes et al. (1994) argue that validation cannot do what

is asked of it on the grounds that a model is validated if it “does not contain

known or detectable flaws and is internally consistent”; given this definition,

validation “... entails nothing about the reliability of the system in representing

natural phenomena” (ibid, p. 642). But this is a little like arguing against the

use of hammers because they make lousy screwdrivers. What Oreskes et al.

are talking about here is what simulation researchers call verification, and sim-

ulation researchers would agree that verification makes no assertions about

whether a simulation represents natural phenomena. The confusion over ter-

minology has led Oreskes et al. into a criticism that is irrelevant, even when

corrected to apply to ‘verification’ in simulation research.

Just like validation, verification mainly involves replication — but this time,

it is theoretical axioms and, particularly, deductions that need to be replicated,

rather than real world observations. The more deductions that we can replicate,

the more confident we will be of our ability to predict other deductions from

that same theory. For example, if our simulation employs evolutionary theory

(as it often does in ALife), then results from late in the simulation showing

highly fecund genomes in an unstable environment accords with predictions of

evolutionary theory (in particular, parental investment theory). This gives us

confidence that T represents S.

But why, specifically, do we care if S is represented by some T ? For the

sake of argument, let us assume that we have verified exactly this. In that case,

we know from the model-theoretic definition that if a statement is true in T , it

will also be true in S. It is important to realise that this condition is one way

(‘if’ not ‘if and only if’). Since we are not trying to learn about S itself, this

particular direction does not help. However, we can use modus tollens to infer

from this that whatever statement we show to be false in S will, with certainty,
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be false in T . This does not mean that the statement is absolutely false (that it

is false for every theory), just that it is false in T . If we assume that AntFarm

is well-verified, its failure to produce cooperative foragers does not doom the

idea of cooperative foragers altogether — rather, it shows that the theory upon

which the simulation is based cannot produce cooperative foragers.

There are some cases in which we can do better than modus tollens alone. If

we know that there are no predicates or objects in OP that cannot be deduced

from T , and if we know that P at least supervenes upon S, then, in reality,

T , P and S under OP are all isomorphic. Thus, if and only if a statement is

true in T , it will also be true in S under the ontology OP . Let us define any

process that confirms these conditions exhaustive verification. Exhaustive

verification implies that any statement that is true of S will also be true of T .

Only under exhaustive verification can we use S to deduce statements from T

with complete confidence.

Verification does not equal exhaustive verification. A simulation will not

meet the first of the conditions for an exhaustively verified simulation when

the physical system’s ontology OP contains predicates or objects that are not

deducible from T or (more likely) a subset, T⊂. In these cases, we can only make

probabilistic inferences about deductions from T⊂ as there will be statements

that are true of the simulation under ontology OP , that will not be deducible

from T⊂. They will be consistent with T⊂, but will nevertheless not be deducible

from it. The more things in OP that are not covered in T⊂, the lower the

probability that conclusions about S could also be deduced from T⊂.

You may wonder why we should care about subsets of T , rather than just

T itself. A simulation’s results are often meant to apply not just to T , but

to background theories on which T is based. For example, AntFarm is based

on evolutionary theory and theories about ant behaviour and pheromone com-

munication (amongst other things). Conclusions about AntFarm apply to all

the theories it is based on taken in conjunction. We may not be warranted
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in applying those conclusions to particular theories on their own, such as the

theory of evolution, or theories of ant behaviour.

Background theories that we are interested in may not even form proper

subsets of T . Winsberg (2003, 2001, 1999a,b) has looked at the move from

background theories to S in some detail, and argues quite firmly against the

idea that S is simply a replacement for deduction from those theories. He argues

that many elements are not just removed from background theories, but also

that elements are added to background theories in ways that are not warranted

by the theories themselves. One of the examples he uses is the movement of

kinetic energy in some physical simulations. In these simulations, researchers

cannot calculate motions that are smaller than the grid size of the simulation

and instead approximate the kinetic energy that is local to each cell in the grid.

But the way they link these approximated values to the rest of the system is not

something that background theory says anything about. In the present context,

this demonstrates how the background theory we are interested in may not be a

subset of T — that any inferences we make about the background theory from

our simulations may only be tentative.

A properly verified simulation implies that whatever we learn about S is

true of P and T with some probability, and that what is false of S is false of

P and T with certainty. An exhaustively verified simulation also implies that

whatever is true of S is also true of P and T . However, since T does not directly

embody background theories, we cannot automatically assume that S teaches

us about the background theories we are actually interested in, though it often

will. I want to also stress that verification does not involve validation in any

way — that is, it makes no implications about whether S ∈ Ri.
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3.10 Intervention

Intervention’s role in simulation is important enough to warrant some brief

comments of its own. There are two main uses for intervention: 1) to discover

the causal structure of the simulation; and 2) to discover the range of parameters

over which certain results hold.

In reality, intervention is simply a technique for validating, verifying and,

finally, learning. We can use intervention to verify a simulation by determining

the simulation’s causal structure, and then checking if theory represents it. We

can use intervention to validate a simulation by checking the range of parameters

over which the simulation continues to behave as an element of the set of real

world instances R.

The third use for intervention, learning, is a use common to all science,

and I need not dwell on it. We use intervention to learn the causes of some

effect, or the effects of some cause through both controlled experiment and

parameter exploration. And let us not forget that every simulation is in itself

an intervention (a creation) aimed at learning. Of course, this learning comes

to nothing if our simulation is neither validated nor verified.

3.11 Conclusion

We have seen that simulations can be used for both theoretical and empirical

exploration. I have argued for a trinity of techniques — validation, verification

and intervention — that researchers can use to confirm that their simulations

are teaching them about the real world, about theories or about both. In reality,

these techniques correspond to practices already performed by all theoretical

and empirical researchers, but their use is more urgent in simulation work.

Along the way, I have defined or clarified a few terms. A fully validated

simulation qualifies (perhaps surprisingly) as an instance of the physical system.

On the other hand, a properly verified simulation allows us to falsify a theory
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and an exhaustively verified simulation allows us to generate deductions from

a theory. Even if our simulations do not completely fulfil these conditions (and

they rarely will), they can still be probabilistically informative to the degree

to which they do. I believe that future work could, in very well-defined cases,

quantify these probabilities, no doubt based on Bayesian confirmation theory.

Finally, just as in all science, intervention is a critical technique — and the

crown in this trinity. Not only do we use it during validation and verification

to confirm and chart the scope of what we learn, ultimately, we use it to tease

the knowledge itself out of our simulations.
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Chapter 4

Ethics and simulation

4.1 Introduction

Ethics is the study, be it practical or philosophical, of the ‘shoulds’ or ‘oughts’ of

human behaviour. In ethics, we use the terms ‘morality’ and ‘descriptive ethics’

to describe the study of a group’s principles of behaviour (Singer 1994). Thus,

descriptive ethics is the study of what is about what people believe ought to be

done. In contrast, we use the terms ‘moral philosophy’ and ‘normative ethics’

to describe the “systematic study of the reasoning of how we ought to act”

(ibid). Thus, normative ethics (or simply ‘ethics’) is just the study of how we

ought to act. Normative ethics is usually conducted within a particular system

for deciding what ought to be, called an ethical system. Many different ethical

systems exist today — virtue-based ethics, deontological ethics and utilitarian-

ism, to name the major ones. Alongside descriptive and normative ethics, there

are meta-ethics and applied ethics. The term ‘meta-ethics’ is normally reserved

to describe the study of the meaning of ethical concepts, the nature of ethical

study and the inter-relation between ethical systems. The term ‘applied ethics’

describes the application of ethics to solving specific problems (that is, where

solving the problem is the principal concern, not the ethical system).

87
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How do these terms apply to my research? To begin, my simulations are not

a tool of meta-ethical investigation, nor are they an example of applied ethics

(though they could be). Instead, my simulations fit somewhere between descrip-

tive and normative ethics. This is because I use my simulations to calculate

utilitarian conclusions about the moral value of acts under various conditions.

The results describe conclusions that utilitarians must accept (assuming the

simulations are correct, relevant and so forth) without requiring me to advo-

cate those conclusions or utilitarianism itself. In this narrow sense, the simu-

lations are an instance of descriptive ethics. However, the simulations do not

necessarily describe anything that utilitarians believe today. If they do describe

new conclusions, and if I advocate those conclusions, then the simulations can

also be considered an instance of normative ethics — that is, they would give

a better understanding of the ethical value of acts. Ultimately, the simulations

are not tied to either category. I (and others) can use the results descriptively

or normatively.

While my simulations do not commit me to adopting utilitarianism, I do

believe that utilitarianism is the most important ethical system to consider when

making decisions that affect others. However, I also hope that my simulations

will interest non-utilitarians. While ethical systems tend to be adopted exclusive

of one another, most of them are based on similar principles: namely, the

reduction of suffering and the promotion of well-being (Pojman 1998).1 Even

if the virtue ethicist, deontologist and utilitarian disagree on the reasons for

the goodness of an act, they often still agree on the goodness itself. Perhaps

because of this, Parfit (1994) suggests that one day a large consensus on a single

ethical system may emerge. As such, it seems plausible that simulations such

as mine will be of general interest.

In the following section, I give a very brief outline of some common ethical

concepts and ethical systems, including utilitarianism. I then provide a more

1It is interesting that even non-utilitarians such as Foot (1978) and Scheffler (1982) note
an attraction to the utilitarian’s intent to improve the general welfare.
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detailed discussion of utilitarianism, starting with a brief outline of its history.

I then cover three topics within utilitarianism of particular interest to my re-

search: the concept of utility, the scope of consequences and the possibility of

evolving utilitarian behaviour. The first two topics help to explain the design

of my simulation; the third topic explains why we can expect the simulation

to produce ethically interesting results. In the final section, I break from the

background discussion to explore how the simulations here, and simulations in

general, can aid ethical inquiry.

4.2 Ethical concepts

Good, right, just and value The main concept in most ethical theories is

the notion of good — be it good acts, behaviours, principles or circumstances.

There is no general agreement on what constitutes the good. For some, such

as Moore (1903), the good is intuitive (unanalysable); for others, the good can

be derived from other concepts; and for others again, the good can be derived

from nature. Despite wide disagreement on what constitutes the good, there is

often agreement on what happens to be good in any given case.

We often take the right to describe that which is good or which leads to

good. For example, the right act may be the best act, or it may be the act

that leads to the best outcomes or the act that best upholds justice.2 If we

are discussing ‘a right’, then we are discussing something (usually a freedom or

service) that a person is owed. In some contexts (particularly legal), a system

is considered just when it maintains the rights of those it governs. According to

Rawls (1972), a just system is one that maintains fair and equal rights; on this

view, justice is a form of fairness. Justice is also connected with right behaviour

(as with Plato); in this case, a just act is a right act that adheres to an aesthetic

standard.

2Here,‘right’ is being used in the sense of ‘correct’: e.g. the correct act to achieve some
end.
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Some take value to be quantified good; that is, if something is good, it has

some (positive) value. Others use value to decide the good. In this case, that

which yields the most value is good. Not all theories make (explicit) use of the

notion of value.

Virtue Virtues are human behavioural traits that are considered good —

either in themselves, or through their consequences. Traits such as honesty,

courage, loyalty and generosity normally count as virtues.

Deontology, teleological ethics and consequentialism Deontology has

two closely related senses. One is that good inheres in specific acts, and the

other is that good inheres in some set of duties, rules or rights. Teleologi-

cal ethics, on the other hand, assume that good inheres in the consequences

of acts, duties, rules or rights. Consequentialism is teleological ethics. How-

ever, the term consequentialism is often used more narrowly to only describe

utilitarianism and close variations.

Intuition Not strictly an ethical concept, but one that occurs frequently in

ethics. Simply put, intuition is the ability of the mind to yield immediate

knowledge without a conscious process of reasoning. On some accounts, an

intuitive thing is a known thing, but one that cannot be explained or derived

from anything else — it is prior to all other knowledge (a priori). On other

accounts (notably Hare 1981), it is immediate knowledge, common sense or a

skill that is evolved or learnt.

Intuitionism and naturalism An intuitionist ethics holds that good is in-

tuitive (a priori). A naturalistic ethics, as described by Moore (1903), holds

that good is defined by reference to natural objects — that is, it defines ought

in terms of is. As such, these two forms of ethics are incompatible. Moore

argued that naturalistic ethics is based on a fallacy. Earlier, Hume (1739)
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had noted that pure ought-statements of morality cannot be derived from pure

is-statements, and Moore gave this false derivation the name ‘the naturalistic

fallacy’. Moore then argued that naturalistic ethics commits the naturalistic

fallacy. Note that, I believe this fallacy has no bearing on the value of natural-

istic ethics, since naturalistic ethics does not derive ought from is, but rather

defines ought in terms of is.

Categorical and hypothetical imperatives Kant (1909) gives us the con-

cept of an imperative, which is something that guides the human will. Imper-

atives may be conditional, so that we perform them dependent on something

else; or they may be absolute, so that we perform them without considering

anything else. The former are called hypothetical imperatives, an example of

which is doing things because they make you happy (the condition is happi-

ness). The latter are called categorical imperatives, an example of which is

telling the truth under all circumstances. Kant holds that categorical impera-

tives are moral imperatives because our intent to follow them is based solely on

the reason we believe them good (rather than that they are prudent).

Utility Utility is a psychological concept that represents something similar to

happiness. It is not, however, limited to happiness; it can also represent satis-

faction, pleasure, usefulness, desirability, and many other positive psychological

states. An important property of utility is that utility values can be compared

to determine one’s preferences. I give a much more detailed discussion of utility

later, in Section 4.5.

4.3 Ethical systems

Amoralism and ethical relativism Amoralism proscribes guides to be-

haviour. Stated this way, amoralism is inconsistent, since the statement is

clearly a guide to behaviour. However, it can be made minimally consistent:
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no one ought follow or issue guides to behaviour beyond that of amoralism.3

Ethical relativism is the normative extension of the observation that different

cultures often have different ethical norms: thus, we have no common basis to

prefer any single set of norms. Ethical relativism allows individuals to have

moral systems, but not to push them or to meaningfully compare them.

Kantian ethics Fundamental to Kantian ethics is the notion of an imper-

fect human will. To be clear, a will is the ability to make conscious choices.

Something needs to guide the imperfect will in the choices it makes, and this

guidance comes in the form of imperatives, either categorical or hypothetical.

(In contrast, nothing needs to guide a perfect or divine will — it will always

make the right choice.) Since hypothetical imperatives are contingent on ex-

pected human conditions, they are subjective; on the other hand, categorical

imperatives are objective and thus universal. Kant notes that restricting ethical

principles to categorical imperatives gives ethical principles the status of nat-

ural laws, holding regardless of how humans and their customs might change.

He maintains that categorical imperatives make it impossible to treat humans

as means, unlike hypothetical imperatives.

Kant develops a single universal categorical imperative, from which all moral

duties derive. This imperative is: “Act only on that maxim through which you

can at the same time will that it should become a universal law”. In other

words, act according to those maxims that are universalisable. We appeal to

universalisability whenever we ask, ‘What if everyone did that?’. A positive

example of a universal maxim is ‘if you make a promise, keep it’, since it is

possible for everyone to follow the maxim while keeping the value of promises

in tact. The corresponding negative example is ‘if you make a promise, break it’,

since, if everyone followed the maxim, promises would no longer have any value.

3Although, it could be argued that this too is inconsistent, as it makes a meta-claim not
endorsed by amoralism.
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Interestingly, Hare (1981) argues that universalisability and utilitarianism are

thoroughly compatible.

Virtue ethics This system stems from Aristotle and has been supported

in recent times by philosophers such as Anscombe (1958), Foot (1978) and

MacIntyre (1981). Virtue ethics is a system based on character rather than on

acts or duties. It is not so much that acts and duties are irrelevant, but that

virtuous character is vital to producing the right acts and duties.

Contract ethics Contract ethics (originating from philosophers such as Locke,

Rousseau and Hume) is tightly tied to the concept of justice. Rawls (1972) has

given it its present, most famous, form. The motivation for contract ethics is

a thought experiment: before forming a society, all individuals (who are by

design rationally self-interested) meet in a so-called original position where all

are equal to decide on the terms of their relations in real society. To ensure

the terms of their relations are as equal as possible, individuals in the original

position have no specific knowledge of real society: they do not know their

eventual roles, status or natural abilities.

According to Rawls, individuals in the original position, being rational and

self-interested, will all agree on the following: 1) rights, duties and opportunities

of office (that is, positions in society) that are equal for all and 2) social and

economic inequalities that are attached to offices open to all, but only so far

as everyone receives compensating benefits from such inequalities, particularly

those who are least advantaged. These conditions form the contract by which

rationally self-interested members of a society would agree to abide and embody

the concept of justice as fairness: that no one is advantaged or disadvantaged

by their choice of principles.4

4Some have argued that Rawls’ contract ethics is a form of average utilitarianism or least-
worst utilitarianism, though this is certainly debatable.
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Evolutionary ethics Evolutionary ethics is a naturalistic system of ethics

that derives its principles of good behaviour from the biological concept of

altruism. Evolutionary ethics is not to be confused with social Darwinism,

which focuses unduly on progress, self-interest and competition. While the

system is not yet well developed, Ruse (1995) gives an account of what an

evolutionary ethics might look like. In particular, he suggests that our intuitive

moral feelings are evolutionary adaptations that serve us biologically due to the

unique biological altruism that humans exhibit. According to Ruse, the moral

feelings that we have evolved are largely Kantian in nature. An interesting claim

that Ruse makes is that there is no justification for the moral system that we

have. This is because an evolutionary ethics describes how our moral system

was caused, and Ruse maintains that something that has a causal explanation

can not also be explained with (intentional) reasons. Sober (1994) asserts that

evolutionary ethics must depend on normative assumptions (for example, that

hedonistic utilitarianism is correct), which would mean it is not a complete

ethical system on its own.

Hedonism Hedonism is very different to most other ethical systems — so

much so, it is a little misleading to classify it as an ethical system. Importantly,

while it involves care for something, it does not involve care for others. Never-

theless, it does deal with notions of value, virtue, good and right, and, since it

is important in comparisons to utilitarianism, I include it here.

Hedonism (from the Greek word for pleasure) dates back in part to Epicurus.

Epicurus’ moral philosophy was quite broad, but it also contained the seeds of

hedonism, and is often soley identified (mistakenly) with expressions such as

‘do that which leads to pleasure and that which leads to freedom from physical

pain and mental anxiety’. The use of the term pleasure may imply a focus on

the sensual and the immediate, but Epicurus did not have this in mind: for

example, he suggests that “. . . similarly we think many pains are better than
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pleasures, since a greater pleasure comes to us when we have endured pains for

a long time” (Epicurus 1999). In fact, Epicurus was concerned mainly with the

avoidance of pain (Johnson 1999, p. 49).

Hedonism as we know it today is based on maximising pleasure and min-

imising pain. We may generalise the concepts of pleasure and pain to that of

utility. We can do this by quantifying them, equating pleasure with positive

utility and pain with negative utility, and allowing other things (such as satis-

faction, happiness, etc.) to also be considered as having utilities.5 We might

more accurately call this ‘egoism’ (Sidgwick 1907, Bk 1, Ch. 7), but I will retain

the term hedonism for simplicity. Thus, the maxim of hedonism can be put as

follows: act so as to maximise your personal sum of utilities.

Given this maxim, the value of an act can be expressed simply as the per-

sonal sum of utilities derived from that act, and hedonism directs us to choose

the act which has greatest value. If we were certain about the effects of an act,

we could express hedonistic value with the following equation:

vh(a) =
∑

k

ue(ek) (4.1)

where a is an action, ek is one of the (certain) effects of a, ue is the performer’s

subjective utility function that maps effects to utilities, and, finally, vh is the

hedonist’s subjective value function that maps actions to values. In order to

simplify future equations, it will be useful to group all of the effects ek of an

action in a set called an outcome o of a:

o = {ek} (4.2)

5Alternatively, we might assume pleasure includes such things as satisfaction, happiness,
etc.
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and have a subjective utility function, u, that maps outcomes to utilities:

u(o) =
∑

k

ue(ek), for all ek ∈ o (4.3)

If we substitute this into our original equation (Equation 4.1), we have:

vh(a) = u(o) (4.4)

Recognising that the performer will not be certain what outcomes are possible,

we need to alter the hedonist maxim to include this uncertainty: act so as to

maximise your expected personal sum of utilities. This normative statement

of hedonism also accords with the modern definition of rationality (see, for

example, Parfit 1984). We can alter Equation 4.4 to bring it in line with this

definition:

vh(a) =
∑

j

u(oj)p(oj |a) (4.5)

where each outcome oj is a possible set of effects (i.e. a possible world) stemming

from an action, and p(oj|a) is the probability of the outcome oj given that the

action a is chosen. The equation represents the value both general hedonists

and (some) rationalists would attach to an action.

Utilitarianism Utilitarianism is an ethical system that suggests we maximise

the sum of utilities across a population. It is often identified with the maxim

“the greatest good for the greatest number”, a phrase originating with Francis

Hutcheson.6 There are several forms of utilitarianism, some based on differ-

ing notions of utility, others based on how best to act according to utilitarian

principles in practice. Examples include (but are not limited to) act-, rule-,

satisficing-, preference-, negative-, hedonistic-, ideal-, average-, least-worst- and

6Specifically, he says “that that action is best, which procures the greatest happiness for
the greatest numbers; and that worst, which, in like manner, occasions misery” (Hutcheson
1738, Pt II, Sec. 3, p. 181).
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total-utilitarianism (many of these are not mutually exclusive). Utilitarianism

inherits much from hedonism, with one crucial difference sufficient to put it

in a different category: it is based on care for others. Or, as Sidgwick put it,

utilitarianism is universal hedonism (Sidgwick 1907).

The idea of utilitarianism as universal hedonism (or universal egoism) tells

us how we can alter the hedonist value equation from above (Equation 4.5).

We simply need to include the utility functions of all individuals (not just our

own utility function), and sum across them all:

vu(a) =
∑

i

∑

j

ui(oj)p(oj |a) (4.6)

where i represents an agent (e.g. a person, an animal, etc.), ui represents the

utility function of the agent i, and vu is the utilitarian value function.

This concludes the description of the major alternative ethical systems.

Due to its importance in my simulation, I will now move to a more detailed

description of utilitarianism.

4.4 Utilitarianism: a brief history

Utilitarian thought stretches back at least to Plato’s Republic, where Socrates

raises the problem of whether to return a sword to a friend who is not in his

right mind. Socrates says we must not return the sword because of the possible

consequences, which is clearly an example of utilitarian reasoning trumping

deontological reasoning. The forerunner to modern utilitarianism was Hume’s

moral theory, the first secular theory of morality in modern philosophy (Mossner

1984). Hume believed that the morality of an act was to be decided by the

reactions it produced in witnesses — in particular, whether witnesses approved

of the motives of the actor. Thus, his theory was consequentialist (but not

strongly so). Hume also introduced the term ‘utility’ to moral theory, which
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Jeremy Bentham (amongst others) later adopted. For Hume, utility simply

meant usefulness; he believed that the utility (usefulness) of an act had moral

significance, because utility allowed witnesses to sympathise with the value of

that act.

Jeremy Bentham was the first person to outline the principles of utilitarian-

ism explicitly, in his An Introduction to the Principles of Morals and Legislation.

His concern was to show that if one is to act in the “interests of the community”,

what one must do is to serve the “sum of the interests of the several members

who compose it” (Bentham 1789, p. 66). He took it that the only intrinsically

good thing is pleasure, and the only intrinsically bad thing pain. Thus, his

was a hedonist utilitarianism. However, what Bentham includes as pleasures is

quite vague: “By utility is meant that property in any object, whereby it tends

to produce benefit, advantage, pleasure, good or happiness” or “to prevent the

happening of mischief, pain, evil or unhappiness to the party whose interest is

considered” (ibid). Bentham argues that all concepts of the good and right can

be defined only in terms of utility, and that all other moral concepts are either

vague, false or can be made consistent with the principle of utility.

John Stuart Mill generalised utilitarianism from the narrow form that Ben-

tham had given it (Mill 1861). The problem had been that Bentham’s util-

itarianism was described with government in mind, not with the practice of

everyday life, which led to a restricted view of utility. Mill generalised the con-

cept of utility so that it emphasised more of that which we consider valuable,

but that we might not call pleasurable. As a well-known example, Mill suggests

we would prefer to be Socrates dissatisfied than a fool satisfied to show that

satisfaction is not the same as utility: the fool is satisfied, but derives less utility

from his situation than a dissatisfied Socrates does from his.

Mill’s utilitarianism (often called ‘eudaemonistic’) does not differ in its con-

tent from that of Bentham’s. Rather, it emphasises certain aspects (such as
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liberty and the ‘higher pleasures’) that were largely ignored in Bentham’s treat-

ment. Sidgwick (1907) gave the most comprehensive treatment of utilitarianism

in his ‘Method of Ethics’, detailing many of its implications, and rebutting many

apparent arguments against utilitarianism. He describes how utilitarianism can

be considered a universal hedonism, in which utilities are generalised across all

the people affected by an act. At roughly the same time, Moore (1903) de-

scribed his form of utilitarianism, called ideal utilitarianism, in which utility is

treated as an intuitive concept (which Moore defines as one not susceptible to

proof). None of these developments changed the form of utilitarianism — they

merely emphasised or clarified existing concepts.

In the last century, a distinction has arisen in utilitarianism stemming from

differences in its practice. The distinction is that between act and rule utili-

tarianism (described by Smart 1971). Act utilitarianism is similar to how one

would interpret ordinary utilitarianism, in that one weighs up utilities at the

time of choosing to act. On the other hand, rule utilitarianism chooses a set

of rules which one will follow such that the rules tend to maximise the sum of

utilities. Some believe that rule utilitarianism reconciles utilitarianism, a teleo-

logical system, with deontology — but others, such as Smart, have argued this

is false. If rule utilitarianism holds that its rules are inherently moral, then rule

utilitarianism is inconsistent, since it deems its rules to be moral only because of

their expected consequences in society. On the other hand, if rule utilitarianism

holds that it is expected consequences that decides what is moral, then in any

given case it will be better to consider the expected consequences of acts in that

case, rather than to blindly trust in the virtue of a rule (a practice Smart has

called ‘rule worship’). Trusting rules displaces consequences and utility from

the centre of utilitarianism. Smart (1971) asserts that act utilitarianism is the

proper theory of right, and that, while act-utilitarians will indeed use moral

rules, they will only be used as rules of thumb. (I will discuss the importance

of rules of thumb to both utilitarianism and its simulation shortly.)
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4.5 Utility

I now look at the two core concepts of utilitarianism: in this section, utility; in

the next section, consequences. Both are obviously important to my simulation

(for a discussion of the utilities in the simulation, see Section 5.2.2). We have

seen above that utility is a concept that is, if not vague, then manifold: it spans

a motley of concepts such as pleasure, usefulness, happiness and satisfaction.

Philosophers, economists and psychologists, working with what is loosely called

utility theory or decision theory, have given considerable thought to the concept

of utility. And while I cannot give a sufficient treatment of their work here, I

can describe some of the more relevant results.

Ramsey (1931) was the first to attempt a formalisation of value (or utility)

and preference. He needed the formalisation to define the concept of subjec-

tive probability as degree of belief. However, the standard treatment of utility

is that given by von Neumann and Morgenstern (1947), which, while sharing

much in common with Ramsey’s treatment, is given in terms of objective prob-

abilities. According to this view, utility is a measure of a person’s preferences.

However, utility does not measure preferences for a set of outcomes but for

a set of lotteries, which are probability distributions over a set of (mutually

exclusive) outcomes. For example, given two outcomes a = receive $10 and

b = receive nothing, a person would presumably prefer an act which leads to a

lottery with probabilities p(a) = 0.8 and p(b) = 0.2, to another act which leads

to a lottery with probabilities p(a) = 0.5 and p(b) = 0.5. What von Neumann

and Morgenstern (1947) show is that if and only if a person’s preferences satisfy

certain reasonable axioms (completeness, transitivity and the Archimedean ax-

iom — which essentially asserts continuity), then there exists a utility function

whose values are ordered in the same way as the order of that person’s pref-

erences. The consequence for utilitarianism is clear: so long as a person can
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express preferences for different lotteries that satisfy the axioms, then we can

assign them a utility function.

Some have suggested that most people do not hold some of these axioms.

One axiom that has been questioned is that of transitivity (Lichtenstein and

Slovic 1971). It appears that people will often reverse their preference be-

tween two lotteries (involving money outcomes) when the lotteries are replaced

by their certain money equivalents. However, others have questioned whether

transitivity is actually being violated in these experiments (Karni and Safra

1987) — they suggest, instead, that the independence axiom is being violated.

Allais (1979) and others recognised that, while absent, the independence axiom

is nevertheless required by von Neumann and Morgenstern’s proof. The axiom

states that a new lottery combined in equal proportions to all existing lotteries

does not affect the preferences between those existing lotteries. It appears that

humans violate the independence axiom when lotteries involve certain or near

certain outcomes, so that risk averse individuals overweigh the value of certain

outcomes. Kahneman and Tversky (1979) call this the ‘certainty effect’, and

have suggested using subjective probability weights to account for this effect.

Allais (1979) also noted that people might change their preferences between

lotteries if the same outcome is added to each lottery. Specifically, this would

occur in cases where the new outcome is related to the existing outcomes spec-

ified by the lotteries. However, this too appears to often be a result of the

certainty effect.

In summary, if we take utility theory as our ideal, human behaviour falls

short, but it certainly comes close enough for utility theory to be descriptively

and normatively useful.
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4.5.1 Commensurability

The biggest concern for utilitarianism lies in the commensurability of each per-

son’s utility functions (a concern obviously not shared by hedonism). Com-

mensurability here means that a value, a, from one person’s utility function

can sensibly be described as greater than, equal to or less than a value, b, from

another person’s utility function (Griffin 1986). Without such commensurabil-

ity, utilitarianism is unworkable. To understand why, we can observe that if we

take a utility function, u(x), representing an individual’s preferences (produced

by the von Neumann-Morgenstern axiomatisation), then any linear transfor-

mation, bu(x) + c, is also a utility function that represents that individual’s

preferences. Simply summing the values from a set of utility functions will

yield arbitrary results, if all we know about each function is that it correctly

represents an individual’s preferences.

To combat this problem, Griffin (1986), following Parfit (1984), suggests

we create an objective list of factors to calibrate the different utility functions.

But this would seem to make utilitarianism substantially more deontological;

what justification can we have for this static, objective list? It also raises many

questions. Does Socrates count more in the sum than the fool? Just how

dissatisfied must Socrates become before we regard the fool’s life as the better

one? What of the mentally disabled? How are we to sum the utility functions of

babies, children, adults, and seniors? Or if we are to regard animals as having

at least some status in our utilitarian theories (as Singer does), then how are

we to add their utility functions to our own? Commensurability is not just

a theoretical problem: for example, Singer suggests that infanticide in some

cases can in fact be moral, while many others disagree; many utilitarians are

not happy with Mill’s idea of higher and lower pleasures; and, as an example

relevant to simulation research, it is not clear how to compare the utilities of

simulated agents that belong to separate species differing in their behavioural

patterns.
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However, often our moral considerations concern a group of individuals

whose utility functions — or pleasures and pains — are commensurate. We

are normally concerned with what one typical person, whose acts affect other

typical people, ought to do. In these cases, we can rely on our recent common

evolutionary history, which has likely produced comparable utility functions in

all of us (Hare 1981, p. 139 implies this). That is, our environment of evo-

lutionary adaptation (our EEA; see Section 2.1.1 for discussion) — which has

produced in all humans a prolific ability to use tools, to communicate with each

other and to form social networks — is likely to have produced in all humans

comparable utility functions as well.

There is another evolutionary reason to believe that our utility functions

are commensurate. One of the abilities that evolved in our EEA is the ability

to communicate with each other in both concrete and abstract ways. For this

kind of communication to work and, what is more demanding, evolve, requires

referents that are very similar or identical for both talker and listener. If we set

aside metaphysical problems, this suggests that the way one person experiences

pleasure and pain will resemble the way another person experiences pleasure

and pain, since we have evolved the ability to talk about them, often in ways

that make explicit inter-subjective comparisons.7

Therefore, it seems highly likely that utility functions are commensurate for

individuals in many of the ethical situations we want to consider. Commensu-

rability is certainly an assumption I make within my simulation, in which all

agents derive identical utilities for identical outcomes. Nevertheless, commen-

surability is no certainty, and it is an assumption that should be investigated

in future work.

7Note that, even though I am focusing solely on human utility and not animal utility, there
is nothing in this argument to suggest that such utilities are incommensurate.
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4.6 The scope of consequences

Utilitarians also need to decide the scope of consequences; they must decide who

or what is affected (scope over space) and how far into the future consequences

must be considered (scope over time).

Let us first consider scope over time. In the most inclusive — and most

usual — case, the utilitarian will regard all future consequences as counting

towards the sum (Smart 1973). It may seem an extreme view to consider all

future consequences, which will include effects a thousand and a million years

hence. However, the analysis is not so bad. First, the utilitarian’s decision

procedure — that is, how a utilitarian makes choices in practice — is separate

from theories of utilitarianism; the former need only be an approximation of the

latter. With this in mind, the probability of any particular outcome a million

years hence is negligible. Indeed, even the probability of any particular outcome

over shorter periods will often be negligible. There is a horizon of (probable)

influence to our actions, and most of what we do does not change the course of

history (at least, not in any regular or predictable way). Ordinarily, the most

important consequences of our actions will be few and foremost in our mind. In

cases where they are not, we can use techniques (including simulation) to help

us discover the important consequences. Thus, viewing all future consequences

as contributing to the utilitarian sum is not the burden it may at first seem.

Let us now turn to the scope over space. The most inclusive case here

is to consider the set of things capable of feeling pleasure and pain (which is

what Singer wants us to consider). Again, even if one holds this position, the

burden is not as great as it may seem. The important effects of our actions

are often limited to only a handful of individuals. When they do extend to

larger populations (such as when politicians make political decisions), we often

have some data on the spread of the effects, and the likely utilities people will

derive. This may be through specific statistics, (evolved) intuitions about the
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preferences of others, or the points raised in public debate. It is also, as I will

soon discuss, an area where simulation can be of help.

We meet a difficulty when considering the set of things capable of feeling

pleasure and pain: it is not clear who or what is a member of the set. Presum-

ably, the set would include many animals (though perhaps not all). Curiously,

it may not include all humans — unconscious humans (while unconscious) do

not feel pleasure and pain. Singer (1993) has infamously argued that babies

less than a month old have no consciousness, making infanticide acceptable —

but this is a little misleading, as Singer would only accept infanticide if the

baby is expected to derive negative utilities for the remainder of his or her life.

Regardless, it is clear that there is still much disagreement on the members of

the set.

Ultimately, I assume that it is best to consider all utilities over time and

space (as do others such as Smart 1973 and Feldman 1997) — both in the

real world and in my simulations. However, as noted, this does not imply an

impractical ethical system. If we make the distinction between a utilitarian

ethical system, and a utilitarian decision procedure, then there is no problem

with how many consequences we believe ultimately count towards the moral

value of an act.

4.7 Evolving utilitarianism

In my simulations, I assume that behaviour can evolve that is utilitarian, but

not just a side-effect of narrow self-interest (or narrow hedonism). But is this

possible? Singer (1981) gives an interesting account of how ethical behaviour

could have evolved amongst humans, based on kin, reciprocal and group al-

truism. In general, evolutionary ethicists note that individuals will act to help

others when the altruism contributes to their inclusive fitness. Thus, biological

altruism is consistent with ‘biological hedonism’ and, in a stable environment,
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evolution will produce states of high utility in individuals when their behaviour

promotes their inclusive fitness, in the same way that evolution likely produces

high utility for behaviour that promotes individual fitness.

To clarify this idea, we can put things in symbolic form. First, recall the

equation for inclusive fitness effects (Equation 2.1):

Fn(a) =
∑

i

rifi(a) (4.7)

In words, the inclusive fitness effect of an action a for individual, n, is the

sum of weighted individual fitness effects. The weights, ri, are the relatedness

coefficients of each individual, i, to the actor, n. My hypothesis is that an

individual’s utility function will be proportional to its inclusive fitness effect

function in a stable environment:

Un(a) ∝
∑

i

rifi(a) (4.8)

where Un is individual n’s inclusive utility function. One plausible way in which

this proportion may be satisfied is with the following equation:

Un(a) =
∑

i

∑

j

riui(oj)p(oj |a) (4.9)

which gives the expected inclusive utility in terms of individual utilities, where

ui(oj) is the individual utility function for individual i given outcome oj and

p(oj |a) is the conditional probability of outcome oj given a. (See Appendix A

for a detailed derivation for this equation given a plausible set of assumptions.)

4.7.1 Additional considerations

There are, in fact, other factors that affect the behaviour of individuals, though

they do so without changing the form of Equation 4.9. One such factor is

synergy. By synergy, I simply mean positive effects due to a combination of
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parts, greater than the sum of effects of the individual parts. An example of an

evolved synergistic behaviour might be flocking behaviour, in which each animal

that travels in a flock has a reduced probability of being attacked, in comparison

to each travelling alone. Mating can also be considered synergistic: trying to

mate alone in a sexual species will not help one’s fitness. The synergy of mating

is made clearer when we realise that there are other means of copulating (such

as rape) in which the partner does not receive positive utility. Only acts that

can be carried out socially can involve synergy. In the first example, this act is

‘travelling’, which can be performed individually, or in a group; in the second

example, the act is mating. Under evolution, an individual will seek out social

situations in which its behaviour is also synergistic.8

By Equation 4.9 above, an individual’s preferences may change if it is pos-

sible to perform some of the acts synergistically and this change may occur

in one of three ways. First, synergy, by definition, provides more utility for

an act when performed with others than when that act is performed alone.

Thus, it will pay an individual to see whether she can perform her chosen act

synergistically. Second, synergy can make some acts more attractive than alter-

natives if synergistic cooperation is not possible for those alternatives. Third,

a synergistic act may make certain desirable outcomes more probable.

The consequence of synergy is to bring the evolutionary organism still closer

to utilitarianism than we might at first think. To stress again, these consid-

erations do not alter Equation 4.9; an act performed synergistically is simply

another possible act to choose. But it does alter what kind of acts an individual

will value. More actions will be attractive to both the evolved individual and the

utilitarian than would be the case without synergy, and thus such an individ-

ual’s behaviour is more similar to that of the utilitarian. We can make this idea

more formal by splitting an individual’s utility function between synergistic and

8Reciprocal altruism, as I have discussed in Section 2.1.4, is essentially delayed cooperation
and, as such, synergistic.
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non-synergistic utility:

ui(o) = ud,i(o) + us,i(o) (4.10)

This equation clarifies that the utility that an agent i derives from an out-

come o is a combination of direct (non-synergistic) utility (ud,i) from that out-

come plus any additional synergistic utility (us,i). To reiterate, this only clari-

fies the composition of the individual’s utility function and does not change the

form of the individual’s inclusive utility equation.

There is one final thing that individuals must consider, at least in human

society: our willingness to punish and intervene, even at a cost to ourselves (for

recent studies on this behaviour in ultimatum and other games, see Henrich

et al. 2004). This is particularly relevant for my simulations involving rape

(Chapter 8). The utility to an individual of some outcome o will be moderated

by the negative utility of punishment and the reduced probability of successfully

achieving the outcome due to another’s intervention. In the case of punishment,

we can add further detail to the utility function:

ui(o) = ud,i(o) + us,i(o) − up,i(o) (4.11)

where up,i is the punishment cost to the individual i of outcome o. We can also

add detail to the probability function to show the possibility of intervention:

p(oj |a) = p(oj |I, a)p(I|a) + p(oj|¬I, a)p(¬I|a) (4.12)

where I represents intervention. We expect, of course, that if it is likely someone

will intervene (P (I|a) ≫ 0), then that intervention will reduce the probability

of the outcome (P (oj |I) < P (oj |¬I)). Further, we expect other like individuals

to intervene exactly when the expected utility of intervening for that individual

outweighs the expected utility of not intervening. This will bring an individ-

ual’s behaviour further in line with the utilitarian’s, again without altering
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Equation 4.9. In the simulations that investigate rape, I allow the possibility

of punishments and intervention — and their presence can often suppress the

evolution of rape.

Thus, the individual that has been shaped by evolution will often behave

like a utilitarian. Nevertheless, there will be important cases in which they

will behave differently. Take an example from my rape investigations. Agents

will almost certainly evolve behaviour that is fitness-maximising (and thereby

maximises utility) since they have no interesting phenotypic plasticity; that

is, no ability to change and develop through their lives. As such, agents will

perform an act like rape if a) they do not harm a relative (kin altruism), b) they

do not derive more utility from the consensual act of mating (synergy), and c)

they will not be stopped (intervention) or hurt (punishment). In such a case,

this conditional form of rape would still be unethical, but may nevertheless

become evolutionarily stable.9

4.8 Criticism of the utilitarian calculus

There are several common criticisms of utilitarianism (and also common rebut-

tals), but I will discuss just one that is relevant to the value of ethical simula-

tions: that utilitarianism requires too much calculation.10 We can interpret this

as making one of the following two claims: 1) there is fundamentally too much

calculation involved in utilitarianism for it to be an acceptable ethical theory;

or 2) there is too much actual calculation required in utilitarianism for it to be

9An issue that is completely separate to the above discussion is whether rape could be
ethical under some circumstances. But such circumstances for rape would be so extreme and
absurd (in the case of humans) that a) they do not merit serious consideration and b) our
moral intuitions will not hold in such circumstances anyway — which is just as Hare (1981)
argues for absurd circumstances in general.

10I do not discuss the most common criticism of utilitarianism, which is that it harms
integrity — that is, that we must always consider everyone equally, losing our sense of self
and ignoring our personal relations (for discussion, see Scheffler 1982, who identifies Rawls
and Williams as the main proponents). There are many responses to this, the best, I believe,
based on the fact that an individual will easily be the leading expert on herself, and the next
to best expert on those close to her. For a defence of consequentialism (but not utilitarianism)
against this problem, see Portmore (2001).
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practical. One might make the first claim if one believes an ethical theory ought

to have simple means that yield answers to ethical problems. This is a dubious

metaphysical requirement; it does not seem to apply to any natural or social

science, logical system or even philosophy. One might also make the first claim

if one resents the idea of turning human dilemmas into mere computations.

However, most reasoning tries to turn abstract ideas into concrete forms and,

hopefully, make them susceptible to mechanical checking and computation. If

one rejects utilitarianism on these grounds, one needs to also reject reasoning

about ethics.

The second claim is a much more serious one for utilitarianism if correct —

indeed one that can defeat utilitarianism on its own ground. If there is too much

calculation required to ever apply utilitarianism in practice, then utilitarians

ought not be utilitarian in practice. However, as Parfit (1984) argues, we must

make a distinction between a decision procedure and a theory of right. The

principle claim of most utilitarians is that utilitarianism gives us the latter.

Nevertheless, a complete ethical system needs a decision procedure, and one

that is practical if people are going to use it. One possibility is for us to adopt

rule utilitarianism instead of act utilitarianism. However, as Smart (1971, 1973)

has argued, rule utilitarianism has undesirable properties (outlined earlier at

the end of Section 4.4) — in essence, rule utilitarianism is a different ethical

system with a different theory of right. Instead, Smart suggests we develop

rules of thumb — heuristics — as guides to behaviour in cases where no cues

indicate that specific consequences may be important. This is precisely where

simulations such as my own can help — by helping us discover plausible cir-

cumstances for which we can develop heuristics. Beyond heuristics, we can also

appeal to two other methods of circumventing overcalculation: we can cultivate

virtues; and we can rely on our ‘intuition’ (Hare 1981) — either our evolved

moral intuition (which, as noted earlier, will often be a good approximation of
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Simulation does not cal-
culate ethical value

Simulation does calcu-
late ethical value

Situation-specific (A) Global climate
models, current eco-
nomic and social
simulations

(B) Climate mod-
els with effects on
population well-being

Action-specific (C) Simulations of shar-
ing and promise-making

(D) My simulations

Table 4.1: A division of the potential uses of simulation in utilitarianism and
consequentialist ethics, with examples in each cell

the utilitarian calculation) or learnt skills.11 Depending on how we interpret

virtues and intuitions, simulation can also help us with these.

4.9 The value of simulation in ethics

Given Parfit’s distinction, I argue that simulation can help us understand the

consequences of our theory of right and, in doing so, allow us to refine our

decision procedure. In the following, I explore just how simulation can achieve

this.

4.9.1 Types of ethically valuable simulations

The use of ethical simulation can be divided into four classes by using two

properties (shown in Table 4.1). One property is whether or not the simulation

models utilities (or well-being) explicitly. The other is whether the simulation

is focused on a situation or on an action. In the table, each class is denoted by

a letter; for example, simulations that are situation-specific and model utility

fall into class B.

Consider simulations in class A. Suppose we are deciding on whether to

vote for a policy in government. We can, of course, use our own reasoning to

estimate if voting for that policy will be the most ethical choice. How good our

11Hare (1981), for instance, suggests that there are two levels of thinking: intuitive and
critical. Critical thinking involves utilitarian calculation, weighing which of our intuitions we
should trust. Intuitive thinking is what we should use in practice (in almost all cases).
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estimate will be depends on how well we can identify important consequences,

a tricky task at the level of political decisions. In some cases, we may be able to

improve our situation by using simulation, even when it does not model utility.

An example of using simulation this way is in the debate on global climate

change, where climate models forecast our planet’s fate (Edwards 1999). Sup-

pose that our climate models confidently predict that a policy of liberal emis-

sions standards will lead to dangerous levels of greenhouse gases. We would

immediately understand that such a policy is unethical, by way of damage to

(the utilities of) many future generations. In this example, the value of simula-

tion is not limited to utilitarian ethics — other systems will also find the results

useful. If an act knowingly leads to widespread death, it is surely a relevant

consideration in any ethical system.

Thus, even without modelling population utilities, simulations can aid our

utilitarian decisions in certain situations (class A in the table). A global climate

model is a physical model of weather, and it says nothing about good or bad.

Only when we apply its conclusions to the fate of humans do we make our moral

conclusions. They have these implications because climate change is a global

phenomena that we can influence and that affects humans and animals. Another

example of a physical simulation is a structural mechanics simulation of a bridge

— again, the simulation says nothing about good or bad, but we can use its

conclusions to help us make a better ethical decision in a given situation. There

are many other simulations that can aid ethical decisions in a similar way, many

of which fall into the field of social simulation (see Section 2.2.4 for discussion

of this field). As examples, economic models can help us decide which policies

will work best in different countries, while models of disease transmission can

help us decide the best response to an outbreak.

Another ethically valuable use of simulation is to investigate the conse-

quences of actions that are commonly available to us (simulations of class C).

To take a recent example, we can look at the simulations of Younger (2005).
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Younger argues that his simulations show we can increase the amount of mutual

obligation (roughly, the amount of sharing) in society by encouraging indiscrim-

inate sharing. Assuming we agree that this (fairly obvious) conclusion applies

beyond Younger’s simulation and believe it novel, then the conclusion will have

implications for our consequentialist ethical theories. In the case of utilitarian-

ism, if we have reason to believe that more sharing leads to greater total utility,

we may adopt (or promote) the rule of thumb ‘Share with others indiscrimi-

nately when the option to do so arises’. That is, we can make better utilitarian

choices by using Younger’s conclusion to develop a heuristic.

More directly, we can develop heuristics from simulations by adding utilities

to them (simulations of class B and D). Utilities can be directly assigned to

outcomes for individuals (which is the method I use in my simulations), or

through other means such as assignment to agent states or through evolution.12

Such assignments might be numerical (e.g., u ∈ R) or perhaps just categorical

(e.g., u ∈ {good,bad}). Whatever the case, they need to be commensurable,

so that we can tally and compare them.

Today, the only simulation like this of which I am aware is my own (class

D, since they are action-specific), though it is easy enough to imagine future

additions. For example, global climate models could be extended to model our

psychological reactions to a changing world (class B). Economic models could

calculate total (human-like) utility, rather than the more usual measures of

wealth and GDP (class B or D). Social simulations could evaluate the effect on

well-being of different social institutions (class D). Some simulations from these

fields are already used to inform policy, and incorporating utilities can help the

complex decisions that politicians and the public must make.

12Indeed, we can also use simulation to explore the concept of utility further, which I do
not consider here.
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4.9.2 Improving the utilitarian decision procedure

In practice, our utilitarian decision procedure involves heuristics, including rules

of thumb, the cultivation of virtues and intuitions about right action — and

simulation will not change this. However, it can help us improve the value of

these heuristics. By far, the most important improvement is to the development

and testing of rules of thumb. Simulation may also help us rank and judge

virtues and help us understand which of our intuitions to trust and which to

discard. I will treat each of these possibilities in turn.

Rules of thumb Simulation can help us develop rules of thumb because it

allows us to explore the conditions under which actions lead to an improvement

in ethical value. For instance, if we speculate that lying of some particular

kind has bad consequences, we could set up a simulation in which such lying

is not allowed, and another in which it is allowed, and check which produces

the most utility. Such a simulation would only be weak evidence in favour of

one or the other, but by accumulating studies of this sort, using many different

environments and conditions, we may be able to reach a conclusion that we can

apply generally — in other words, we can produce a heuristic rule about lying.

In some cases, treating the conclusion as a heuristic of behaviour may be

inappropriate. For example, my simulations of suicide and abortion show that

they can be ethical during droughts. Even if we were convinced of this, we might

be unable to promote rules of thumb based on such behaviour — misapplication

and misunderstanding could cause far more harm than correct application would

cause good. In these cases, the conclusion we derive from a simulation is an

extra (though very minor) point that can aid a person in their personal decision

— it is not a heuristic to be promoted generally.

Virtues The use of simulation in understanding virtues is much more re-

stricted. Under utilitarianism, virtues are simply traits that are obviously and
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almost always moral. Thus, we will rarely need to turn to simulation to tell us

what traits count as virtues. Nevertheless, we can use simulation to discover

their moral limits, such as identifying situations that make a given virtue less

ethical. Furthermore, we can use simulation to help us decide between conflict-

ing virtues — one can easily imagine circumstances in which our honesty will

conflict with our loyalty, and we are forced to choose between the two. In such

a case, we could imbue a simulated population with these virtues, assigning to

each agent the same virtue ranking. We can then run one simulation in which

honesty is ranked above loyalty, and another in which the opposite ranking is

chosen, and discover which of the options leads to the greatest sum of utility.

Intuition If we assume utilitarianism takes precedence over our intuitions (or,

as Hare 1981 puts it, that our intuitions can be evaluated using critical thinking

which is utilitarian), then simulation can tell us which of our intuitions to trust

and which to distrust.13 We can develop simulations to test our intuitions in

much the same way we develop them to test our heuristics.

4.9.3 Simulation and non-utilitarian ethical systems

Simulations are causal models: their value lies in discovering and confirming

consequences and causes. Despite suggestions to the contrary, most ethical sys-

tems do assign consequences a place, even if it is not as prominent as in explicitly

consequentialist systems. Kant’s categorical imperative, that requires all moral

acts be universalisable, can only be decided empirically — an act is not uni-

versalisable specifically when universal application leads to bad consequences.

Thus, it is easy to see how universalisability could be tested in a simulation

experiment or thought experiment. For virtue ethicists, the consequences of

13If, on the contrary, we assume intuition takes precedence, then utilitarianism and sim-
ulation can fill in the gaps. If we assume intuition is all there is to ethics, then obviously
simulation and utilitarianism both have no value.
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virtues may be what makes them virtues — it is the propagation of true infor-

mation that makes honesty desirable, just as it is the benefit to the poor that

makes generosity valuable. Again, it is easy to see how the consequences of

virtues could be tested in simulation. Furthermore, hedonism and economic ra-

tionality are obviously consequential. By implication, Rawlsian contract ethics

also depends critically on consequences, since the members of the original po-

sition are all meant to be rationally self-interested — according to Rawls, they

agree to institutions based on the (worst) expected utilities derived in those

institutions. While we cannot implement anything like an original position,

we can certainly use simulation to discover the (worst) expected utilities that

various institutions may produce.

Thus, simulation can be of value to non-utilitarian ethical systems, but

that value will depend on the degree to which non-utilitarians make use of

consequences and, in some cases, utility.

4.10 Conclusion

The principal value of simulation to ethics (indeed, to any subject) is its ability

to calculate consequences that we would have difficulty calculating unaided. As

an added value for utilitarianism specifically, we can also model the utilities that

individuals derive from those consequences, and easily calculate the utilitarian

sum. As a method of investigating ethical issues, the simulations I will present

here are only first steps. But they show that such investigation can be fruitful

for utilitarianism, and perhaps for other systems as well. Indeed, such virtual

experiments seem a natural fit with utilitarianism — both in being completely

compatible with its principles, and also in being able to improve the value of

our utilitarian decision procedure. The discussion in this chapter supports my

principal argument in this thesis: that simulation allows us to experiment with
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ethical behaviour in a safe and informative way — that we can explore their

consequences, be they ethical or evolutionary, in unprecedented detail.
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Part II

Design and experiments
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Chapter 5

Simulation design

For this thesis, I developed a multi-agent based ALife simulation, with a board,

food and evolving agents that interact. I designed the simulation to make it

easy to experiment with a variety of acts of ethical interest — to explore their

evolution and their ethical nature.

Here I describe the design of the simulation. The simulation includes an

environment, agents that live in that environment and statistics I use to study

those agents. The bulk of this chapter concerns the design of the agents and

how they evolve. But before getting to that, let us delve into the simulation’s

environment.

5.1 Environment

5.1.1 The simulation board

The activity of the simulation takes place on a board — a grid of n x n cells,

where n differs across experiments. In the altruistic suicide experiments, each

cell can take an unlimited number of entities. In all other experiments, the

system only allows 1 entity per cell. The board is bounded at the edges, so that

agents cannot move past an edge. This choice of topology is mostly arbitrary,

since closely related board topologies (e.g. toroidal, spherical) will not affect

121
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MAIN SIMULATION LOOP:

FOR cycle = 1 TO maxcycles:

randomize order of agents

FOR EACH agent IN living agents:

agent observes environment

agent chooses action

FOR EACH agent IN living agents:

IF action is possible THEN:

agent performs action

Figure 5.1: Pseudocode of the main simulation loop

my results. On the other hand, a radically different board topology, such as

randomly neighboured cells, would harm the results — principally by diluting

the potential for kin selection — but this kind of topology is hardly plausible.

5.1.2 Simulation time

There are two units of time in the simulation: cycles and epochs. A cycle

denotes a loop through all the agents in the simulation, in which each gets the

chance to act. An epoch is a period for which the system collects statistics.

In the altruistic suicide simulations, an epoch is 5 cycles. In other simulations,

the length of an epoch can be 5, 10 or up to 110 cycles. In most cases, I will

use the cycles unit to make comparing graphs easy. However, in some cases,

particularly in Section 5.5, I will use the epochal unit if it clarifies the reason

for calculating a statistic a certain way.

In reality, a cycle is implemented as two loops. The first loop lets an agent

observe its world and choose the act it wants to perform. The second loop lets

an agent perform its chosen act. (See Figure 5.1.) The reason for this is so

that all agents make their decisions based on the same environment. This is of

particular value in simulations that depend on droughts; if agents consume all

the food available during springs, then agents towards the tail of a single cycle,
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faced with no food, will confuse this short gap in food supply with a longer

term drought.

5.1.3 Entities

On top of the board live entities. There are only two entities that can occupy

board cells: food and agents.

Food Food is used to fuel the agents (hence the name ‘food’). It has the

following properties: it can occupy a cell; it can be consumed, which removes

the food from the cell; and it has a finite lifetime even if not eaten (a piece of

food will normally stay on the board for 5 or so cycles). Each piece of food

also has an associated health that is used, and only used, to boost an agent’s

health when the agent eats it.

All the food on the board is generated by the system — the only exception

is in the yeast-like suicide experiments (see Section 6.6), where suiciding agents

leave behind a bundle of food equal to their own health. The system uses a

function — one that maps the current time in cycles to an amount of food —

to determine the amount of food to generate each cycle. This function is called

the food distribution function (or fdf for short), and I manipulate it in many of

the experiments here. In some cases, the function is sinusoidal, in others it is

marked by periodic droughts, and in still others it is constant.

5.2 Agents

The agents have a variable set of properties and behaviours, depending on the

experiment. I will cover the common properties here, leaving discussion of

experiment specifics to specific experiments.
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5.2.1 Birth, age and death

Agents are born when two agents mate and both meet certain conditions (to be

described in Section 5.2.8). Other than at the beginning of simulations, when

agents are generated to populate the board, this is the only way new agents are

introduced to the world.

An agent’s age is measured in cycles — specifically, the number of cycles

that have passed since the agent’s birth. As expected, if any time passes between

conception and birth, it does not count towards an agent’s age.

Two properties determine when an agent dies. The first property is its

maximum age, which the system generates for each agent according to a

gaussian parameter which averages between 80 and 100 cycles. The second

property is the agent’s health, which is described in the next section. When

an agent dies, the system removes it from the board.

5.2.2 Health and utility

A simple numerical variable tracks an agent’s health. An agent will begin life

with a certain health — say 100 units — which will then change in response to

actions it or other agents perform. If an agent’s health falls bellows 0, it dies.

Initial health Investment by both parents will determine an agent’s health

at the start of its life. A new-born agent’s health is exactly equal to the sum

of its parents’ contributions. For many experiments, the amount of parental

investment is a fixed parameter of the simulation. For other experiments, the

amount and kind of investment can evolve. See Section 5.3 for further discussion

of parental investment in the simulation.

For agents generated at the start of a simulation, and who thus have no

parents, the system assigns an initial health, which is normally several times

higher than the average parental investment. This ensures that the population
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survives the early stages of the simulations, which, given the randomly gener-

ated gene pool, involves more severe evolutionary selection than at any other

time.

Health effects As the agent acts and lives, its health drops — we can imagine

an analogy here to energy. An agent’s health may also drop if another agent

harms it, which only occurs in this thesis when an agent is a victim of rape.

An agent can increase its health by eating food. Eating adds the food’s health

to the agent’s health. In some experiments (see Sections 7.5 and 8.9.3), agents

derive less health from food than the food makes available. An agent can also

boost its health by resting — though this health boost is extremely small in

comparison to that obtained by eating food.

Utility The utility derived from an action outcome can also affect an agent’s

health (for a general discussion of utility, see Section 4.5). The utility will

often be small in comparison to the health effect of an act; however, agents can

occasionally derive a very large negative utility (such as with rape). There is

never a case of a large positive utility, for the simple reason that an agent could

use this as a substitute for eating.

In the implementation of this simulation, utilities are indistinguishable from

health effects and they play no distinct role in how simulations unfold. Rather,

they represent psychological utility in units of health, so that I can measure

and compare the utilitarian value of acts (see the end of Section 4.3 and later

parts of that chapter for a discussion of value in utilitarian systems).

State of health Ultimately, the state of an agent’s health at any point in its

life is completely determined by taking the agent’s initial health, subtracting

the total subsistence cost of living up to that point, and adding or subtracting

the health effects and utilities that it has derived from its acts and the acts of
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others in each cycle. That is:

healthC = health0 +

C
∑

c=0

health-effectc + utilityc − living-costc (5.1)

where C is the age of the agent in cycles and healthC is the health of the agent

at age C.

5.2.3 Sex

In the suicide simulations, agents do not have a sex. In all other simulations,

there are two possible sexes that agents can be: ‘female’ and ‘male’. In the

spirit of biological terminology, I call the sex that invests most ‘female’.1

5.2.4 Location and direction

An agent has a location on the board — the cell it resides in. An agent also

has a direction, which points the agent towards one of the eight potentially

neighbouring cells.

5.2.5 Neighbourhood of observation and action

Agents perform their actions and observations within a neighbourhood of cells.

For example, in the parental investment experiments, each agent observes the

food density in its 5x5 neighbourhood; it also picks a piece of food to eat from

the same 5x5 neighbourhood. The size of the neighbourhood will sometimes

change between experiments for practical reasons, and I will note the different

sizes in each experiment’s parameter table. Note that in the suicide experi-

ments, agents observe the entire board, rather than their local neighbourhoods.

1In biology, the female of a species is the sex that has the larger gamete. Very frequently,
the female is also the sex that invests the most overall.
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5.2.6 Behaviour

A cycle in an agent’s life consists of the following: observing the world; choosing

acts to perform given these observations; and performing chosen acts. (See

Figure 5.1.) As noted, agents observe and act within a local neighbourhood,

except in some experiments in which they make global observations. In some

cases, an agent’s action will pre-empt the choice of another agent, such as with

non-consensual mating and rape.

An agent’s decision-function performs the task of choosing an action for

the agent. This function maps observations of the environment to actions and

is capable of evolving. Indeed, in the coming chapters, I will often investigate

how the agent decision-function evolves and what kind of behaviour it typi-

cally yields. I use several kinds of decision-function through the course of my

experiments and these will be described shortly (see Section 5.4).

5.2.7 Observations

To make their decisions, agents must first observe their world. To make an ob-

servation, an observable, such as an agent’s health or the total food available,

is quantified. This quantity is then clipped and scaled to fall into the inter-

val [0,1], so that it can be passed in a uniform way to the decision-function.

The exceptions to the clipping and scaling are the suicide simulations, in which

observed values can span any range.

What agents can observe varies with each experiment; the full list of possi-

bilities is as follows.

Self-health Returns the value of the agent’s health (see Section 5.2.2), which

is clipped to [0,2400] and scaled by 1/2400. An agent’s health occasionally

exceeds 2400 units, but not often.
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Self-age Returns the age of the agent in cycles (see Section 5.2.1). Scaled

and clipped using the maximum age.

Self-sex Returns 0 if the agent is female, 1 if the agent is male.

Local-population-density Counts the number of agents within the observ-

ing agent’s n x n neighbourhood, and divides by the size (in cells) of the neigh-

bourhood (i.e. n2).

Global-population-density Counts the number of agents on the entire board,

and divides by the size (in cells) of the board.

Local-food-density Counts the pieces of food available within the observing

agent’s n x n neighbourhood, and divides by the size (in cells) of the neigh-

bourhood (i.e. n2).

Global-food-density Counts the pieces of food available on the entire board,

and divides by the size (in cells) of the board.

Mate-request Returns 1 if another agent is currently requesting to mate

with the observing agent, 0 if there is no agent requesting to mate.

Is-gestating Returns 1 if the agent is gestating, 0 if it is not.

5.2.8 Actions

Agents can choose from a different set of actions depending on the experiment.

The basic set is as follows: mating, both consensual and non-consensual; move-

ment, which is divided between turning and walking; and resting. In addition,

there are the acts of interest to particular experiments — namely, suicide, rape

and abortion.



5.2. AGENTS 129

ATTEMPT MATE:

arguments: agent

choose partner

IF no partner available THEN:

derive negative utility

QUIT

ELSE IF partner available THEN:

call partner’s decision function (request mate from partner)

IF partner wants to mate THEN:

reproduce with partner

agent and partner derive positive utility

ELSE:

derive negative utility

Figure 5.2: The function used when an agent tries to mate

Mate Figure 5.2 shows the algorithm used by agents when they choose to

mate. First, an agent chooses a partner from its neighbourhood and asks to

mate with it. If it cannot find an available partner, the agent loses its turn

for that cycle and suffers a small negative utility hit. If, instead, a partner is

available, the agent makes its request and waits for the partner to either accept

or decline. This the partner will decide to do using its own decision-function as

follows.

First, the partner will observe the environment, which will now include the

presence of a mate-request, and pass these observations to its decision-function.

There are then two possibilities: the decision-function returns an act other than

mate, and thus the partner rejects the mate request; or, they mate. In the first

case, the partner performs its chosen action instead while the requesting agent

instead loses its turn for that cycle and derives a negative utility.

If the mating goes ahead, the agents will conceive so long as they are of

opposite sex and have enough health. An agent may lack the required health

for two reasons. One is if an agent’s health is lower than a specified minimum, a

parameter of the simulation. With small parental investments, this parameter
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prevents agents from reproducing too quickly after birth; this minimum is al-

ways set to 200 health units. The second reason, particularly in the simulations

in which parental investment evolves, is if an agent simply does not have enough

health to make their investment. I describe parental investment in more detail

below (Section 5.3).

Depending on the experiment, conception may directly result in birth, or

it may result in a pregnant female. The female will then give birth some time

later provided she does not die first. Pregnancy takes anywhere between 2 to 8

cycles, and it may or may not include investment.

There is one more possibility that may prevent the birth (or, rather, life)

of an offspring — lack of space. If there are no available cells in which to

put the offspring at birth, the offspring dies. In practice, this rarely occurs —

the carrying capacity, determined by the available food, limits the size of the

population more so than space.

Non-consensual mate Non-consensual mating appears only in the suicide

simulations. In this form of mating, an agent chooses a partner and mates with

it without asking. Choosing to mate is no guarantee of conception and can fail

under the following conditions:

• There are no agents with which to mate in the neighbourhood

• There are no available agents with which to mate in the neighbourhood

(that is, other agents have already had their turn for that cycle); or

• Either the agent or the partner do not have enough health to mate.

However, if all these blocking conditions are false, the mating results in

conception. In the suicide simulations, there is always space on the board for

another agent, since the cell populations are effectively unlimited, so conception

always results in birth.
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Non-consensual mating in the suicide simulations is not at all like rape. This

is because agents have no other way of mating and never derive negative utility

from such matings. It is certainly possible for non-consensual mating to be

considered rape under other contexts — in particular, if consensual mating were

also available, then non-consensual mating would clearly deprive the partner of

a choice it would otherwise have had. I explore many of these ideas in the ethical

discussion and experiments in the chapter on rape (see Chapter 8, particularly

Sections 8.4 and 8.11).

Rape The agent forces a mating with a victim, and the victim derives large

negative utility. I describe the design and implementation of rape in Chapter 8.

Abortion The female terminates its pregnancy. I describe the design and

implementation of abortion in Chapter 9.

Suicide The agent causes itself to die instantly. I describe the design and

implementation of suicide in Chapter 6.

Turn An agent changes its direction on the board. In the suicide simulation,

this turns the agent clockwise, making it face the next neighbouring cell. In

all other simulations, it turns the agent to face a random direction (i.e. facing

a random neighbouring cell). The agent derives a small positive utility and

slightly larger negative health effect from turning.

Walk Moves the agent forward one cell in the direction it is facing. If there

is no cell in that direction (because it is the edge of the board), or if that cell

is full, the agent does not move anywhere. The agent derives a small positive

utility and slightly larger negative health effect when it walks.
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Rest The agent does nothing. The agent also derives a small positive utility

and small positive health effect, though not nearly enough to substitute for the

need for food.

5.3 Offspring and parental investment

After mating and conceiving, agents can produce offspring in several different

ways. In the suicide, parental investment and rape experiments, an offspring

is created and placed on the board immediately after two agents conceive. All

parental investment also occurs in that instant. By contrast, in the abortion

simulations, conception results in the female gestating for a number of cycles,

and then giving birth.

Parental investment in the simulation involves taking health from the parent

and giving it to the child. Depending on the experiment, investment can occur

at the following times: at conception; throughout the gestation period; at birth;

or for a duration after birth. Each type of investment is either specified by a

parameter or can be left free to evolve, and most experiments only make use of

one or two types of investment.

The different types of parental investment are as follows:

Generalised parental investment In the suicide and rape simulations,

where conception and birth are combined and the particular type of parental

investment is not relevant, parents contribute health to their children at, and

only at, the combined conception and birth event.

Conceptional investment This is the amount invested on conceiving. It is

analogous to the investment made by real world organisms in their gametes.2

I normally set the conceptional investment to be higher for females than for

males to accord with the biological definition of the sexes. The only exception

2Though it is not an accurate analogy, since members of real-world species create and
invest in many gametes that never take part in a conception.
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is in the evolution of parental investment experiments, where male and female

investments are sometimes equal.

Gestational investment This is the total amount invested during gestation.

Gestational investment occurs each cycle until birth, so an agent may not invest

the total amount if the gestation is terminated early. In all the experiments,

the female is the only sex capable of making gestational investments.

After birth investment This is the total amount invested after birth. In

some of the simulations, this investment occurs all at once and immediately

after birth. In others, it is spread over time, which I describe separately below.

Both sexes make after birth investments — however, if there is a gestation

period, the male may not be alive at the time of birth, and, if so, will not

make any such contribution. In some experiments, the amount of after birth

investment evolves.

After birth investment term This is like after birth investment, but the

investment is spread over several cycles. Thus offspring roam the board as

parents continue to invest in them. Investment stops if an offspring dies; if one

of the parents dies, investment from that parent (and only that parent) ceases.

For each cycle of the investment term, the portion invested is a fixed parameter

of the simulation. On the other hand, the length of the investment term can

either be a parameter or can evolve.

Thus far, I have described all of the basic properties of an agent except for

those parts that are directly involved in its evolution. In the next section, we

will explore these genetic elements, what forms they can take and how evolution

makes use of them.
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5.4 Evolution and the agent genotypes

When researchers need evolution in their ALife simulations, they most often

implement a steady state evolutionary algorithm. The simulation here is no

different; there are no explicit fitness functions and there are no neatly defined

generations of agents. Instead, an agent is ‘selected out’ when it dies of low

health or old age and reproduces when it chooses to mate (see Section 5.2.1).

The main part of the agent genotype is the decision-function. There are

three different types that appear in the experiments: production rules; fixed

production rules; and decision trees. Each type has its own structure, usage,

crossover method and mutation method, each of which I will describe below in

turn.

The reasons for having three different decision-functions are mostly tech-

nical, but are also partly due to the requirements of each experiment. In be-

ginning with the suicide experiments, I chose production rules to represent the

decision-function, but soon found it quite difficult to analyse rules in isolation,

since each rule is conditional on all previous rules not triggering. Nevertheless, I

was able to produce a useful functional (i.e. input-output) analysis, since there

were a manageable number of observations (inputs). For the rape simulations,

I switched to fixed structure production rules, which allowed me to better in-

vestigate the relevant hypotheses and the genomes that evolved. Finally, in

the abortion simulations, I moved to decision trees, which allowed me to ex-

plore rules in isolation and, ultimately, helped me to develop a fixed structure

decision tree that provided a good test of the main hypothesis.

After treating each of the decision-functions below, I will go on to describe

the other genetic elements that can be found in agents, namely agent-specific

mutation rates and parental investments. The first section on the production

rules will be the most detailed; subsequent decision-function sections will then

focus on differences to the production rules.
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PRODUCTION RULES DECISION FUNCTION

arguments: rules, observation-values

returns: action

FOR EACH rule IN rules:

FOR EACH test IN rule’s condition:

use test-comparator to compare test-value and

corresponding observation-value

IF comparison unsuccessful THEN:

BREAK and CONTINUE with next rule

IF all comparisons in rule successful THEN:

sample rule’s action-distribution

RETURN selected action

ELSE:

CONTINUE to next rule

IF no rule’s condition matched THEN:

sample the default action-distribution

RETURN selected action

Figure 5.3: Selecting an action using the production rules decision-function

5.4.1 Production rules

Structure and usage The first set of experiments involving suicide (Chap-

ter 6) use production rules for making decisions. Production rules are a vari-

able length sequence of rules, each rule consisting of a condition and action-

distribution pair. To make a decision, the agent tests the rules in sequential

order to find the first rule whose condition is satisfied. The agent determines if

a condition is satisfied by comparing the condition to the observations that the

agent makes of its environment. When a rule’s condition is satisfied, that rule’s

action-distribution is triggered. In the event that the observations satisfy none

of the rules in the agent’s set, a default action-distribution is triggered. (See

Figure 5.3.)

A rule’s condition consists of a set of tests. Each test involves a single

observation, and there is exactly one test in each rule for all the possible ob-

servations that the agent can make in a given experiment. For example, in the

suicide simulations, there are four observations that agents can make, and thus
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four tests in every rule’s condition. Each test consists of a comparator and

a comparison value. The comparator is used to test a relation between the

observation of something in the world (which is always a floating point num-

ber inside [0, 1]) and the test’s comparison value (which is also a floating point

number inside [0, 1]). The comparator may be either a less-than or greater-than

relation, or it may be a ‘don’t-care’ relation, in which the test succeeds for any

value of the observation. Every test must be satisfied if the rule’s condition is

to be satisfied; thus, the condition is a conjunction of the tests.

If the rule’s condition is satisfied, the rule’s action-distribution is triggered.

The action-distribution is a (discrete) probability distribution over the possi-

ble acts an agent can take. Action-distributions are in fact stored as a sequence

of free ranging floating point numbers (not actual probabilities) that can be

negative or greater than 1. When needed, these numbers are ‘normalised’ to

a real probability distribution: in particular, negative floats are interpreted as

representing 0 probability, while positive floats are converted to probabilities

by dividing by the sum of the positive floats. Once the action-distribution is

normalised, the act that the agent will perform is decided by sampling this

normalised action-distribution.

Crossover When two agents reproduce, their decision-functions are recom-

bined in the offspring to form a new one. The recombination is the result of a

one-point crossover. For the purpose of this crossover, each rule is treated as

an indivisible gene, and the sequence of rules is treated as a chromosome —

indeed, for clarity, I will use these terms here.

A gene locus (rule position) is chosen at random from each parent’s chro-

mosome (sequence of rules) — thus, two gene loci are chosen in total, one from

each parent. One parent is then chosen at random; every gene from its first gene

to its locus gene will end up in the offspring, while every gene from the second

parent’s locus gene to its last gene will be included. These gene sequences are
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Figure 5.4: An example crossover of the variable length production rules

not just tacked together end to end — they are interleaved randomly as shown

in Figure 5.4. Specifically, the first gene from the first parent is copied to the

offspring. Then, the system can switch at random to the other parent, copying

its next gene to the offspring. This copying and potential switching repeats

until one of the parents runs out of genes to contribute. At that point, all of

the remaining genes from the other parent’s contribution are included in the

offspring’s chromosome.

At the end of this process, the default action-distribution is copied randomly

from one of the parents. Of course, since the chromosomes have variable length,

the resultant chromosome will often differ in length to its parent chromosomes.

Mutation While crossover treats each rule as an indivisible gene, mutation

does not. In fact, mutation only operates on the structures within a rule —

that is, the comparator and comparison value that define a condition and the

probabilities that define an action-distribution.
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From the perspective of mutation, a comparator is a discrete variable that

can take on 3 values (less-than, greater-than or don’t-care). Mutation of a com-

parator occurs in two steps: 1) deciding whether to perform the mutation and;

2) performing the mutation. The decision to mutate a comparator is achieved

by performing a biased coin-flip that gives a low probability to mutation. If that

sampling indicates the comparator is to be mutated, then a new comparator is

randomly chosen from the 3 available with equal probability.

Since a comparison value is a floating point number, it is best to use a con-

tinuous distribution for mutation. Therefore, the comparison value is mutated

by sampling a Gaussian distribution with a mean of 0 and a very small standard

deviation, and then adding the sampled value to the parent’s comparison value.

If the result falls outside the range [0, 1], it is clipped.

An action-distribution is mutated in a similar way. For each action proba-

bility in the distribution, a Gaussian distribution is sampled, and the sampled

value is added to the action probability. After doing this for each action prob-

ability, the ‘distribution’ will very likely not sum to 1. For most experiments,

these ‘probabilities’ are kept as is, and normalised when the distribution needs

to be sampled. In others, the distribution is re-normalised immediately.

I have intentionally left vague the particular Bernoulli and Gaussian dis-

tributions that I use for the mutations. This is because these are kept with

each agent and are themselves mutated. I describe this in some more detail in

Section 5.4.5.

5.4.2 Fixed production rules

Structure and usage The fixed production rules appear in the later sim-

ulations involving rape (Chapter 8), and have a very similar structure to the

more complex production rules described in the previous section. There are

three main differences. First, these production rules have a fixed length; that

is, every agent has the same number of rules. This happens to be 7 rules for the
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rape simulations: two rules for both sexes, plus one rule each for the other five

observations in those simulations. Second, the comparators (in all of the rules)

are also fixed. In particular, there is only one active test in each rule and the

comparator in the active test is a greater-than relation. The one exception uses

a less-than comparator in the active test to check if the agent is female (because

females who observe their own sex see a 0, while males see a 1). Furthermore,

each rule tests just one observation. An example rule is one that checks if the

observed age of the agent is greater than the (genetically stored) comparison

age.

The third difference is in the way a rule is selected when making decisions.

An agent will choose a rule at random and test if that rule’s condition is met.

If it is, the agent will use the action-distribution for that rule. If it is not, the

agent will select another rule at random. If, out of all the rules, no condition is

met, the default action-distribution is triggered. Thus, Figure 5.3 also applies

here, so long as we replace the second line with ‘FOR RANDOM rule IN rules:’.

The reason for this change is to avoid the bias involved in always having

one of the rules tested first. Testing the rules in order essentially ranks rules by

importance — only if the first rule’s condition fails does the second rule get a

chance to be tested. This is fine if all the comparators are allowed to evolve (as

for the production rules above), or if the rules really can be ranked in terms of

importance. But in the rape simulations, all of the seven rules are intended to

test observables of equal importance. Choosing rules to test at random enforces

equal importance.

Crossover Crossover is very different to the crossover for ordinary production

rules, as can be seen in Figure 5.5. It is fixed-length and multi-point and

spans both the conditions and individual action probabilities in the decision-

function. Conceptually, rules are laid out like a string: the first condition

is followed by its action-distribution, which is in turn followed by the next
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Actions
Parent 1's Production Rules

Condition
Parent 2's Production Rules

Child’s Production Rules

Crossover points

Figure 5.5: An example crossover of the fixed length production rules

rule’s condition and action-distribution, and so forth. An evolvable number of

crossover points (stored in the agent’s genome) are chosen randomly along this

string. Conditions and individual action probabilities are treated as genes, so

crossover points may fall in the middle of an action-distribution or between a

condition and an action-distribution. Alternating portions of the parents’ rules

defined by the crossover points are then included in the child genome.

Mutation Mutation is very similar to what is described before, the difference

of course being that comparators are not mutated since they are fixed. How-

ever, the comparison values and action probabilities are mutated according to

Gaussian distributions and these mutators are kept with the agent (as before).

In addition, the number of crossover points is subject to mutation by another

Gaussian distribution kept with the agent. The number of crossover points is

stored as a floating point number, and then truncated to an integer on use.

5.4.3 Decision tree

Structure and usage The decision tree appears in the experiments with

abortion (Chapter 9) and, much less prominently, in the parental investment
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experiments (Chapter 7). An agent’s decision tree is a directed graph of nodes

that contains no loops, a single root node, and an arbitrary number of other

nodes. In one simulation involving abortion, I use a fixed decision tree structure

to test a particular hypothesis (see Section 9.9), but in most, the decision tree

structure can evolve.

Each node of a decision tree is either a branch or a leaf: branch nodes have

exactly two child nodes, that can be other branches or leaves; leaf nodes, on the

other hand, have no child nodes. Each branch node is assigned an observable

(such as age), which defines its branch type, and splits the range [0, 1] of that

observable in two based on its split-value. Thus, one of the branch’s child

nodes will trigger when the observation value falls in the range [0, split-value],

and the other of the branch’s child nodes will trigger when the observation value

falls in the range (split-value, 1]. Every leaf node is a probability distribution

over possible acts and is called an action-distribution; this is just the same as

for production rules, and these action-distributions are normalised before use

in the same way (see Section 5.4.1).

Using the decision tree to make a decision is straightforward (see Figure 5.6).

As before, an agent makes a set of observations. The root node’s branch type

will match one of these observations (for example, age). This observation is

compared to the split-value of the root node, thereby identifying a child node to

follow. If the followed node is a branch, the process is repeated with whichever

observation matches that branch’s type. On the other hand, if the followed

child node is a leaf, the leaf’s action-distribution is used to choose an act.

Crossover Figure 5.7 shows an example of the decision tree crossover. Crossover

involves choosing one parent’s tree as the main tree, and then swapping in a

randomly chosen sub-tree from the other parent. An important point to keep in

mind is that, when possible, the chosen sub-tree will keep its original location in
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DECISION TREE DECISION FUNCTION:

arguments: tree, observation-values

returns: action

SET node = root node of tree

LOOP:

IF node IS leaf:

sample leaf’s action-distribution

RETURN selected action

ELSE IF node IS branch-node:

IF corresponding observation-value LESS THAN branch-split-value:

SET node = left child of branch-node

ELSE:

SET node = right child of branch-node

Figure 5.6: Selecting an action using the decision tree decision-function

the new offspring tree. If that location does not exist, it is placed at a random

point.

Mutation Mutations affect the action-distributions, the branch types and

the split values. Mutation of the action-distributions occurs exactly as per

their mutation in the production rules — that is, Gaussian permutations of

the individual action probabilities. Branch types are mutated in a fashion

similar to the mutation of comparators in production rules. That is, a Bernoulli

distribution is sampled to decide if there is to be a mutation, and in that case

another branch type (such as health) is randomly chosen with equal probability.

The split value is mutated by adding the sampling of a Gaussian distribution

to it. All mutation distributions are again kept with the agent.

There is one additional mutation that occurs during reproduction, which

may be considered a part of recombination rather than mutation. Namely,

when the location of a sub-tree to insert matches the location of a sub-tree to

remove, the actual location of the sub-tree to remove may be shifted higher

or lower in the tree by a single node. Whether this shift occurs will depend

on the sampling of a Bernoulli distribution, kept with the agent. This kind of



5.4. EVOLUTION AND THE AGENT GENOTYPES 143

Condition

Actions

Parent 1's Decision Tree Parent 2's Decision Tree

Child's Recombined 
Decision Tree

Subtree to 
replace

Subtree to 
insert

Inserted subtree keeps 
original position

Figure 5.7: An example crossover of decision trees

mutation prevents the genome from evolving to a single structure that can no

longer change through evolution.

Having described the 3 main decision-functions, I now look at the extra

material in the genomes: parental investments and mutation rates.

5.4.4 Parental investment amount and term

For the simulations that evolve parental investment, either the amount or the

term of after birth investment evolves, but not both. Both are stored (and mu-

tated) in the genomes of agents as floating point numbers, and then converted

to integers on use. Since the genetics of investment terms is exactly analo-

gous to the genetics of investment amounts, I will just talk about investment

amounts in the following.

The genome holds two investment amounts — one which describes what the

female will invest, the other which describes what the male will invest. Thus,

female agents, for example, store information about investments made by both
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males and females, but will only use the female amount when investing. Dur-

ing reproduction, offspring receive the genetic information for both investment

amounts from just one parent, chosen at random. This information is then

mutated by adding the sampling from a Gaussian distribution to the original

investment amounts.

For a discussion of the different types of parental investment that appear in

the simulation, see Section 5.3.

5.4.5 Mutation and meta-mutation rates

Mutation rates for all the main elements of the genotype — be they decision-

functions or parental investment details — are not simulation parameters. In-

stead, they are properties kept with the agents and are themselves subject to

evolution. This allows the mutation rates to evolve to match the conditions of

the environment and is more analogous to mutation in natural species.

In general, there are mutation rates for each kind of thing that can appear

in the genotype — as examples, comparators, comparison values, branch types,

split values, action probabilities, crossover points, investment amounts and in-

vestment terms all have their own mutation rates. Some of these mutation

rates are Bernoulli distributions, and others are Gaussian distributions. The

Bernoulli distributions are represented by a single floating point number rep-

resenting a probability. The Gaussian distributions are represented by a single

floating point number representing the standard deviation of the distribution

(the mean is always 0).

Each mutation rate is stored with the agent so that it can evolve. The set

of mutation rates that will be inherited by an offspring are selected from one

of the parents at random. Each mutation rate is itself mutated by a meta-

mutation rate, and there is one meta-mutation rate for each mutation rate.

In contrast to the mutation rates, the meta-mutation rates are all Gaussian.

This is because the value stored for each mutation rate is a continuous value (a
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floating point number). After applying meta-mutation, the mutation rates are

clipped to keep them valid, either to [0, 1] for Bernoulli distributions or [0,∞)

for Gaussian standard deviations.

We have now seen all the genetic material that an agent can hold. This

includes the 3 kinds of decision-function that appear across the different exper-

iments — that is, production rules, fixed production rules and decision trees

— and also the parental investments and mutation rates that are stored within

each agent’s genome. Now I leave the structure and behaviour of the agent and

its world, and turn to the statistics that I collect.

5.5 Statistics

There are several statistics that I collect in each of the simulations that are

worth describing together here. These include demographics, action rates, util-

ities and genetic maps. I will describe additional statistics in each experiment

chapter when needed.

5.5.1 Demographics

At the beginning of each set of experiments, I begin the discussion of results with

a set of general demographics from selected experiments. These demographics

cover age, population and health. These statistics are not of very much interest

on their own; rather, they orient the later discussion. The statistics for age and

health are calculated by averaging the variable over the population at the end

of each epoch.3 The population statistic is simply a count of the population at

the end of each epoch.

3The epoch will be an important unit of time to keep in mind here. See Section 5.1.2 for
an explanation.
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5.5.2 Action rates

Often, the principle statistic in an experiment will be the action rate. An action

rate is the frequency with which agents perform an act over time relative to the

population size. In practice, this is calculated by counting the number of times

agents choose a particular act within an epoch and dividing by the number of

times agents choose any act within an epoch. Thus, an action rate is calculated

as:

Counte(an)
∑

k Counte(ak)
(5.2)

where e is a given epoch, ak is one of the actions available to agents, an is the

action of interest, and Counte(a) is a count of the number of times the action

a was performed in the epoch e.

5.5.3 Total utility

Total utility is used to evaluate the utilitarian value of an act in some environ-

ment. It is calculated by summing together the utilities that all agents derive

throughout an epoch. To find out which of two simulations represents a more

ethical world (in utilitarian terms), we can compare the cumulative total utility

of the two simulations. In particular, we should see which of the cumulative

utility graphs has the greater average gradient over time. This is in keeping

with the discussion from Section 4.6 — that is, that the full set of consequences

of an act over time and space decide its ethical value.

5.5.4 Genetic maps

To ‘map’ the agent genome, I need to gather information on the decision-

function and the extra genetic material, such as investments. The extra ge-

netic material happens to be easily summarised by graphing the averages over

time. However, the decision-function is more complex, and thus not so easily

summarised. Here, I briefly describe the various methods I use to map the
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decision-functions. I reserve detailed discussion for when it is needed in each

chapter. In each case, mapping involves discovering under what conditions a

decision-function returns a particular act.

Extreme environments In the suicide experiments, we can get an idea of

when the production rules return an act if we select a set of extreme environ-

ments, pass these environments to the production rules, and then calculate the

average probability returned for that act. Normally, this would not be a very

fruitful way of proceeding, since the genomes would not be adapted to those

environments. However, given the particular genomes we are dealing with (the

production rules of the suicide simulations), it is useful. That is, we can choose

extreme environments such that the observations agents would make of those

environments are either at an extreme high (i.e., above 1) or at an extreme

low (i.e. below 0). Because the tests in each rule only contain greater-than

or less-than relations (or don’t-care relations), such extreme observations will

easily trigger these rules.

If we then form all the combinations that are possible given highs and lows

for each observation, and pass each combination to the decision-functions, we

can discover how an act is chosen under a quite comprehensive range of envi-

ronments. Unfortunately, this method only works well when there are a small

number of observables (and thus combinations). For further discussion, see

Section 6.5.2.

Action probabilities for given environments There is one method that

is particularly appropriate for the simulations involving rape, which use the

fixed production rules. That method is to average over the population the

action probabilities produced by a particular rule. Since a rule’s condition

carves out a range of environments, this is equivalent to selecting a range of

environments of interest, and finding the probability of an action within that

range. For example, we can calculate the average probability of rape for the
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rule that tests if the agent’s health is greater than some value. From this

average probability, we can subtract the average rape probability yielded by

all the remaining rules. This statistic would give us a good indication of the

increase in the probability of performing rape when the health of an agent

is high. Unfortunately, it is only useful when the rules being averaged are

highly homogenous, since heterogeneous rules will carve out a set of environment

ranges that do not overlap much at all. For further discussion, see Section 8.10.

This method is also useful in the abortion simulations that use fixed decision-

functions. There, I use a fixed decision tree structure, and the average proba-

bility of actions at the leaves can easily be calculated. This gives us the average

probability of the actions for the environments defined by the paths that lead

to the leaves. For further discussion, see Section 9.9.1.

Environments for given action probabilities The method I use to map

genomes in the abortion experiments is slightly different. Instead of fixing

the environment, and discovering the average probability of an act for that

environment, I do the reverse: I fix a range of probabilities of an action, and

discover the kind of environments (or distribution of environments) that the

range of probabilities occurs in. This allows comprehensive coverage of both

the environments on one hand, and the action probabilities on the other. For

example, we can identify when agents return abortion probabilities in the range

[0, 0.01], and then find the distributions of observations made for health, age,

population density, and so forth, made at those times. For further discussion,

see Section 9.8.

5.6 Summary and conclusion

The simulation just described, with the occasional minor modification, is used

for all the upcoming experiments. Each experimental chapter is organised
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around a related set of simulations, and lists the important design points, pa-

rameters and parameter values I have chosen, along with the reasons for my

choices.

To recapitulate, the simulation is an ALife environment consisting of a grid

of cells in which live agents and food. Agents have various properties, such as

a sex and an amount of health, can perform various actions, and can invest in

their offspring. Agents observe their environment and use these observations to

perform actions based on an evolvable decision-function, which can be a set of

production rules (variable or fixed in length) or a decision tree, depending on

the experiment. These decision-functions can be crossed-over and mutated —

where the various mutation rates are kept with the agent, and subject to meta-

mutation by the system. Finally, the system allows the collection of various

statistics on demographic variables, on action rates and on genetic properties.

I believe this simulation will be of use to future research into ethics and

ethical behaviour. In particular, the design is both simple and extensible and

thus can be adapted easily to new problems. Actions, observations and decision-

functions can all be plugged in and out, new entities beyond agents and food

can be added and board topologies easily changed.

While I believe there is merit to the (common) practice of creating simula-

tions from scratch, I also believe that sharing code in this case will be especially

fruitful. As is always the case, sharing code makes it much easier to identify

and test the assumptions of fellow researchers as well as making it simpler to

spot bugs. The advantage of code sharing is often defeated by each simulation

researcher’s need to tackle what is often a very different problem. However, as

described in Section 4.9.1, many evolutionarily ethical problems have a simi-

lar structure: typically, we want to investigate how an action fares in different

social and natural environments, or we want to compare the ethical value of dif-

ferent worlds. While a single simulation will never serve all our needs, a readily
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available starting point will make development much easier and, ultimately, will

make our final results more reliable and more easily communicated to others.4

4The latest incarnation of the simulation, called Eve, is available from
http://voracity.org.



Chapter 6

Altruistic suicide

6.1 Introduction and background

In this first set of experiments, I explore both the evolutionary stability of

altruistic suicide and its ethical nature. While human suicide is clearly the

form with which we are all most familiar, my focus here is on suicide in general.

The way in which evolution has shaped suicide will of course affect its ethical

value, but the effect need not be straightforward. For instance, those suffering

painful and incurable illnesses sometimes commit suicide, but this could simply

be an evolutionary by-product of the desire to end pain, rather than the result

of direct adaptation (see the discussion of by-products and adaptations in Sec-

tion 2.1.1). However, there may be cases in which positive selection pressure

acts on suicide itself. If so, it must be the case that others, probably kin, benefit

from the suicide and the suicide will likely be altruistic. An altruistic act may

be defined as any act that harms the actor and benefits others. In this chapter,

I explore suicide of exactly this kind.1

In this chapter, I explore the evolution of potentially ethical altruistic sui-

cide. In the following, I explain the existing evolutionary theories of suicide

1Note that I do not consider Durkheim’s concept of altruistic suicide, in which an individual
commits suicide because of an overly strong attachment to, and a belief it will benefit, society
(rather than kin more specifically). There are, of course, similarities.
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and then outline some of the ethical issues. I then discuss the design of the

simulation specific to the suicide experiments. This is followed by the experi-

ments, including the evolution of suicide under seasonal and constant-rate food

conditions and an experiment exploring the evolution of yeast-like suicide.

6.1.1 The evolution of suicide

Just as we find it difficult to explain the existence of natural death, we find

it difficult to explain suicide, particularly its prevalence in our own species.

Suicide may have an adaptive explanation, though there are several hurdles

we must first overcome before developing one. The simplest evolutionary ap-

proaches focus on individual survival and reproduction, but individuals who

commit suicide put an end to both; suicide is thus impossible to explain at this

level. Instead, we need to take into account the effect on genetic relatives, be

they viable offspring as with individual selection, or (more generally) all rela-

tives as with kin selection. Still, suicide poses a problem even for kin selection,

since individuals who commit suicide also prevent themselves from helping kin.

For suicide to be adaptive, the individual’s continued existence must somehow

be a burden overall to its kin.

DeCatanzaro (1986) has developed a simple mathematical model based

heavily on kin selection and the idea of burden to clarify when suicide may

be adaptive. The model, which has received some moderate empirical support

(for example, see Joiner Jr et al. 2002; Brown et al. 1999; deCatanzaro 1995),

can be summarised by the following equation:

ψi = ρi +
∑

k

bkρkrk (6.1)

where i is an individual and k a member of its kin, ρi (or ρk) is the remaining

reproductive potential of individual i (or k), bk is the coefficient of benefit

or cost to the reproduction of k given the continued existence of i, and rk
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is the coefficient of genetic relatedness between i and k. ψi, then, describes

the adaptive value of continued existence. Assuming an ideal adaptation to

the environment, ψi < 0 dictates that the individual will end their existence,

ψi > 0 dictates that they will continue their existence, and ψi = 0 dictates that

they will be indifferent. The quantity
∑

k bkρkrk describes the total benefit or

burden the individual has on its kin. When the quantity is sufficiently negative,

then ψi < 0 and the individual will commit suicide.2

It may be argued that suicide can evolve even when an individual is not

a burden on its kin, so long as suicide boosts the reproductive potential of

kin sufficiently. But this case is already handled by the equation — we can

observe that not boosting the reproductive potential of kin by remaining alive

is a kind of burden on the reproductive potential of kin, which fits with the

interpretation of bk in Equation 6.1. Strictly speaking, this is a wrong usage

of the term ‘burden’, but it will suffice for most evolutionary discussions of

suicide.3

While suicide may be a solution to the evolutionary problem of burden on

kin, there may be other solutions. Take an example given by deCatanzaro

(1986) of an infirm 75 year old female who is supported by her financially

pressed daughter with children of her own. If we set aside our intuitions, we

realise that the burden on the daughter here need not exist — the mother can

refuse to accept any aid, or the daughter can refuse to give aid to her mother.

Thus, suicide is just one of several strategies that may evolve to deal with the

burden in this case. This is also true of many other situations (perhaps all) in

which suicide can be a solution to the evolutionary problem of burden on kin;

in such cases, suicide is a sufficient adaptation, but not a necessary adaptation.

2Or perhaps die ‘naturally’ — but natural death is not the purview of this chapter; however,
see Mitteldorf (2002) and Woodberry et al. (2005) for simulations involving the evolution of
aging.

3I believe it is a wrong usage just because of a special case: namely, suicide to save the life
of a relative. In this case, if the individual chooses not to suicide, the relative cannot endure

a burden, since they are not alive to endure it.
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If there are multiple strategies that can evolve, it is not clear whether suicide

specifically will become evolutionarily stable. However, if suicide can evolve

quicker or more easily than other strategies (for example, quicker than refusal

of aid by the mother or daughter as in the example), then it will neutralise

the evolutionary advantage of those other strategies. That is, once suicide is

common, natural selection will no longer act to promote the spread of other

strategies.

Thus, if suicide is to become evolutionarily stable, then either 1) there must

be no other strategies for dealing with burden, or 2) suicide must evolve quicker

or more easily than the alternative strategies for dealing with burden. In my

simulations, the burden that each agent places on other agents involves the

consumption of common food and participation in fruitless mating. When the

burden is severe, agents may evolve to refrain from eating and mating, or,

alternatively, suicide may evolve — spreading more quickly, since it is a readily

available act that puts a certain end to these other acts.

6.1.2 The ethical nature of altruistic suicide

The ethical value of suicide is ordinarily discussed in the context of self-interested

suicide — that is, when an individual performs suicide to end or prevent their

own pain. According to utilitarianism, if no-one else is affected by such a sui-

cide, then these acts are ethical so long as the expected utility of remaining alive

is negative. Further, the discussion frequently centres on assisted suicide (or

euthanasia) — understandably, since the most difficult ethical issues lie there.

However, the ethical value of altruistic suicide is not often discussed. As

deCatanzaro (1981) notes, “suicide is assumed to be an undesirable social prob-

lem,” and thus something to be eliminated, while labelling some suicides ‘al-

truistic’ may appear to put suicide in a positive light. Nevertheless, suicide can

be done for altruistic reasons. There are several notable examples amongst hu-

mans. Kamikaze pilots volunteered for their missions at least in part because
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they believed it would help the Japanese war effort (Lamont-Brown 1997).

Samurai warriors before them observed the ritual of seppuku (ritual suicide)

as an honourable alternative to defeat by the enemy (Ikegami 1995), arguably

benefiting the family of the warrior. Also, there are the suicide bombers of

today who, in a similar vein, believe they can benefit their cause with their

suicide.

I describe these cases of seemingly extraordinary altruistic suicide because

they are notable and well-recorded, however altruism appears to be a theme

that runs through many other suicides as well. For example, Joiner Jr et al.

(2002) describe an analysis of suicide notes showing that completed suicide is

most strongly correlated with a sense that loved ones (often kin) will be better

off without the suiciding individual. Brown et al. (1999) describe a survey of

university students showing that suicidal ideation is correlated with a belief that

it would benefit kin. Finally, deCatanzaro (1995) has also gathered evidence

showing that suicidal ideation and behaviour is correlated with a perception of

burden on kin.

Altruistic suicide is not necessarily ethical. As noted earlier, for any act

to be altruistic, it has to harm oneself and benefit others — but the benefit

may be less than the harm, and thus the altruistic act would be unethical on

utilitarian grounds. Further, if we take a more narrow view of altruism, then the

only requirement is to benefit some other individuals, not all other individuals.

Thus, we might classify kamikaze pilots and suicide bombers as altruistic, since

they harm themselves while benefiting allies, but nevertheless unethical if they

cause more total harm than good.
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6.2 Simulation design

I will now discuss the design of the simulation and experiments, though only

those parts that are unique to this chapter. For the general design of the simula-

tion, see Chapter 5. A good place to begin is with the table of parameters given

in Table 6.1 and 6.2, which also serve as a convenient reference for the setup of

the simulation. The main varying parameters are the food distribution function

(fdf) and the actions parameter, with most other parameters holding a fixed

value for this chapter. I describe the varying and important fixed parameters,

and my reasons for their selected values, in the next two sections.

6.2.1 Varying parameters

Food distribution function

The fdf can either be a seasonal or a constant-rate food supply function (for

a graph of food actually generated in the two run sets, see Figure 6.1a). A

seasonal food supply involves generating food for the agents according to a sine

wave over time. The sinusoid has a period of 60 cycles, and a range of 0 to 120

food units (and thus it has a magnitude of 60 food units). I call this function

a seasonal food distribution function for the obvious reason that it produces

regular cycles of peaks and troughs in food supply. In contrast, a constant-rate

food supply involves generating food at a constant amount per cycle. I choose

these two fdf’s to investigate so that I can contrast a run set in which agents

live in static environments (constant-rate food), to a run set in which agents

are regularly put under pressure (such as in the troughs of seasonal food).

Actions

The actions parameter varies for the experiment on suicide’s ethical value (Sec-

tion 6.8). In particular, one run set for that experiment will include suicide in

the possible set of acts, while another run set will exclude suicide. I do this
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so as to compare the total utilities from both these simulations to see whether

suicide produces more (or less) ethical worlds. In a later experiment, I also

replace suicide with yeast-like suicide (see Section 6.6).

The list of possible acts for these experiments include eating, mating, walk-

ing, turning and suicide. I describe the first four of these acts in Section 5.2.8

and suicide next.

Suicide The implementation of suicide is simple: an agent that chooses sui-

cide will immediately die. I do not investigate indirect means of achieving

suicide (such as starvation) and there is no difference between attempted and

completed suicide. Finally, suicide does not contribute to an agent’s utility

(that is, the act is assigned neither a positive nor negative utility).

6.2.2 Fixed parameters

Observations

Agents can observe the following four observables: self-age, self-health, global-

food-density and global-population-density. Age and health are included be-

cause I believe they are pertinent variables in making adaptive decisions about

suicide (indeed, they are pertinent in almost any adaptive decision). I include

the global densities of food and population since these are likely to be good

indicators of current and future pressure on the food available. They are global

densities so that agents can evolve against simpler observation patterns — local

densities will be prone to much more noise than global densities.

Health and utility

The health effects and utilities that flow from the outcomes of an agent’s actions

are shown in Table 6.2. For any case in which it is possible for an action to fail, I

have set the health effect and utility to 0. I chose the health effects and utilities

so that they accorded with what seems the case in our own and other species.
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The specific numbers are not important (as is also true of the parameters in

Table 6.1); rather, it is the qualitative relations between numbers. For instance,

agents derive more utility from mating than eating, and more utility from eating

than walking. We can be even less concerned with the specific values of health

effects than for those of utility (at least, for my purposes).

Decision-function: Production rules

The decision-function for the simulations in this chapter (that is, that organ

of the agent which maps observations to acts that the agent will perform) is

the production rules decision-function, described in Section 5.4.1. To recap,

this decision-function is a set of condition-action rules, where each condition is

a set of tests on the observables of the agent’s environment, and each ‘action’

is actually an action-distribution — a probability distribution over actions.

When the agent is given a turn to choose an action, it finds the first matching

condition, and then samples the action-distribution linked to that condition to

find the action it will perform. Agents also have a default action-distribution

that is used if no condition is matched. For more detailed discussion, refer to

Section 5.4.1.

6.2.3 A brief discussion of alternative parameters

Most of the parameters from Table 6.1 are fixed parameters for this chapter.

It is appropriate to ask how robust the results are when these parameters are

varied. While I did not always have time to explore the effect of variations in

parameters that were not of primary causal interest, I often changed parameters

during the course of experimentation. These changes rarely altered the results

of the simulations from what I will describe.4

4A comprehensive log of my results can be found at
http://voracity.org/dissertation/results/.
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Parameter Value(s)

Food distribution
function (fdf)

Seasonal (sinusoid with period of 60 cycles and mag-
nitude of 60 food units) or
Constant rate (60 food units per cycle)

Actions Eat, Mate, Walk, Turn, Suicide

Observations Self-age, Self-health, Global-food-density, Global-
population-density

Board size 6x6

Maximum entities
per cell

Effectively unlimited

Mating neighbour-
hood

1x1

Eating neighbour-
hood

1x1

Observation neigh-
bourhood

Global (i.e. observations are of the entire board)

Initial number of
agents

1000

Initial health of
agents at cycle 0

200

Agent age limit N(80, 22) cycles

Health obtainable
from food

70 health units

Health required for
mating

200 health units

Parental investment 50 health units from each parent (equal to the mating
health effect in the table below)

Genome type Production rules (variable length; see discussion in
Section 5.4.1)

Action probability
mutation

Initially generated mutation rates: N(0, 0.012), Meta-
mutation rate: N(0, 0.0052)

Condition value mu-
tation

Initially generated mutation rates: N(0, 12), Meta-
mutation rate: N(0, 0.052)

Condition operator
mutation

Initially generated mutation rates:N(0, 0.0052), Meta-
mutation rate: N(0, 0.052)

Miscellaneous No sexes

Table 6.1: Parameters of the altruistic suicide simulation
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Success Failure
Utility Health Utility Health

Walk 5 -10 0 0

Turn 1 -2 - -

Eat 10 ∼70 0 0

Mate 25 -50 0 0

Suicide 0 -all health - -

Table 6.2: The utilities and health effects associated with the outcomes of
actions. A dash indicates that the outcome for the action in that row is not
possible

6.3 Basic demographics and orientation

In this section, I aim to provide a context for the coming results (or to give a

‘feel’ for the simulation) and to provide some initial validation of the simulation.

To this end, I have assembled a handful of graphs (Figure 6.1) that cover some

of the relevant demographics of the simulations.

Figure 6.1a shows the food generated over the course of both the seasonal

food and constant-rate food run sets. Note that, since each cell can hold a

limitless number of entities, there is always space for the new food that is

generated each cycle.

Figure 6.1b shows the populations over time for both run sets. In both,

there is a large initial drop in agent numbers, which is due to the high genetic

probability of suicide at the beginning.5 Population numbers recover most

quickly in the constant-rate food run set, but within 500 cycles, the average

population numbers (over time) for both run sets are about the same (roughly

930). Thus, the population density on the board is roughly 26 agents per cell

on average (and between 18 and 34 agents per cell for the troughs and peaks

in seasonal food, respectively).

Figure 6.1c shows the average age of agents over time in both run sets. This

increases and then stabilises after about 500 cycles, giving an average age of

35-40 cycles. In the seasonal food simulations, average age is roughly positively

5In other simulations that do not contain suicide, this drop is not present.
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Figure 6.1: (a) Food generated over time for the constant-rate and seasonal
food supply simulations. (b) Population numbers over time. (c) Average age
over time. (d) Average health over time. (Taken from typical seasonal and
constant-rate simulation runs.)

correlated with the amount of food generated. However, just before the peak,

and for a little while after the peak in generated food, the average age drops

dramatically. This corresponds to a large number of births at this point in

the cycle (the number of births peak just after the peak in generated food).

Average age is higher before a peak in food than after a peak (as would be

expected, due to the corresponding peak in births). Further, the average age

is higher in the constant-rate food simulations, as we would expect, since life

should be easier there.

Finally, Figure 6.1d shows the average health of agents over time in both

run sets. The health of the first (randomly generated) agents is set to two

times the health of newborns (i.e. 200 units of health). This can be seen in the

initially high health from the early part of the graph; the early peak in health in

the constant-rate food run set is particularly noticeable. However, the average

health eventually settles down to near 150 units of health. Interestingly, in the
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seasonal food run set, the average health peaks just barely above 200 units of

health, which, if you recall, is the required health for mating. Like age, health

is also positively correlated with the amount of food generated; in contrast to

age, the correlation is without qualification. Also, average health is higher after

a peak in food than before a peak in food. Finally, health is higher in the

constant-rate food run set than in the seasonal food run set, again, as we would

expect.

This covers most of the relevant demographics from the simulations. I now

move to the heart of the chapter, which is the experimental investigation of

suicide.

6.4 Experiment: The evolutionary stability of sui-

cide

In this section, I establish whether suicide can be part of an evolutionarily stable

strategy (ESS). Recall from Section 2.1.5 that for a strategy to be an ESS, it

must be capable of resisting invasion from any mutant strategy. Ordinarily, we

would use analysis to test a strategy for evolutionary stability. This is not an

option here; as with most simulations, mine would be far too complicated to

analyse to the required degree. Instead, I will need to decide it experimentally.

That is, I will need to show that in the results of my simulations an ESS with

suicide resists invasion from mutant strategies that do not contain suicide.

However, before progressing to this demonstration, I note that this does not

simply reduce to showing that the rate of suicide is greater than 0 throughout

a run set. Suicide can occur at a stable rate if continually reintroduced by

mutation. This is something we would like to ignore. This is especially true

due to the artificial ease with which this can occur in my simulation. The ability

to suicide can never disappear from the gene pool; it is always a single mutation
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away. Thus, we will need to do more than show that the stable rate of suicide

is greater than 0.

One way in which we can easily establish that suicide is an essential part of

an ESS is by comparing two suitably similar situations in which evolutionary

change has settled. By ‘suitably similar’ situations, I mean two situations in

which mutation is expected to reintroduce suicide at the same rate. Thus, if

we have 2 situations with suicide rates si and sj, and a rate of reintroduction

due to mutation sm for both situations, then we must have:

si ≥ sm (6.2)

sj ≥ sm (6.3)

If we can then show that the rate of suicide is greater in one situation, say,

si > sj, then si > sj ≥ sm or:

si > sm (6.4)

Recall that the definition of an ESS is an evolutionary strategy that is capable

of resisting invasion from any competing strategy. Here, si resists invasion from

strategies containing lower values of si, where si ≥ sm — hence, si is part of

an ESS.

There is one more problem to overcome before we can proceed to a test. To

compare the rate of suicide in two situations that differ in population numbers,

we cannot simply take the suicide rate to be the number of suicides per unit

time. We will need to adjust for the differences in population — that is, we

will need to measure something like the number of suicides per unit time per

capita. This statistic will also be inaccurate if the population changes size over

the unit time, as is the case here. Fortunately, as noted in Section 5.5, the

simulation allows the collection of an exact statistic for the suicide rate: the

number of suicides per unit time per agent turn, or the rate of suicides chosen
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Figure 6.2: (a) Suicides chosen as a proportion of all acts chosen for constant-
rate and seasonal food supply. (b) A close-up view of the last 250 cycles (50
epochs) of a. (c) A close-up view of the population graph over the last 250
cycles (50 epochs)

as a proportion of all actions chosen. Taking the unit of time as the epoch

(the statistics collection period, which is 5 cycles in length), this gives us the

following statistic:

Counte(suicide)
∑

j Counte(aj)
(6.5)

where e is a given epoch, aj is one of the actions available to agents and

Counte(a) is a count of the number of times the action a was performed in

the epoch e. Since an agent always chooses some action when given a turn, the

denominator is equivalent to a count of all the times agents are given a turn to

choose an action within an epoch.

With the suicide rate in hand, we can now establish whether suicide is

part of an ESS in my simulations. Figure 6.2a shows the graph over time of

the suicide rate for both seasonal and constant-rate food for the average of 44

simulations and 39 simulations, respectively.6 The suicide rate starts off very

6These are the largest number of simulations that could be run in the time available.
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high (at around 0.2 or 20% of all actions chosen). This is because it is generated

randomly such that it is equiprobable amongst all the actions. However, the

rate quickly drops thereafter and, for the seasonal food simulations, stabilises

into a cyclical pattern in short time. Looking towards the end of the run set

in Figure 6.2b, when evolution has stabilised, we can see the cyclical nature of

the suicides in the seasonal food simulations more clearly. In particular, we can

compare it to the graph in Figure 6.2c (a graph of population over the same

period as Figure 6.2b) to see that the peaks in the suicide rate correspond to

the peaks in population.

The graphs clearly show that the suicide rate is above the reintroduction

rate due to mutation. There are several indications for this. To begin, the

suicide rate in the constant food run set, sc, must be greater than or equal to

the reintroduction rate due to mutation, smc
, by definition. Further, the average

peak suicide rate in the seasonal food run set, sp, clearly satisfies sp > sc. If the

reintroduction rate due to mutation is equal in both simulations, then we will

have established that suicide here is part of an ESS — though, unfortunately,

it is not easy to tell whether this is so. However, other than the changed food

distribution functions, the parameters and conditions of the two run sets are

identical so we would suspect that they are indeed the same. Perhaps more

convincingly, we can note that sms
cannot be cyclical, and then note that the

suicide rate at the peaks is greater than the suicide rate at the troughs, which

a significance test confirms (t(22) = 18.5, p < 0.01).

It is interesting to note that, if sms
and smc

are roughly equal, then the

average rate of suicide in constant-rate food simulations is less than the average

rate of suicide in the seasonal food simulations (a rate of 0.0033 compared to

0.0039 over the last 450 cycles). This potentially means that suicide has less

adaptive value in the constant-rate food run set than in the seasonal food run

set. While this effect is not as strong as I had initially expected, it is nevertheless

still evident.
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Figure 6.3: Distributions of (a) age and (b) health amongst agents that suicide
and amongst the general agent population

Thus, we can see that suicide cannot be explained by spurious causes that

do not involve adaptation. In the next section, we will look at what the causes

of suicide may be by examining the conditions under which suicide is part of

an ESS.

6.5 Possible causes of the evolutionary stability of

suicide

In my simulations, determining the conditions under which suicide is part of an

ESS is equivalent to discovering some of the ESS of which suicide is a part. For

example, were we to discover that suicide occurs more frequently in droughts,

then suicide is clearly part of an ESS which specifies that an agent will suicide

with higher probability in droughts. The exact form of the ESS will not, and

very likely cannot, be clear; what we consider part of a strategy is arbitrary, and

I am not proposing any particular strategies to investigate. Rather, I wish to

establish some of the traits that an ESS containing suicide can have. In doing

so, we can gain an understanding of the kinds of situation in which suicide is

adaptive.

6.5.1 Properties of agents that suicide

Figure 6.3 compares the distributions of age and health for those that suicide

against the same distributions for the entire population in the seasonal food run
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set.7 In looking at the two distributions for age (Figure 6.3a), we can note with

some surprise that the bulk of suicides are performed by younger agents. This

is also evident in Figure 6.3b, which shows the distributions of health amongst

suiciding agents and the entire population. In this figure, it is clear that most

of the agents that suicide have health around that of a newborn (i.e. 100 health

units). Perhaps the reason for so many suicides amongst youth is because the

young have relatively low health; thus, if an unexpected change in conditions

occur, young, unhealthy agents may struggle to survive and put at risk the

survival of siblings and other kin by eating their share of food.

More intuitively, there is a relative sparsity of suicides performed by middle-

aged agents, which is no doubt due to such agents having reasonable health

and a good chance at future reproduction. Finally, there is a peak in suicides

performed by older agents. Older agents are likely to be healthy, especially since

health does not deteriorate with age; but their chances at future reproduction

will be low, since they will soon encounter the reaper in the form of their

maximum age (see Table 6.1).

So far, I have only looked at correlations between agent properties and acts

of suicide. As such, I have been treating agents like black-boxes — looking at

how inputs (age and health) are correlated to outputs (suicide versus any act).

In the next section, I look at how these correlations arise due to the evolved

genomes of agents.

6.5.2 A look at the genetic causes of suicide

As I have described in Section 6.2, the agent genome consists of a list of

condition-action rules. Each rule matches on a set of observations of agent

properties and environmental conditions and, if matched, returns a probability

distribution over the agent’s possible actions. Thus, we can discover what the

agent’s probability of choosing an act, a, will be given a set of observations, o,

7Note that the investigations in the rest of the chapter will all be focused on the seasonal
food run set.
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simply by reading the probability distribution over actions, PD(o), that would

be returned for those observations.

We can get an idea of what the agents in my simulation will do under various

conditions by passing a set of observations to a sample of agents, and averaging

over the returned probability vectors. This gives us the average probability

distribution for a set of observations:

PDµ =

∑n
i PDi(o)

n
(6.6)

where PDi(o) is the distribution returned by the ith agent given the observa-

tions o.

If we are interested in producing a general picture of the agents’ genomes,

we should choose observations that cover many of the environments that agents

will encounter. One of the several ways we can do this is to choose extreme high

and extreme low values for each of the four observations, and run through all

the combinations.8 One of the reasons this can work well is due to the particular

structure of genomes. Matching conditions will contain less-than, greater-than

or don’t-care operators. There is only one such operator per observable in each

rule. For example, a rule may contain ‘age < 20’ or ‘age > 10’, but not both.

In this example, these two conditions match the observable ranges (−∞, 20)

and (10,∞), respectively. In general, a condition will only ever have a range

that has at least one end unbounded — a range of the form (−∞, a), [a,∞) or,

for don’t care operators, (−∞,∞). That a condition is part of a rule does not

change anything, since each condition in a rule tests a unique observation.

While the genetic conditions match on ranges with at least one unbounded

end, the actual possible observations are always bounded on both ends; for

example, age will almost certainly be between 0 and 100 (there may be rare

circumstances in which it exceeds 100). This suggests that we can trigger all

8Of course, this is only feasible due to the very small number of observations that agents
make.
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Figure 6.4: (a) Genetic suicide map showing the probabilities of suicide given
high and low extreme values for the observables. A, P, H and F stand for
age, population density, health and food density, respectively. ‘1’ indicates
an extreme high, while ‘0’ indicates an extreme low. These observables have
been ordered deliberately to show the increasing scale of suicide probabilities.
(b) The difference in suicide probabilities for each observable’s high and low
extreme values

of the interesting rules by passing in observations that exceed the bounds of

actual possible observations.9 Suppose we have a set of observations oa, in

which age is an extreme low observation. In that case, PDi(oa) will give us the

probability distribution that agent i will return. This probability distribution

will be from the first rule in i’s genome with a condition of the form ‘age <

x’ or ‘age: don’t care’ (and for which the remaining conditions in the rule are

satisfied by the remaining observations). If we do this for all agents to obtain

the average PDµ(oa), we can get some idea of what younger agents will do

(given fixed combinations of all the other observations). We can then form all

16 combinations of observation extremes, ok (k = 1..16), calculate PDµ(ok) for

all k, and graph the resultant suicide probabilities.

The resultant graph will not be a perfect picture of what agents typically do

— we may miss important parts of the genome if earlier rules uncharacteristi-

cally hide later ones, or if we make matches against ‘junk’ genetic material. The

degree to which these problems will interfere is debatable. However, it seems

reasonable to believe that the average probability distribution under each com-

bination of observation extremes will give us some idea of typical behaviour.

9In contrast, if conditions matched on bounded observable ranges, such as (b, c), then
passing in extremes such as a and d (such that a < b and d > c) would not trigger any
interesting rules, because they would always fall outside the range that is matched on.
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Figure 6.4a is a genetic map of agents for suicide (again from the seasonal

food run set). Along the horizontal axis are all the combinations of observation

extremes; 0 indicates extreme low, 1 extreme high. The vertical axis indicates

the suicide probabilities returned for those extreme environments. There is

a clear variation in the probability of suicide dependent on environment. It

appears as though extreme highs in each of the observations gives a higher

probability of suicide.

We can see which observation has the greatest effect by taking each observa-

tion in turn and doing the following. We subtract the average suicide probability

in all the environments with extreme lows for that observation from the suicide

probability in all the environments with extreme highs for that observation. For

example, if {oa} is all the sets of observations with minimum age and {oA} is all

the sets of observations with maximum age, we take PDµ({oA})− PDµ({oa}).

The result is Figure 6.4b. As can be seen, there is a clear correlation between

old age and suicide, which suggests that old age is a stronger genetic trigger

than very early youth for suicide, but the conditions are not expressed in the

simulation runs as often. Also note that there is a smaller correlation between

high population density and suicide and, curiously, a small positive correlation

with high health — though we shall shortly see a reason for this latter result.

It would also be interesting to discover the average genetic probability of

suicide that is returned for the full range of each observation. Figure 6.5 shows

this for age, population density and health. The graphs on the left show the

frequency distributions for these observations under normal conditions, while

the graphs on the right show the suicide probability returned for given values

of the observation. For the age and health graphs, we might expect to produce

similar graphs to those in Figure 6.3. Indeed, the graphs for age look quite

similar, with the same pronounced peak in suicide probabilities for the very

young and for the very old. However, the graph of suicide probabilities for

health (Figure 6.5d) looks vastly different. This is not so surprising as it may
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at first seem. The graph only shows what suicide probabilities are returned

for given values of health. It does not indicate how frequently those values

of health occur. As can be seen in Figure 6.5c, the frequency of higher health

agents is very low indeed. Thus, looking back at Figure 6.5d, the spike in suicide

probabilities around 100 health units is many times more significant than the

later volatile peaks in the probabilities of suicide. Here we can deduce that it

is these late, rarely triggered, peaks that are responsible for skewing the earlier

graph from Figure 6.4b in favour of high health, since there we looked at the

genomes separately from the environment in which they evolved.

Turning to the last of these graphs, we have the suicide probabilities re-

turned for various population densities in Figure 6.4f. This graph is very noisy

in comparison to the other graphs (possibly due to the greater number of sam-

pling groups). However, we can just make out a positive correlation between

suicide probabilities and populations between 600 and 1000 (with correlation

coefficient of 0.49). Interestingly, with populations between 1000 and 1300 there

is a negative correlation (correlation coefficient of -0.25), albeit it with a more

gentle gradient.

We might be able to extract some more information from these kinds of

graphs by including only the rules that contain less than (or greater than)

genetic conditions. Let us call rules that contain less than age genetic conditions

‘less-than-rules’. If we submit the extreme low value for age (i.e. 0) to all the

agent genomes, then every less-than-rule (that occurs prior to other less-than-

rules in the genome) will return their probability distribution. As we increase

the value for age, fewer less-than-rules will match, but those that do match will

match a large range of ages. Thus, the graphs will allow us to see the difference

between the most general less-than-rules (which match the largest age range)

and all other less-than-rules. We would expect the most general less-than-

rules to have the lowest probability of suicide, since suicide is presumably only

adaptive under specific conditions. However, this will be complicated by the



172 CHAPTER 6. ALTRUISTIC SUICIDE

 0
 500

 1000
 1500
 2000
 2500
 3000
 3500
 4000
 4500

 0  10  20  30  40  50  60  70  80

Fr
eq

ue
nc

y 
of

 a
ge

Age (in cycles)

(a)

 0

 0.005

 0.01

 0.015

 0.02

 0.025

 0.03

 0.035

 0  10  20  30  40  50  60  70  80A
ve

ra
ge

 s
ui

ci
de

 p
ro

ba
bi

lit
y

in
 r

ul
es

 tr
ig

ge
re

d 
by

 a
ge

Age (in cycles)

(b)

 0
 500

 1000
 1500
 2000
 2500
 3000
 3500
 4000
 4500
 5000

 0  100  200  300  400  500  600

Fr
eq

ue
nc

y 
of

 h
ea

lth

Health (in health units)

(c)

 0

 0.02

 0.04

 0.06

 0.08

 0.1

 0  100  200  300  400  500  600A
ve

ra
ge

 s
ui

ci
de

 p
ro

ba
bi

lit
y

 in
 r

ul
e 

tr
ig

ge
re

d 
by

 h
ea

lth
Health (in health units)

(d)

 0

 100

 200

 300

 400

 500

 600

 700

 600  700  800  900  1000 1100 1200 1300 1400

Fr
eq

ue
nc

y 
of

 p
op

ul
at

io
n

Population

(e)

 0
 0.002
 0.004
 0.006
 0.008
 0.01

 0.012
 0.014
 0.016
 0.018

 600  700  800  900 1000 1100 1200 1300 1400A
ve

ra
ge

 s
ui

ci
de

 p
ro

ba
bi

lit
y

in
 r

ul
es

 tr
ig

ge
re

d 
by

 p
op

ul
at

io
n

Population

(f)

Figure 6.5: The graphs on the left (a, c and e) show the frequency distributions
of the observable throughout the general agent population. The graphs on the
right (b, d and f) show the average probability of suicide over the range of an
observable
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Figure 6.6: (a) The average probability of suicide for rules that contain an age
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fact that we are only looking at one observation at a time (and suicide might

have an average positive adaptive value in other conditions). There may also,

again, be complications with respect to how frequently such rules appear.

Figure 6.6a shows the result of this process for rules containing ‘age < x’

conditions. It is quite clear that as the condition becomes more focused on

youth, the suicide probability increases. In contrast, Figure 6.6b, which shows

suicide probabilities for rules containing ‘age > x’ conditions, does not show

the same pattern. From around age 60 cycles and older, there is a marked

correlation between age and suicide probability. However, there is no such

correlation for earlier ages. This is probably due to the rarity of these rules.

It may also contribute to the dominance of high age in Figure 6.4b, since the

average suicide probability in Figure 6.6b is greater than that for Figure 6.6a.

6.5.3 Is kin selection possible?

Since the existence of suicide as part of an ESS in the simulation cannot be

explained without ideas of burden and, specifically, kin selection, I will now

show that kin selection occurs.

While we might agree that suicide provides a benefit to other agents, it will

be for naught if the benefit does not discriminate between kin and strangers.

In particular, suppose an agent’s suicide is just as likely to contribute to a

competing strategy’s fitness as to contribute to a strategy of which it is part.

In that case, kin selection cannot promote suicide, since suicide would provide

no differential advantage to its own propagation (but would incur obvious fitness

costs). Thus, we need to check that suicide provides more benefit to kin than

strangers.

The kind of benefits that suicide can provide (in freeing up resources) will

be localised to the neighbourhood around the suiciding agent. Thus, we would

like to check that the nearer an agent is to another agent, the more closely

related it is likely to be. There are two properties that we can use to establish
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this: genetic similarity (or genetic distance) and relatedness. Note that these

are properties of pairs of agents (and not of greater or fewer agents). If we can

compare each of these properties to the distance between the pair of agents, we

can discover how well suicide can discriminate between kin and other agents.

To measure genetic distance between a pair of agents, a and b, I proceed as

follows. I randomly generate a set of observations, ok, and find the probability

distributions returned for both of the agents (PDa(ok) and PDb(ok)). Then, I

take the magnitude of the difference vector (the difference distribution) between

these two distributions. I do this for many ok, and then take the root mean of

the results. Thus, the genetic distance D(a, b) between two agents is given by:

D(a, b) =

√

√

√

√

n
∑

j

||PDa(ok) − PDb(ok)||

n
(6.7)

To compare genetic distance to physical distance, I calculate the correlation

between genetic distance and Manhattan distance for 30 randomly selected pairs

of agents. The Manhattan distance is the sum of the x- and y-translations

needed to move from one cell to another.10 Although there is only a small

linear correlation of 0.039 between genetic distance and Manhattan distance

(measured during the early epochs 0 – 20, when the population genetics is

undergoing the greatest change), this was statistically significant (p < 0.001).

Figure 6.7a shows the correlations of genetic distance to Manhattan dis-

tance over time. The graph shows a positive correlation during the early part

of the simulation. However, as the simulation progresses, the correlation drops.

This is what we would expect after rapid early evolution followed by an equilib-

rium state with a mostly homogeneous population. Figure 6.7b supports this

hypothesis, showing a reduction in the general population’s genetic diversity

over time. To measure genetic diversity for a group of agents, α, (as opposed

to genetic distance for a pair of agents), I simply use the following:

10I used this for simplicity, although agents are capable of diagonal motion.
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Figure 6.7: (a) Correlation between genetic diversity and Manhattan distance,
along with confidence intervals around the correlations. (b) Average genetic
diversity throughout the general agent population

GD(α) =

∑n
i,j∈αD(i, j)

n
, i 6= j (6.8)

We can also check for a correlation between relatedness and distance. Due

to the computational overhead of tracking all relations between all agents, the

degree of relatedness is estimated by comparing selectively neutral bit-strings

in each agents genome, that are subject to crossover and mutation. In contrast

to genetic diversity, relatedness cannot diminish through the course of the sim-

ulation and allows us to check for the possibility of kin selection later on in the

simulations. To give a more direct feel for the connection between distance and

relatedness, I will demonstrate the correlations visually. Figure 6.8 shows two

images of a simulation board (not from the simulations discussed thus far). To

make the visualisation clear, the board is expanded from the small 6x6 grid, to

a larger 50x50 grid with only 1 entity per cell. This might seem a big change,

but there is little difference to the way agents interact locally; further, my brief

experiments have shown no difference in results. Blocks with colours from light

grey to black are agents. Food is not shown. The darkest block in each image is

a randomly selected agent against which we compare all the other agents. The

colour (or, rather, luminosity) of all the other agent blocks represents the de-

gree of relatedness between those agents and the randomly selected agent. The
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(a) (b)

Figure 6.8: (a) An image of a 50x50 simulation board (1 item per cell) mid-way
through a single simulation, showing relatedness to a randomly selected agent
(shown as the darkest block). Luminosity indicates the degree of relatedness,
with darker blocks indicating closer relatedness. (b) As per a, but selected at
a later point in time and with a different agent

darker the agent block, the more closely related that agent is to the randomly

selected agent.

As can be seen from the images, the most highly related agents are clustered

around the randomly selected agent, again lending support to the existence of

kin selection.

6.6 Yeast-like suicide

Frohlich and Madeo (2000) have uncovered altruistic behaviour in yeast via

apoptosis. Apoptosis, or programmed cell death, is a common form of cell reg-

ulation in multicellular animals, where cell death can be triggered by chemical

signals (or the lack thereof) from neighbouring cells (for a review, see Ameisen

2002). However, a similar process in monocellular yeast suggests some altruistic

function. Suiciding yeast decompose in such a way as to not release damaging

enzymes, ending up as effective nutrition for neighbouring yeast cells — much
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Figure 6.9: (a) Yeast-like suicides chosen as a proportion of all actions chosen.
(b) Genetic suicide map showing the probabilities of yeast-like suicide given
high and low extreme values for the observables (cf. Figure 6.4a). (c) A close-
up view of the last 250 cycles for a. (d) A close-up view of the corresponding
250 cycle period from the previous (plain) suicide simulations

like apoptosis in animals. Since the neighbouring cells are most likely clones of

the suiciding yeast cell, the selective advantage to kin is clear.

My simulation is easily adapted to investigate the evolution of this type of

behaviour. I modified the simulation so that suiciding agents leave behind a

bundle of food of nutritive value equal to the health of the agent prior to the act

of suicide. This does not mimic yeast-like suicide exactly: nearby agents cannot

be clones of the original agent. But, as we have seen, they will likely be related

and this is what interests us. Some pertinent results of this adapted simulation

are shown in Figure 6.9 (an average of 19 simulations). In comparison to the

previous simulations, suicide rates are somewhat higher for the average, which

would be expected given its additional benefit. The troughs in particular are

higher (t(22) = 8.44, p < 0.001), while the peaks are somewhat lower, though

not quite statistically significantly so (t(22) = 3.13, p < 0.001). We can see the
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Figure 6.10: (a) Suicides chosen as a proportion of all acts chosen in simulations
with a seasonal food supply (averaged over 10 simulations). The simulations
differ to earlier ones in that stored genetic probabilities are normalised. (b) The
graph from Figure 6.2a reproduced for comparison

reason for this by looking at Figure 6.9b, which shows how suicide occurs much

more frequently under low population densities in comparison with the prior

simulation. Presumably, when population density is low, adding to the supply

of food has a substantial effect on the few (related) agents left in the agent’s

neighbourhood.

6.7 Storing normalised probabilities

As discussed in the chapter on design (Section 5.4.1), the action probabilities

that are stored in the genomes of agents are not real probabilities, but instead

floating point numbers that are converted to probabilities when sampling needs

to be done (i.e. whenever an action is to be chosen). However, we might instead

store the probabilities in their normalised form. The important difference in

doing this is that mutations cannot push genetic pseudo-probabilities below 0.

Since gaussian mutation occurs at every reproduction, this means that there

will be negligible chance that any action will have a 0 genetic (and actual)

probability. As such, we would expect the rate of infrequently performed actions

(such as suicide) to increase. This more frequent suicide rate will increase the

opportunities suicide has of being selected (and thus becoming adaptive).
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Figure 6.10a demonstrates the result of running this experiment (Figure 6.10b

is a reproduction of the suicide rate graph from Figure 6.2a). In this graph,

we can see that the entire line is pushed up and perhaps stretched a little in

comparison to Figure 6.10b (peaks occur above 0.01, and the troughs occur

above 0.005). In other words, the rate increases by at least a constant through-

out. This is perhaps not what we would expect; we might have expected the

troughs to increase, but the peaks to stay as they were. There are several pos-

sible explanations for this, though, unfortunately, there is not enough data to

choose between them. One possibility is that given the increased probability of

producing non-viable offspring, the inclusive fitness value of suicide may have

increased given the fewer viable offspring one is able to have. Another is that

agents will be more of a burden on other agents, since they will choose to mate

and eat more frequently due to the higher reintroduction rate — thus making

suicide more valuable from the perspective of inclusive fitness.

6.8 Experiment: The ethical value of suicide

So far in this chapter, we have seen that suicide can be part of an evolutionarily

stable strategy; that, in this simulated world, it is performed most frequently

by younger and less healthy agents in times of drought, but also by the very

oldest agents. We have also seen evidence that suicide is supported specifically

by kin selection. Finally, we found that yeast-like suicide altered the conditions

of the ESS, with agents preferring suicide under low population densities. I now

set aside these investigations into suicide’s evolutionary nature, and turn to its

ethical nature.

The simulation makes utilitarian calculations of the ethical value of a world

straightforward. We can simply sum the total utilities that agents obtain in

that world over the entire population. Calculating the utilitarian effect of a
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particular act such as suicide is a little more difficult. We could run a simu-

lation and look at interesting cases in which an agent can choose the act, and

then see what total utilities result if the agent does or does not choose the

act. However, this investigation of counterfactuals is very resource intensive;

a perfectly acceptable alternative (and the one I use here) is to have two run

sets. In the first run set, suicide is possible; in the second, it is not, but is

otherwise identical. We can then compare the two run sets to see whether the

availability of suicide can improve total utilities — i.e. to see whether suicide

can (on average) be ethical.

Figure 6.11a shows the cumulative total utilities for two sets of simulations,

both containing seasonal food; one set allows suicide and one set does not.11

(The ripples show the deleterious effect of drought on the utilities of the agents.)

Whereas the total utility in the simulations with suicide is initially lower, the

situation soon reverses, with the cumulative total utilities of the two simulation

types subsequently diverging. Figures 6.11b and 6.11c show that the average

utility with suicide is greater at every moment, hence the lower total utility in

the early cycles of the suicide simulations is entirely due to smaller population

size. Despite smaller early populations, it is not long before the ethical virtue

of helping others to survive droughts asserts itself in higher cumulative utility.

We should recall what is sometimes forgotten in discussions of utilitarian ethics:

the ethical value of an action depends on not just the immediate but also the

future utilities of agents. Here, the cumulative graphs of both average and total

utilities settle into a roughly linear form only after about 400 cycles. After 800

cycles, total utility tells the ethical story: in this world (that is, under the

circumstances of this simulation), suicide is often the ethical option.

11The averages of 44 simulations with suicide and of 31 simulations without suicide were
used.
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Figure 6.11: (a) Cumulative total utilities in simulations with and without the
availability of suicide. (b) As per a, but with average utilities. (c) Difference
in the average utilities between simulations with and without the availability of
suicide

6.9 Verifying the altruistic nature of suicide

We are now able to verify that the suicide in the simulation is (ethically) al-

truistic. For an act to be altruistic, it must cost the actor utility to perform

it, and benefit the utility of others (in contrast to biological altruism, in which

we substitute units of individual fitness for utility; see the discussion in Sec-

tion 2.1.4). Whether something is a net cost to an individual can be quite

complicated to decide — fortunately, in the case of suicide in my simulation,

it is straightforward. Agents always derive positive utilities throughout their

lives. Suicide prevents an agent receiving further positive utilities, so it comes

at a net cost to the agent. The question of whether suicide is altruistic then

reduces to whether other agents benefit from suicide.

Figure 6.11c shows that the average utility of agents is higher in simulations

that allow suicide. Obviously, the average utility of agents can only be calcu-

lated for agents that have not committed suicide — thus, it is the utility of
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other (non-suiciding) agents. Since suicide increases the average utility of other

agents, suicide is indeed altruistic.

We may have alternative definitions of altruism in mind. For instance, we

may consider an act to be altruistic only if it increases the total utilities of

other agents rather than their average utility — here, we would again find that

suicide is altruistic (from Figure 6.11a). We can apply still another definition:

namely, that suicide has at least some positive effect on some other agents,

but no negative effect on any other agent. While it is too difficult to decide if

this stricter form of altruism applies to the suicide in my simulations, there is

no reason to believe that suicide produces net benefits for the population by

harming a small part of it. Thus, suicide is likely altruistic in this stricter sense

as well.

6.10 Conclusion

We can fairly conclude from these simulations that there are circumstances

under which suicide can be both evolutionarily stable and ethical (under util-

itarianism). Suicide appears to have more adaptive value in the seasonal food

run set, and yeast-like suicide is slightly more adaptive than ordinary suicide

under low population densities. Surprisingly, a large number of suicides occur

amongst the young, which appears to be due to their relatively low health.

On the other hand, few of the suicides occur amongst the middle-aged, while

there is a peak in suicides by the elderly — both of which we would expect.

Furthermore, there is some correlation with high population density, and the

conditions necessary for kin selection do indeed exist — that is, that agents

live near their kin and that they can benefit them through suicide. Finally, in

simulations in which I remove the option of suicide, the resultant worlds are of

less ethical value and suicide reveals itself as altruistic.
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The presence of an ESS that makes use of suicide in my simulations suggests

that suicide need not be pathological (as an early deCatanzaro would hold; see,

for example, deCatanzaro 1981), nor outside the scope of evolution. Indeed, the

idea that suicide always has zero or negative reproductive value is clearly false.

The occasionally positive reproductive value of suicide itself gives an indication

of what the utilitarian value of suicide may be. In a stable environment, what

is of use to an individual’s reproduction is inevitably of use to the individual,

because an individual’s psychology is the product of evolution in that environ-

ment. Given that the environment in the simulation becomes stable, and given

that suicide does not harm others, then we must conclude that suicide in the

simulation is minimally ethical. More generally, we may say that whenever sui-

cide evolves in a stable environment, and whenever it does no harm to others,

suicide is ethical. The fact that suicide also contributes to the utility of kin in

these simulations only serves to increase the ethical value of suicide.
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Chapter 7

Origins of sexually dimorphic

parental investments

Evolutionary biologists have debated sexual selection since Darwin, who used

it to explain the female choosiness and male competitiveness he observed in

most species. In the middle of the last century, Bateman (1948) gave Darwin’s

observations firmer support with his experiments with Drosophila (fruit flies).

Bateman found that male Drosophila mate with as many females as possible,

while female Drosophila are more restrained, mating with just one or two males.

He speculated that this difference in behaviour is due to the difference in gamete

sizes of the two sexes, with the female’s being so much larger and therefore

more costly. Further, he suggested that the different behaviours would lead to

differences in the variabilities of reproductive success — specifically, that all

females would have roughly equal success, but some males would do very well

at the expense of other males who would do poorly.

Just over two decades later, Trivers took inspiration from Bateman’s work

and generalised the idea of dimorphic gamete cost to the idea of dimorphic

parental investment (Trivers 1972). According to Trivers, parental investment

is “any investment by the parent in an individual offspring that increases the off-

spring’s chance of surviving (and hence reproductive success) at the cost of the

185
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parent’s ability to invest in other offspring” (Trivers 1972, p. 139). Importantly,

parental investment covers any cost involved in looking after an offspring, be it

in gamete production, gestation or care after birth. The definition specifically

omits any effort put into attracting mates or competing with members of the

same sex; this kind of effort is sometimes termed ‘mating investment’, and we

are often interested in the interaction between this and parental investment

(for example, see Heath and Hadley 1998). Biologists have also identified other

related concepts, such as parental care (which occurs strictly after birth); see

Clutton-Brock (1991) for a detailed review.

The concept of parental investment allows for the explanation of many cases

involving sexual selection and the evolution of reproductive strategies. Trivers

has used it to explain Darwin’s observations of female choosiness and male

competitiveness in species where females are the higher investors (Trivers 1972).

He has also used it to explain a parent’s ability to vary offspring sex ratios in

some species (Trivers and Willard 1973), and the period of conflict that will

arise between a parent and its offspring during weaning (Trivers 1974). Others

have also found the concept helpful, using it to explain occurrences of infanticide

and abortion (Hrdy 1979; Lycett and Dunbar 1999), the greater rate of child

homicide amongst stepfathers and boyfriends (Daly and Wilson 1994), and

the perpetration of rape principally by males (Thornhill and Thornhill 1983;

Thornhill and Palmer 2000).

It is no coincidence that all of these uses of the parental investment concept

are of great ethical interest when they are applied to human behaviour. Parental

investment is a social concept, in which one individual makes sacrifices for the

benefit of others. As I have noted in the earlier chapter on ethics (Chapter 4),

an act that has social effects, has ethical implications. Therefore, so must all

acts of parental investment. To develop this into an obvious but nevertheless

odd-sounding utilitarian point, parental investment is normally an ethical act;
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for, the complete absence of investment would lead to all babies dying shortly

after birth: a clearly unethical outcome.

We would not normally consider parenting behaviour in an ethical context

because it seems so essential to whom we are and what we do — in other

words, it is an integral part of our evolved psychology. Nevertheless, we do start

considering the ethical implications of parenting behaviour when dealing with

less usual cases. I focus on two of these cases — namely, rape and abortion — in

later chapters of this dissertation. In the case of rape, I look at how the minimal

investment required of males after rape (in contrast to females, who gestate) can

lead to sexually dimorphic rape rates, as well as dimorphism in other behaviour.

In the case of abortion, I look at how unpredictable environments and different

quantities of parental investment affect females’ decisions to terminate such

investments. Both of these investigations involve exploring the consequences of

sexually dimorphic methods of investment.

However, this raises the question of how sexual differences in parental in-

vestments arise at all. It is an answer to this question with which this chapter

is solely concerned. Fortunately, biologists have suggested several hypotheses

that I can treat here. Trivers (1972) suggested that pre-existing differences in

investment can cause further differences in investments to evolve. Dawkins and

Carlisle (1976), in pointing out the faulty reasoning in Trivers’ hypothesis, sug-

gested an improved hypothesis: that the sex that can quit investing first, will.

Trivers (1972) also suggested the idea that males who were less certain of their

parentage would invest less. Finally, Williams (1975) noted that the sex that

remained with the offspring due to some pre-adaptation would be in a position

to evolve parental care.

Interestingly, each of these hypotheses depend on a pre-existing difference

between the sexes, much like a problem of chicken and egg. Trivers suggests the

solution (much like the solution to the chicken and egg problem, in fact) lies in

the pre-existing sexual differences that are passed from species to species — that
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all that is necessary is a differentiation between the sexes in early evolutionary

history (Trivers 1972). Nevertheless, it is possible that some sexual dimorphism

results entirely anew, independent of existing sexual differences. If so, it would

need to do so by chance, in much the same way that peripatric speciation occurs

— that is, within small isolated populations.

In this chapter, I will explore each of the above hypotheses. I will set up

the simulation used in this dissertation according to the conditions of each

hypothesis, and check how well the hypotheses’ predictions concur with the

results. In some of the simulations, agents will directly evolve a numerical

value that determines parental investment; in other of the simulations, agents

evolve a period of parental care. As we will see, I find support for the potential

explanatory value of all of the hypotheses, barring (unsurprisingly) Trivers’

original, fallacious, hypothesis. In subsequent chapters, I will take dimorphic

investments as a given, and explore their consequences for the acts of rape and

abortion.

In the next section, I discuss the design of the simulation specific to the

following experiments. In later sections, I cover each of the hypotheses in turn.

Each section describes the background, method and results pertinent to the

investigated hypothesis.

7.1 Simulation design

7.1.1 Varying parameters

Parental investment Parental investment, pi, and the parental investment

term, it, are the most important agent properties here. Several simulation

variables represent investment, and these are summarised in Table 7.1. Note

that subscripts always denote sex; for example, tpif represents the total parental

investment made on average by each female.
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Variable Definition

tpi Total parental investment
mpi Minimum parental investment
pcpi Per-cycle parental investment (after birth)
epi Evolvable parental investment
eit Evolvable investment term

Table 7.1: Variables representing parental investments in the experiments

Agents can either evolve their parental investment or their investment term,

but not both. Each agent stores genetic information about what (or for how

long) it invests in offspring, and genes for both male and female investment

are stored. A child inherits both these genes from a randomly chosen parent,

but only expresses the gene corresponding to its own sex (of course). These

genes are mutated at the rate given by a mutation variable that is itself stored

with each agent. This is so that the system can meta-mutate these mutation

variables, allowing for adaptive mutation levels to evolve.

7.1.2 Fixed parameters

The simulations here run for 7000, 20,000 or 40,000 cycles in groups of 30, 50

or (for paternal uncertainty) 101 runs. In most of the simulations, 50 pieces

of food are generated each cycle. Each piece of food has roughly 70 units of

health that is absorbed by any agent that eats it. In all these experiments,

agents must have a minimum of 200 health units before they can reproduce.

7.1.3 Distinguishing females and males

In biology, the female of a species is defined as that sex which has the larger

gamete. In these experiments, I keep every non-experimental aspect of the

sexes equal, and this includes any gametic investment. Therefore, the strict

biological definition does not apply, however I try to retain its spirit. In these

experiments, females are defined as the sex that evolves to invest more or that

starts the simulation with a greater initial or minimum investment. Beyond the
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parameters that I explicitly describe for each experiment, the labels ‘male’ and

‘female’ are strictly interchangeable throughout the results.

Over the following sections, I describe the experiments I performed, includ-

ing their backgrounds, methods and results.

7.2 Prior investment hypothesis

Trivers (1972), in his seminal essay on parental investment, implied what at

first may seem a plausible hypothesis. Namely, that the sex that commits the

most investment has the more to lose — and thus is the sex more likely to evolve

further investment. If correct, this implies that an arbitrary initial difference

in parental investments may lead to greater differences of the same kind. Here,

I call this hypothesis the prior investment hypothesis.

This hypothesis was criticised by Dawkins and Carlisle (1976), who noted

that it involved fallacious reasoning — of the sort used to justify continued

spending on a project based on how much has been invested, rather than what

future investment will likely return. They used the then topical example of

government spending on a supersonic airliner based on past spending, and the

fallacy is now often referred to as the ‘Concorde fallacy’.

It is important to distinguish this hypothesis from the claim that the past

investment that an individual makes is an indicator of their future investment.

While the prior investment hypothesis is a causal conjecture, the latter claim

is a probabilistic conjecture.

7.2.1 Experiment: Dimorphic investments as initial conditions

To test the prior investment hypothesis, I use the simulation described ear-

lier under two configurations — the first described here, the second described

shortly. In the first configuration, an agent can invest in just one way — that is,

by transferring some of its health to its offspring at birth. I call this investment
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Figure 7.1: [Left column, Method 1] (a) Evolved tpi made by males and females
when tpim,0 = 0 and tpif,0 = 20 and (c) tpim,0 = 0 and tpif,0 = 100. [Right
column, Method 2] (b) Evolved tpi for simulations that set minimum parental
investments for each sex of mpim = 0 and mpif = 10 and (d) mpim = 10
and mpif = 100. [Both] Distributions of reproductive success by sex for the
simulations in (e) c and (f) d

total parental investment (or tpi). As noted earlier, there is a tpi for each sex

— tpif and tpim — the genes for which each agent inherits from a randomly

chosen parent. The test of the hypothesis is then quite simple: I initially set

tpif > tpim for all agents at t = 0 (i.e. tpif,0 > tpim,0), and then allow them to

evolve. If the prior investment hypothesis holds, then tpif − tpim measured late

in the simulation should be greater than the same difference at the beginning.

(As noted, f and m are completely interchangeable.)
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Results Some of the results from this test are shown in the graphs in the left

column of Figure 7.1. For both graphs, tpim,0 = 0, while in the first graph,

tpif,0 = 20 and in the second graph, tpif,0 = 100. The graphs show the tpi

that evolves for both males and females over time. It is quite clear from these

graphs that, regardless of the initial settings for tpi, tpif − tpim does not evolve

to be greater than it was at first. Indeed, quite the opposite happens — that is,

sexually dimorphic investment disappears entirely. I also produced other run

sets (not shown in the above graphs) with different initial settings for tpif and

tpim, ranging from 0 to 100 with the same end result.

As I described earlier, Bateman (1948) contributed a key idea to parental

investment theory: that the sex that invests more will evolve to have less vari-

ance in its reproductive success. In contrast, we would expect there to be no

difference in reproductive variability if both sexes invest equally. I check this

prediction in Figure 7.1e, which is taken from the last ∼7000 cycles. The graph

is a frequency distribution of the number of offspring agents have, split by sex.

As we can see, the distributions are near identical. While the distributions are

significantly different on a chi-square test, (χ2 = 161), that is achieved with

a very large sample size (> 100000) and the Kullback-Liebler (KL) distance

between the distributions is negligible (7.5 × 10−5).

We can discover whether any sexually dimorphic behaviour is evolving by

looking at Table 7.2. The top row shows the female minus male difference in

action rates that evolves for the tpif,0 = 100 run set (the numbers in parentheses

are the female action rates alone). As we can see, females evolve to eat ∼82%

of the time, while they evolve to mate ∼16% of the time (the remaining ∼2%

is due to resting). In fact, there is an initial rapid move toward dimorphism

in both eating and mating (not shown), with males mating more, and females

instead eating more. This is almost certainly due to the vast sexual difference

in investments at the beginning of the simulations. However, this dimorphism
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Eat Mate

tpif,0 = 100 -0.54% (81.7%) 0.54% (15.6%)
mpif = 100 7.4% (76.1%) -6.9% (20.5%)

Table 7.2: Female minus male action rates. Female action rates in parentheses

disappears as the simulations continue, resulting in essentially no dimorphism

by the end.

7.2.2 Experiment: Dimorphic minimum investments

We can test the hypothesis in a more forgiving way by configuring the simulation

differently. Namely, we can set a minimum — non-evolvable — difference in the

investments that the sexes make. Since evolution cannot remove the difference

in investments (as it does in the previous experiment), a further difference in

investments has a better chance of evolving.

I test whether this occurs by forcing females to make a larger minimum

parental investment than males. I then check to see if there is a divergence in

the evolution of total parental investments that both sexes make. Here, tpi will

stand for total parental investment (as before), mpi will stand for minimum

parental investment and epi will stand for evolvable parental investment. Thus,

tpi = mpi + epi, and mpif > mpim — that is, females must make a greater

minimum investment than males.

Results Some of the results from this test can be seen in the graphs of the

right column of Figure 7.1. In the first graph, mpif = 10 and mpim = 0. In

the early period of this run set, both sexes evolve greater tpi and the difference

remains roughly equal to the initial difference. However, as the simulation

proceeds, tpif and tpim slowly draw towards the same amount. In the second

graph, mpif = 100 and mpim = 10. Here, both sexes evolve the same further

investment (epi = 10). Thus, the difference in tpi remains the same. Ultimately,

then, greater investments by females do not evolve in either run set.
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Figure 7.1f shows the reproductive success distributions for the run set of

Figure 7.1d (again, for the last ∼7000 cycles). We can see that a substantial

dimorphism in reproductive success develops — the KL distance here is 0.023

— with males exhibiting greater variance. This is due to the large difference in

tpi between the sexes for this run set, and further confirms that greater variance

in reproductive success will evolve in the sex that invests less.

The reason for the difference in reproductive success distributions for this

latter run set can be discovered from the bottom row of Table 7.2. We can

clearly see that a substantial dimorphism evolves, with males mating more fre-

quently, and females choosing to eat more frequently. This is exactly what

parental investment theory predicts — that is, that the sex that invests less

will evolve to try mating more often. Of course, trying does not equate with

succeeding — males (and females) must average 2 offspring in a stable popu-

lation. Instead, the eagerness of males leads some to greater success, and this

in turn causes others to have lesser success; which is indeed what we see in

Figure 7.1f.

7.3 Desertion hypothesis

The desertion hypothesis was born from Dawkins and Carlisle’s criticism of

Trivers’ prior investment hypothesis (Dawkins and Carlisle 1976). Dawkins

and Carlisle noted that dimorphic investments may evolve when one parent

(and just one parent) is required to raise a viable offspring. In particular, if one

sex has a chance to desert the offspring first, then it will. Dawkins and Carlisle

cited parental investment amongst fish as an example of this: in many species

of fish, it is the male who looks after the offspring. They suggested that this

is because females spawn their eggs first and males fertilize them after — by

which time, of course, the female has the opportunity to leave. In contrast, male

mammals fertilize female eggs internally, producing zygotes within the female.
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Figure 7.2: The evolved eit for males and females when (a) pcpi = 0.5, (c)
pcpi = 4 and (e) pcpi = 16. Distributions of reproductive success by sex for the
simulations in (b) a, (d) c and (f) e

Thus, the male clearly has the first opportunity to desert, potentially explaining

why maternal care (which occurs after birth, of course) is predominant amongst

mammals.

7.3.1 Experiment: Varying per-cycle parental investments

To test this hypothesis, I allow parents to invest for an evolvable period after

birth (the evolvable investment term, or eit). For females, I set the minimum

eitf to 5 cycles; in contrast, males have no minimum period (other than 0,

of course). The child needs a minimum investment of 32 cycles — so if both
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parents invest for the same terms, they would each invest at least 16 cycles. If

one parent quits investing before 16 cycles, the other parent is forced to make up

the other parent’s investments. I force the remaining investment for simplicity,

rather than try to produce environments in which full investment by at least

one parent is needed. Finally, I fix the per cycle parental investment (or pcpi)

as a parameter of each run set. In the simulations shown here, the pcpi takes

on one of 3 values: 0.5, 4 and 16 health units per cycle.

Results Figure 7.2 shows the results of the tests of the desertion hypothesis.

When the pcpi is lowest, no dimorphic investments result (Figure 7.2a). In

this case, relatively high periods of investment are needed from both parents:

each tries to invest for ∼25 cycles, which results in ∼50 cycles of combined

investment — well above the minimum 32 cycles of investment needed by the

child. Thus, the female’s minimum eit of 5 cycles becomes irrelevant. In the

reproductive success distributions for this run set, shown in Figure 7.2b, we

can see that no substantial sexual difference exists (KL distance of 4.8× 10−5).

Furthermore, there is no sexually dimorphic behaviour evident either (first row,

Table 7.3).

For the run set in which pcpi sits at the higher level of 4 health units per

cycle, the result is very different. Here, eitf reaches an average of 15 cycles,

while eitm reaches an average of ∼10 cycles. Since eitm < 16, females must

make up the remaining investment, so that females invest for the greater of

eitf ≈ 15 and 16 + (16 − eitm) ≈ 22 — that is, ∼22 cycles. It is interesting

that the minimum eitf of 5 cycles can have an effect here. In fact, the average

standard deviations of eitm and eitf (not shown in the graphs) fall between 5

and 7 cycles, allowing the minimum eitf to influence the evolution of invest-

ments.1 Note that Figure 7.2d shows that dimorphism in reproductive success

begins to develop in this run set.

1Keep in mind that the confidence intervals in the graphs only use the variance across the
run averages, not the variance in the underlying populations.
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Eat Mate

pcpi = 0.5 0.38% (59.1%) -0.52% (29.6%)
pcpi = 16 7.5% (71.6%) -7.2% (20.1%)

Table 7.3: Female minus male action rates for the desertion experiments. Fe-
male action rates in parentheses

Finally, in the pcpi = 16 run set shown in Figure 7.2e, eitm reaches 5 cycles

and eitf reaches 15. That is, females come to invest for ∼27 cycles. This

establishes strong conditions for dimorphism — which indeed evolves, as can

be seen quite obviously in Figure 7.2f and the bottom row of Table 7.3.

7.4 Paternal uncertainty hypothesis

The paternal uncertainty hypothesis is again due to Trivers (Trivers 1972). He

suggested that males are often in a situation of being uncertain about their

parentage, particularly in species where females go through a gestation period.

In contrast, uncertain female parentage is very unlikely. In that case, it may pay

males to increase mating investment at the cost of parental investment: that is,

spend less effort on an offspring, and instead spend more effort trying to mate.

There is some evidence in humans that paternal uncertainty has an effect on

how parents and their families interact. Daly and Wilson (1982) report that

the mother’s family will make comments about how similar the child looks to

the father more frequently than reciprocal comments are made by the father’s

family. Further, Fox and Bruce (2001) report that paternal certitude affects

how fathers take to their roles as fathers.

7.4.1 Experiment: Varying probability of paternity

To test the paternal uncertainty hypothesis, I fix the probability of paternity, pp,

as a parameter of the simulation. In particular, females always invest in their

own offspring; in contrast, males are chosen from the neighbourhood to invest

in their offspring according to pp. At one extreme, if pp = 1 for a simulation,
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Figure 7.3: (a) Evolved investments made by males as a function of pp. (b)
as per a, but for females. Distributions of reproductive success by sex for (c)
pp < 0.1 and (d) pp > 0.9

the chosen male is certainly the father; at the other extreme, if pp = 0 for a

simulation, the chosen male is never the father. I set pp to 101 equally spaced

values between 0 and 1 inclusive. As for the prior investment experiments, the

parental investments that both sexes make, tpif and tpim, are free to evolve.

Results Figure 7.3a shows the main result of this experiment. Each point

in the scatter plot represents the average tpim of the last 1000 cycles (of 7000

total) in a single run. The horizontal axis shows the setting of the pp parameter

for each run, and the vertical axis indicates the investment amount. The result

here is clear: the lower the probability of being the actual father, the less males

invest in the offspring. Indeed, pp and tpim have the very large correlation

coefficient of 0.848 (t(100) = 15.81, p < 0.001). Thus, this result provides

strong support for the paternal uncertainty hypothesis.
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Eat Mate

pp < 0.1 3.0% (67.2%) -3.1% (19.2%)
pp > 0.9 0.72% (66.9%) -0.86% (19.4%)

Table 7.4: Female minus male action rates for the paternal uncertainty experi-
ments. Female action rates in parentheses

We can also see how females evolve tpif for different pp from Figure 7.3b. As

pp increases, and as males therefore invest an increasing amount, tpif falls away

slightly. The negative correlation is not large (r = −0.265), but is significant

(t(100) = −2.72, p < 0.004). Thus, the more males invest, the more females

take advantage by investing less.

To assess the level of dimorphism (in behaviour and reproductive success)

that evolves in these runs, I take the runs in which pp < 0.1 as one group and

pp > 0.9 as another. The former should exhibit more dimorphism, while the

latter should exhibit less. Figure 7.3c and Figure 7.3d shows the reproductive

success distributions for the last ∼1200 cycles of runs with pp < 0.1 and pp >

0.9, respectively. We can see that there is a slight dimorphism evident in the

pp < 0.1 runs (KL distance of 0.0011) that is not evident in the pp > 0.9

runs (KL distance of 0.00019). More tellingly, we can see a reasonably strong

behavioural dimorphism in Table 7.4 for the pp < 0.1 runs, that is much reduced

in the pp > 0.9 runs.

7.5 Association hypothesis

The association hypothesis or, more generally, the pre-adaptation hypothesis

was suggested by Williams (1975). He noted the perhaps obvious point that

if only one sex remains in the vicinity of the offspring after birth — due to

some pre-adaptation of that sex — then that sex has the opportunity to evolve

parental care, while the other sex does not.
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Figure 7.4: The evolved after birth investment terms for both males and females
for (a) no sex differences and (b) males as the more mobile sex. Distributions
of reproductive success by sex for (c) no sex differences and (d) males as the
more mobile sex

7.5.1 Experiment: Resource-intensive males

As it stands, the association hypothesis is almost tautological. However, this

need not be so: the sex that does not remain with the offspring — which I

will take to be the male in these experiments — could evolve to return every

so often to make parental investments. There is no a priori reason why males

cannot continue investing. Nevertheless, males will find it harder to invest in

offspring. ‘Harder’ here simply means that males have to do more to invest

at the same rate as females. In this case, it is not immediately obvious that

females will invest more than males, though we would expect them to do so

since they find investment easier.

I test this form of the hypothesis by having a non-evolvable ‘Move’ action

that causes males to move about more actively. Specifically, males move about

randomly in a 9x9 neighbourhood with 0.6 probability each cycle, while females

move about randomly in a 3x3 neighbourhood with 0.2 probability each cycle.
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Eat Mate

Equal mobility 0.20% (68.0%) -0.18% (23.8%)
More mobile male 1.1% (66.2%) -1.1% (25.2%)

Table 7.5: Female minus male action rates for the association experiments.
Female action rates in parentheses

In addition, I establish that parental investments have a certain ‘efficiency’,

dependent on the distance from the child. That is, the closer one is to a child,

the more of one’s investment reaches the child. The function of efficiency, e,

over distance, d, that I use is a simple linear inverse function of distance from

the parent: e = 1 − d
20

if d < 20 and e = 0 otherwise. The distance is the

minimum number of cells in either the horizontal or vertical direction.

Similar to experiments in previous sections, the investments are in the form

of per-cycle investments after birth. Here, pcpi = 8 and agents are free to evolve

the term for which they invest (the eit).

Results Figures 7.4a and b show the results of 2 run sets, the first in which

the ‘Move’ action is the same for both sexes, and the second in which the ‘Move’

action makes males more mobile. The graphs show the eit for both sexes. In

the first graph, no dimorphism evolves — as we would expect. In contrast, the

second graph shows that females — the sex that can invest more efficiently —

evolve to invest for longer periods.

Surprisingly, the degree of behavioural dimorphism that evolves is very

slight. The bottom row of Table 7.5 shows that a difference of only 1% in

action rates evolves — in contrast to experiments in previous sections that

showed differences of between 3% and 7%. Further, dimorphism in reproduc-

tive success (not shown) is not evident (KL distance of 6.6× 10−5 for the more

mobile male run set).
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7.6 Chance dimorphism hypothesis

All of the above hypotheses on the evolution of sexual dimorphism assume that

there is a pre-existing sexual difference. But there may be cases in which there

is no pre-existing difference or, perhaps more likely, that an existing difference

is not sufficient to cause the evolution of further dimorphism. Trivers (1972)

suggested that the sexes differentiated very early on due to positive selective

pressure acting on gametes whose sizes fell in the tails of the normal curve.

That is, smaller, mobile, gametes would be selected for since they can fertilize

other cells more easily, while larger, immobile, gametes would be selected for

since they increase the probability of a viable offspring. In contrast, those with

intermediate sizes would not fare so well. Trivers does not seem to regard

this process as occurring anew in new species, but rather occurring amongst

progenitor species, from which dimorphism is inherited.

However, perhaps it is possible, as Gould might hold, that sexual differences

in parental investment can arise by chance. If a chance difference in investments

persisted for long enough, the sexes may adapt to the difference. This could then

‘lock them in’ — that is, chance reductions in dimorphic investment could cause

agents to become less fit, and thus be selected against. We would expect such

events to be most likely amongst small populations, since the genetic variance

within such populations will be small, while the genetic variance between such

populations will be large.2

7.6.1 Experiment: degrees of dimorphism by population size

To see if dimorphism arises at all, I run simulations in which the sexes are

initially identical, then see whether substantial dimorphic investments (|eitf −

eitm|) and behaviour can develop. Further, to discover if the size of the popula-

tion has an effect on the frequency with which dimorphism develops, I run the

simulations with different sized populations — which I achieve by regulating the

2This is similar to the argument supporting peripatric speciation.
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Run set
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Table 7.6: Averages and standard deviations of degree of dimorphism (dd) for
runs of differing population sizes. Also, distribution of dd graphs (rightmost
column); each bar in the graph spans 5 values of dd. (*) For run set D in
this table, I have also included the mean and standard deviation of dd with a
significant outlier removed
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Figure 7.5: The evolution of eit by sex in single simulations with (a) no evolved
dimorphic investments and (b) evolved dimorphic investments. Both simula-
tions are taken from run set C

food supply. To assess the degree of dimorphism, dd, for a single run, I take the

mean |eitf − eitm| in that run, and divide by the pooled standard deviation of

eitf and eitm within that run; this is so as to counter the run to run differences.

In essence, dd is the number of standard deviations of difference between eitf

and eitm.

Results Table 7.6 summarises the results of 5 different run sets, each with

different average population sizes. The table shows the mean dd for a run set

with a given population size (along with the standard deviation). The first thing

to note is that dimorphism evolves quite regularly. If we focus on those cases in

which there are 3 standard deviations or more of difference (i.e. dd ≥ 3), we can

note that dimorphism results in half or more of all cases. Further, there seems

to be an inverse correlation between the size of the population and both the

average and variance of the dd that evolves. Run set D here defies this trend,

but this is mostly due to a single, very large outlier. With the outlier removed

(marked with an asterisk in the table), we can see similar results to run set C.

The shape of the dd distributions for run sets with small populations is strongly

spread, but begins to move towards 0 as the population size increases.

Figures 7.5 and 7.7 show 2 example runs, one in which dimorphic investment

does not develop, and another in which it does. We can see from Table 7.7 that
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Eat Mate

No dimorphic investment 0.44% (78.8%) -0.20% (18.8%)
Dimorphic investment -2.7% (75.3%) 2.7% (21.5%)

Table 7.7: Female minus male action rates for the single chance dimorphism
simulations of Figure 7.5. Female action rates in parentheses.

there is a behavioural dimorphism that evolves in the dimorphic investment

simulation which is absent from the non-dimorphic investment simulation.

7.7 Conclusion

I have explored various hypotheses on the origins of sexually dimorphic invest-

ments through simulation, and found support for those that we would expect

to be correct. The simulation results concur with the view that the prior in-

vestment hypothesis is wrong, given initial sex differences in investments (and

also minimum sex differences in investments). I have found strong support for

the desertion hypothesis and for the paternal uncertainty hypothesis. While

the results also agreed with the association hypothesis, the level of dimorphic

behaviour and reproductive success in these experiments was lowest. Finally, I

had little difficulty in finding simulations that produced dimorphism by chance,

and confirmed that the smaller a population, the greater its chance of evolving

dimorphism anew.

7.7.1 The ethical implications of parental investment

The experiments in this chapter explore how dimorphic investments can evolve

and can help explain why parental investment occurs the way it does in humans.

For the first nine months after conception in humans, there is an obvious dif-

ference in the way — and amount — that men and women invest. Hypotheses

and experiments like those above help to explain why this has evolved. Such

investigation can also help to explain why women may have behaviours, such
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as breast-feeding, and attitudes, such as a keener interest in having and raising

children, that men either do not have or have less of.

What the experiments above do not do is justify why certain behavioural

differences between the sexes should be the case. To conclude from the above

experiments that women should have a keener interest in raising children, or

that they should perform all the feeding and caring, is to commit the naturalistic

fallacy (see Section 4.2). Evolution might have promoted such dispositions, but

we are individuals in conscious control of our own behaviour; and, ultimately,

it is we who make the choices that define our behaviour.



Chapter 8

Rape and sexually dimorphic

behaviour

In the last chapter, we explored several theories that explain how the sexes

may evolve to invest differently in offspring. Now I examine the consequences

of this dimorphic investment for the evolution of rape and, by way of contrast,

consensual mating. I also look at reasons for the clearly unethical nature of

rape and explore what factors may change its ethical value.

First, however, I will discuss what I mean by the term ‘rape’. This will

provide the basis needed to describe theories of rape in evolutionary psychology

and the relation of those theories to the rape within my simulated populations.

After that, I proceed to the detailed design of the simulation and then to the

results of the experiments.

8.1 Terms

In this chapter, I use the term ‘rape’ to refer to any non-consensual act of mat-

ing. Many social scientists and evolutionary psychologists, including Gowaty

(1982), Clutton-Brock and Parker (1995) and others, prefer the term ‘forced

copulation’ for non-humans. Along with Thornhill and Palmer (2000), I do not

207
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believe that such a distinction is necessary. If we require qualifications — such

as human versus animal rape — then we should use them, just as we would in

any other case.

In the case of my simulations, it is perfectly clear to what behaviour the

term ‘rape’ refers: namely, to non-consensual acts that harm the victim and

may lead to conception. Obviously, I believe that there is an analogy with

rape in the natural world. However, my focus is solely on how rape may evolve

as a reproductive strategy, particularly in the face of punishment costs and

opportunities to mate consensually.

8.2 Theories of rape in evolutionary psychology

Evolutionary psychologists often view rape as a reproductive strategy, one that

competes with consensual sex. According to parental investment theory, females

will choose to mate less frequently than males, which can lead to a conflict of

interest between the sexes (Clutton-Brock and Parker 1995). Males are faced

with three evolutionary possibilities: they can make greater parental invest-

ments, they can outcompete other males in securing more consensual matings

or they can secure more matings by committing rape. These last two consider-

ations will be the same as those that face the agents in my simulations.

In practice, there are at least two conditions that need to hold before rape

can evolve:

1. It must be possible to mate with another individual against their will.

For example, a pre-adaptation that makes males physically stronger than

females (as Brownmiller and Mehrhol 1992 note is the case amongst hu-

mans) makes it possible for the male to restrain the female during mating.

2. Females must not be capable of evolving a defence against rape (Clutton-

Brock and Parker 1995). For example, females cannot eventually evolve to
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become physically stronger than males, or evolve a means of eliminating

unwanted sperm (Gowaty and Buschhaus 1998).

As we will see, both conditions hold by design in my simulations, but just

how biologically plausible are they? Condition (1) will hold in many sexually

dimorphic species as a consequence of male-male competition and aggression,

which is both plausible and commonly observed. Condition (2) will hold when

the required defence mechanisms for females would be more costly than simply

permitting conception. This is a far less plausible proposition and needs some

discussion.

Defence mechanisms can take two main forms: females may either evolve

greater physical strength or evolve to eliminate sperm. In the first case, the

strengths of both sexes will coevolve in an arms race. Males will always stay

one step ahead in this race, simply because they can spend less on parental

investment and more on strength (Clutton-Brock and Parker 1995). Hence,

this issue will not normally affect the evolution of rape.

However, in the second case, sperm elimination would be both cheap and

physically plausible — and the ducks in Gowaty and Buschhaus’s (1998) study

provide an example of such a defence mechanism. One could suggest mitigat-

ing factors, but any such factors would be new hypotheses that need to be

investigated on their own. For simplicity, I do not account for this issue in

my simulations, however the elimination of sperm is certainly an important

possibility that needs to be given further attention.

8.2.1 By-products and adaptations

Thornhill and Palmer (2000) have given a widely discussed account of the evolu-

tion of rape. They describe two views on how the act may have evolved amongst

humans: 1) the direct adaptation hypothesis and 2) the by-product hy-

pothesis. (They also note the possibility of a drift hypothesis, but immediately

dismiss it as too improbable.) The direct adaptation hypothesis holds that, in
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our prehistoric EEA (see Section 2.1.1), rape was heritable and that individu-

als who performed rape were fitter under certain circumstances than those who

did not. On the other hand, the by-product hypothesis holds that rape is a

side-effect of other adaptive features of the human psyche, but that rape itself

has no effect on fitness. Both hypotheses make many of the same predictions,

including the following:

1. Only men will evolve to rape

2. The main victims of rape will be fertile women

3. The main perpetrators will be men with low social status

4. Perpetrators will target vulnerable individuals

I only investigate the first of the predictions in this list, though the others

would also profit from future simulation work. Furthermore, the rape I inves-

tigate is quite obviously adaptive: by design, rape is a heritable trait and the

results we will see make it clear that rape has an effect on fitness. Hence, of

Thornhill and Palmer’s two hypotheses, my simulations are most closely related

to the direct adaptation hypothesis.

Both of Thornhill and Palmer’s hypotheses have attracted a great deal of

criticism, the main argument being that they are unfalsifiable (see, for instance,

Coyne 2003). Thornhill and Palmer (2000) are ambiguous about their hypothe-

ses — for instance, at one point (ibid p. 59) stating that the by-product hypoth-

esis just is that rape is a by-product. Such claims would indeed be too general

to be of any use (though hardly unfalsifiable). In practice, however, Thornhill

and Palmer’s ideas do not depend very much on such claims. As noted, both

hypotheses yield many of the same predictions, and, for most researchers, the

specific predictions are more useful than the general hypotheses.
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8.3 Controversy over evolutionary accounts

In a sense, the debate over rape is a more divisive version of the debate between

evolutionary psychology and social science in general (described at the begin-

ning of Section 2.1). Evolutionary psychologists such as Thornhill and Palmer

claim the cause of some sex-based behavioural inequalities are heritable, while

many social scientists disagree. They instead suggest that behavioural inequali-

ties exist for two reasons: 1) differing (genetically determined) sexual anatomies

and their non-evolutionary consequences and; 2) historical preservation of social

and economic differences (Eagly and Wood 2003, p. 294; also, see Brownmiller

and Mehrhol 1992).

As noted in Section 2.1, we do not have enough information today to de-

cide which combination of social and evolutionary models reflect reality —

neither for rape nor for other acts. The existence of multiple plausible models

is common in science, but what complicates matters here is the intense political

interest in rape. And there lies the nub of the problem: the policies for rape

that both parties propose do not always concur, nor do their beliefs about how

the world should be. Indeed, Thornhill and Palmer’s (2000) most controver-

sial claim is that we have implemented dangerous policies and given dangerous

advice by ignoring evolutionary models of rape.

Thus the conflict is not primarily over standards of scientific rigour or of

the evidence required before a proposition is accepted as true, which is how

the debate is often framed by both sides. Rather, the conflict is over what

role limited scientific knowledge can play in the formation of policy. Since my

simulations are very far removed from policy, this conflict does not affect my

simulations and its results.
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8.4 The unethical nature of rape

No one questions the disvalue of rape — be they evolutionary psychologist,

social scientist, biologist or lay observer. This in itself is interesting, for what

makes rape so unquestionably unethical? Few acts are accorded this status;

many people can imagine plausible situations that would justify theft or assault

or even murder, but rape does not seem to admit of any such situations. Why

is rape unique amongst these acts in being categorically unethical?

One approach to answering such questions is to imagine variations of rape

that, in fact, are not unethical. Nature may provide us with one possible ex-

ample in the case of elephant seals. The means of copulation amongst elephant

seals involves forced copulation, which is characterised by females struggling to

flee. Suppose, as has been suggested by many observers, that we agree this is

a female rather than a male strategy. Is rape unethical here?

The real issue is whether these acts should even be regarded as rape since

there are no alternative means of copulation (Estep and Bruce 1981). The

preferences of female elephant seals are unaffected by males who try to force

copulation. In contrast, females — and males — from most species have the

option of copulating consensually. An individual’s consent is an expression of

that individual’s preferences. By violating consent, rape overrides an individ-

ual’s preferences which, almost by definition, will yield a lower utility for that

individual. Of course, an act is only unethical according to utilitarianism if it

lowers the sum of utilities over a population, not just the utilities of one per-

son. Nevertheless, it seems impossible that rape could ever lead to more ethical

worlds by anything other than accident.

The agents of my simulation can mate consensually as well as commit rape.

We cannot yet conclude a priori that such rape will be unethical, but the pre-

ceding discussion suggests that it is likely.
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8.4.1 The disutility of rape

Above, we considered a situation which excludes the possibility of consent. This

gave us a behaviour that has the potential to be ethical, but one which was too

different to be considered rape. Another possibility, which I explore in my

simulations, is to disregard the harm that rape causes.

Rape can produce harm in several different ways. For the victim, harm can

be either temporary or long term. In many cases, the psychological harm that

a victim suffers will be far more severe than the physical harm. Thornhill and

Palmer (2000) have put forth an adaptive explanation for this psychological

harm, though it has met with some criticism (for example, see Kimmel 2003;

Coyne 2003). While I do not consider the possibility in my simulations, harm

may also extend to the victim’s family and friends. It may even extend to

society in general, creating the climate of fear that Gowaty and Buschhaus

(1998) describe. There is also the risk to the perpetrator of being punished,

and, with the passing of time, the perpetrator may even derive harm from their

own behaviour.

If we could somehow remove all these potential harms, we would still con-

sider the behaviour rape. What is more, psychological harm need not have

evolved at all. The question then is whether rape would still be unethical. This

is the question I explore in the last of the experiments in this chapter.

8.5 Simulation design

In the discussion above, I have pointed to the evolutionary theories of rape that

are related to the rape in my simulation. I have explained that rape will be

considered solely a reproductive strategy for these experiments; that I make

use of parental investment theory and specifically sexually dimorphic parental

investment; that I explicitly contrast rape with consensual mating; and that I



214 CHAPTER 8. RAPE AND SEXUALLY DIMORPHIC BEHAVIOUR

experiment with the utilities that rape can give rise to. Now I tie these ideas

together in a full account of my simulation’s design.

As with the suicide experiments of Chapter 6, I will not repeat any of the

design discussion from Chapter 5, but instead cover the differences to the design

described there. Tables 8.1, 8.2 and 8.3 summarise the important parameters

and simulation properties. The first table covers general parameters; the second,

health effects and utilities of non-reproductive actions; and the third, health

effects and utilities of reproductive actions. The main parameters include the

probability of preventing a rape, parental investments after rape and mating,

and the actions parameter itself. We will look at these parameters next.

8.5.1 Varying parameters

Rape prevention probability (rpp)

The rpp parameter specifies the probability with which rape attempts against

an agent are prevented by that agent; that is, P (preventing rape|rape attempt).

An agent suffers a severe loss of health if it fails to prevent a rape; otherwise,

it only loses a small amount of health.

In all the simulations of this chapter, 0 < rpp < 1; in particular, rpp is

either 0.9, 0.75 or 0.5. These probabilities produce a wide variety of sustainable

rates for rape and consensual mating: at lower probabilities, consensual mating

disappears; at higher probabilities, rape disappears.

Actions

Rape Rape is a separate action that any agent can choose. If an agent chooses

to rape, a random agent is targetted from its neighbourhood and forced to

copulate. For the targetted agent, if sampling the rpp returns ‘failure’, then it

will fail to prevent the rape and become a victim. The victim then derives a

large negative utility (-70 health units) and the rapist derives a small positive

utility (5 health units). Furthermore, if one of the agents is female and the
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Parameter Value(s)

Rape preven-
tion probability
(rpp)

0.9
0.75
0.5

Actions and their
mean initially gener-
ated probabilities1

Eat Mate Rest Walk Turn Rape
1
3

1
3

1
12

1
12

1
12

1
12

Observations Age, Health, Sex, Local food density, Local population
density, Mate requested

Board size 40x40

Maximum entities
per cell

1

Copulation neigh-
bourhood

7x7

Eating neighbour-
hood

7x7

Observation neigh-
bourhood

7x7

Initial number of
agents

800

Agent age limit N(100, 152) cycles

Health obtainable
from food

N(140, 102) health units

Health required for
producing offspring

200 health units

Parental investment Equal to the health effect of conceptions, given in Ta-
ble 8.3 below

Genome type Production rules (7 fixed rules; see discussion in Sec-
tion 5.4.2)

Food distribution
function

Seasonal (period: 60 cycles, magnitude: 60 food units,
mean: 130 food units)

Action probability
mutation

Initially generated mutation rates:
N(0, N(0.01, 0.001)2), Meta-mutation rate:
N(0, 0.001)

Condition value mu-
tation

Initially generated mutation rates:
N(0, N(0.01, 0.001)2), Meta-mutation rate:
N(0, 0.001)

Misc. Male and Female Sexes
Conception from opposite sex copulations only

Table 8.1: Parameters of the simulations containing rape
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Success Failure
Utility Health Utility Health

Walk 5 -6 0 0

Turn 1 -2 - -

Rest 2 1 0 0

Eat 10 ∼140 -10 -10

Table 8.2: The utilities and health effects associated with the outcomes of
actions (not including mate and rape). A dash indicates that the outcome for
the action in that row is not possible

other male, and the female has enough health, she will conceive and give birth

— regardless of whether she is the perpetrator or the victim. The female will

then invest in the offspring on her own.

By contrast, if sampling the rpp returns ‘success’ — that is, the rape is

prevented — then the targetted agent endures a much lesser negative utility

(-10 health units) and, of course, the female involved will not conceive or give

birth. Furthermore, the rapist is ‘punished’, and thus suffers a large negative

health effect (-60 health units) and utility (-15 health units).

Consensual Mating I have already described consensual mating in an earlier

chapter (see Section 5.2.8), but a quick recap will serve well here. In consensual

mating, an agent chooses a partner from its neighbourhood and requests a mate.

If the partner agrees, then the agents will mate and, if they have enough health

and are of opposite sex, will conceive and give birth. If the partner does not

agree to mate, then the requesting agent will lose its turn for that cycle, while

the partner will perform some action other than mating.

Besides rape and consensual mating, the list of actions for these experiments

include eating, walking, turning and resting (descriptions for which can be found

in Chapter 5). In the experiments on the ethical nature of rape, I omit rape

from some simulations so that I can compare worlds with and without rape.

This is the same as the approach taken in the ethical investigations of suicide

(Chapter 6).



8.5. SIMULATION DESIGN 217

Mate

Outcome Utility Health

Request accepted, birth 15 -300
-240
-180
-120
-60

Request accepted, no birth 15 -16

Request denied 0 0

Cannot find mate -10 -10

Rape - Victim

Outcome Sex Utility Health

Rape, birth F -70 -590
-470
-350
-230
-110

M -70 -10

Rape, no birth F -70 -10
M -70 -10

Rape attempt prevented F -10 -10
M -10 -10

Rape - Rapist

Outcome Sex Utility Health

Rape, birth F 5 -590
-470
-350
-230
-110

M 5 -10

Rape, no birth F 5 -10
M 5 -10

Rape attempt prevented F -15 -60
M -15 -60

Table 8.3: The utilities and health effects associated with the outcomes of mate
and rape. When there is a birth, the health effect is equal to the parental
investment. The parental investments for mate and rape are matched — for
example, when parental investment after a mate is 300 health units, the female
investment after a rape is 590 health units. Note that mating is identical for
males and females, including investments made afterwards



218 CHAPTER 8. RAPE AND SEXUALLY DIMORPHIC BEHAVIOUR

Parental investment

For most of the experiments, males and females invest equally after mating —

that is, investment is symmetrical. In the first experiment, there are five run

sets for each rpp, each with a different level of parental investment after mating,

running from 60 through 120, 180, 240 and 300 health units. However, invest-

ment symmetry after mating is not always maintained; in later experiments,

I increase the female’s investment to see the effect on sexual dimorphism and

reproductive behaviour.

Investments after rape are handled a little differently. Male parental in-

vestment remains fixed at 10 health units, which represents their minimum

(gametic) costs. Female investment after rape is set to five different levels: 110,

230, 350, 470 and 590. These levels correspond to the amount of investment

needed to produce an offspring with the same health as an offspring born from

consensual mating.

8.5.2 Fixed parameters

Observations

Agents are able to make the following observations: self-health, self-age, self-sex,

local-food-density, local-population-density and mate-request. Four of these

observations have direct parallels to the observations in the suicide simulations,

however two do not: self-sex and mate-request. I introduced the former because

of its obvious importance to these experiments; I introduced the latter to ease

the evolution of consensual mating.

Health and utility

The health effects and utilities associated with each action outcome are shown in

Table 8.2 and 8.3. Table 8.3 in particular focuses on outcomes for reproductive

actions. If a reproductive act leads to an offspring, then the parental investment
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in that offspring is equal to the health effects in this table; specifically, the

magnitude of the negative health effects. As always, it is only the qualitative

relationship between these numbers that is of interest.

Decision-function: Fixed length production rules

I describe the fixed length production rules in Section 5.4.1. To recap, there are

7 production rules in these simulations, and each rule contains just one test for

one observable. Five rules are for the self-age, self-health, local-food-density,

local-population-density and mate-request observables. Each test is a ‘greater

than’ test; that is, if the value of an observation is greater than the comparison

value stored in its rule, then that rule’s action-distribution is returned. There

are two more rules, one which triggers for males and another which triggers

for females. When agents use the decision-function to choose an action, rules

are selected for testing at random. (This contrasts to the production rules of

the suicide simulations, in that, there, the rules were tested in order.) If a

selected rule fails to hold true of the agent’s world, then another rule is selected

at random until a matching rule is found. There will always be at least one

matching rule. For more detailed discussion, see Section 5.4.1.

8.6 Basic demographics and orientation

Let us begin by getting a feel for the simulations, much as we did in the suicide

chapter (see Section 6.3). Figure 8.1 shows demographics for 4 of the 9 run sets

in the first experiment; the graphs cover population numbers (Figures 8.1a-d),

average ages (Figures 8.1e-h) and average health (Figures 8.1i-l).2 In the first

two graphs (Figures 8.1a and 8.1 b), we can see that the population grows

quickly at first, but then declines until settling at a lower size. In contrast, Fig-

ures 8.1c and d present populations that grow and then stay large but variable.

2These correspond to the single graphs of Figures 6.1b, 6.1c and 6.1d, respectively, in the
chapter on altruistic suicide.
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The female investment for both of these graphs is the same (while rpp varies),

therefore it looks as though female investment is the main reason for the larger

populations.

An explanation for this effect of female investment presents itself in the

health graphs that run along the bottom row of the figure (Figures 8.1i-l).

In both simulations with the lowest female investment, agents also have the

lowest average health. Since agents need less health to sustain themselves and

produce offspring, they need not eat as much food, and therefore the food in

the environment can sustain a greater number of agents.
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By contrast, the average age in each of the simulations (in Figures 8.1e-

8.1h) is mostly unremarkable, with one small exception. The lowest female

investment produces the noisiest average age, which is as we would expect,

given the greater population variability in those simulations.

8.7 Experiment: The evolution of rape and dimor-

phic behaviour

Having looked at some of the effects of rpp and female investment, on general

demographics, let us now examine the effect of these same parameters on the

rate of rape attempts.

Figure 8.2 shows the evolution of male and female rape rates — the ‘rape

rate’ specifically is the number of rapes chosen as a proportion of all action

choices per epoch.3 Figures 8.2a-c are the results of three run sets with the rpp

parameter set to 0.9, 0.75 and 0.5, respectively for each graph. In each case,

female investment is at its highest level of 590 health units. From these graphs,

we can immediately see the strong effect that rpp can have on rape’s evolution,

which I will discuss in the coming sections.

For a view of what happens in all the run sets, we can turn to Figure 8.3.

Again, Figures 8.3a-c represent simulations in which the rpp parameter is set

to 0.9, 0.75 and 0.5, respectively. Now, however, within each of these graphs,

the horizontal axis further subdivides the simulations into 5 groups. These

correspond to simulations for each of the five female investment levels. Thus,

the pair of bars labelled ‘350’ in Figure 8.3b represents the male and female

rape rates in simulations where the rpp = 0.75, and the female investment after

rape is 350 health units.4 Each bar in the graphs represents the average rape

rate for the last 2000 cycles.

3All the results are taken from the average of 30 simulations.
4Recall that male investment in the case of rape is (the gametic) 10 health units.
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Eat Mate Rape

rpp=0.9

Female PI F M Diff F M Diff Accept F M Diff

110 0.547 0.542 -1.0% 0.266 0.271 1.8% 0.440 0.025 0.025 -1.1%

230 0.487 0.484 -0.7% 0.311 0.310 -0.3% 0.361 0.033 0.034 1.8%

350 0.422 0.414 -1.9% 0.362 0.365 0.7% 0.206 0.046 0.046 -0.6%

470 0.377 0.376 -0.2% 0.384 0.383 -0.2% 0.191 0.055 0.056 1.0%

590 0.361 0.363 0.5% 0.392 0.395 0.7% 0.158 0.056 0.058 3.2%

rpp=0.75

Female PI F M Diff F M Diff Accept F M Diff

110 0.562 0.550 -2.2% 0.245 0.247 0.7% 0.495 0.038 0.038 -0.3%

230 0.518 0.509 -1.8% 0.252 0.264 4.7% 0.289 0.057 0.060 5.9%

350 0.436 0.402 -7.7% 0.266 0.269 1.1% 0.179 0.119 0.139 17.1%

470 0.421 0.368 -12.6% 0.239 0.260 8.6% 0.149 0.151 0.188 24.2%

590 0.415 0.333 -19.7% 0.210 0.242 15.0% 0.130 0.185 0.224 21.0%

rpp=0.5

Female PI F M Diff F M Diff Accept F M Diff

110 0.590 0.573 -2.9% 0.180 0.181 0.6% 0.381 0.086 0.095 9.9%

230 0.597 0.536 -10.3% 0.108 0.116 7.5% 0.387 0.143 0.187 30.9%

350 0.596 0.487 -18.3% 0.071 0.085 19.1% 0.159 0.178 0.255 43.4%

470 0.568 0.447 -21.3% 0.085 0.089 4.8% 0.130 0.186 0.294 57.9%

590 0.549 0.394 -28.2% 0.074 0.100 35.4% 0.111 0.206 0.327 58.8%

Table 8.4: A table of the eating, mate and rape attempt rates over the last 2000
cycles for simulations with different (fixed) female investment and rpp (0.9, 0.75
and 0.5). The ‘F’ columns show the relative frequencies with which females have
attempted that action, and the ‘M’ columns show the same relative frequencies
for males. The ‘Diff’ columns show the difference between the male and female
frequencies as a percentage of the female frequencies. The ‘Accept’ column
shows the rate at which agents accept mate requests. Italicised entries did not
show statistically significant differences between males and females (p < 0.001)

To round off the results, Table 8.4 summarises the rates of eating, mating

and rape for the various levels of rpp and female investment after rape. The

numbers without parentheses show the female rape rates, and the percentages in

parentheses are the difference between the male and female rates as a percentage

of the female rates. Most of the differences between males and females shown in

this table are statistically significant; I have italicised those that are not. I have

omitted resting, turning and walking from this table for clarity and because

they showed no notable behaviour.
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Figure 8.2: Female and male rape rates evolving over time when female parental
investment is 590 health units, for rpp = (a) 0.9, (b) 0.75 and (c) 0.5
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Figure 8.3: Female versus male rape rates for different levels of female parental
investment and a fixed male parental investment (10 health units), for rpp =
(a) 0.9 (b) 0.75 and (c) 0.5
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8.8 The evolutionary stability of rape

We can immediately note from the graphs of Figure 8.2 and 8.3 that rape can

be evolutionarily stable. Recall the criteria outlined in Section 6.4 to check for

the evolutionary stability of an action in the face of constant reintroduction

from mutation. That is, suppose i and j are two situations and ai and aj the

rates of an action in those situations. If 1) the reintroduction rates are the same

(both equal to am) and 2) evolutionary change has settled, ai is strictly greater

than the rate at which it is reintroduced by mutation.

Examining the graphs in Figure 8.2, we can see that rape in the rpp = 0.5

and rpp = 0.75 run sets eventually evolves to a rate that is much higher than

its initial rate. From this, we can imply that most, if not all, of the simulations

produce evolutionarily stable rape.

It is easy to see how rape in the simulation can be evolutionarily stable.

Rape and mating can be viewed as evolutionarily competing actions. The more

effective rape is in producing viable offspring, the less fitness benefit (or the

greater fitness cost) an agent will derive from choosing mate instead, and vice

versa. Like mating, rape can directly increase the fitness of the perpetrating

agent by producing viable offspring for the perpetrator. On the one hand, it

can do so without requiring consent; on the other, it comes with the potential

for severe punishment and no offspring.

Comparing the graphs in Figure 8.3, we can see that the fitness effect of

rape is boosted by a lower rpp, as we would expect given the greater chance

of producing a child. This is true for both males and females, though more

so for males. It is interesting that this is at all true for females, since rape

is so much more costly for them — even when they are the perpetrators; for

example, compare the male and female rape costs in Table 8.3. From Table 8.4,

we can see that when the rpp = 0.5 and female investment after rape is 590

health units (compared to 300 health units after mating), that females strongly
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prefer rape to mating. In particular, they sustain a rape rate of 0.206 compared

to a mating rate of 0.074.

Thus, despite the fact that females are investing twice as much after rape for

an offspring that is of the same health, they still prefer to rape. It is likely that

the higher health cost of rape is being paid for a higher probability of producing

a child after rape than after mating. Note that the probability of conceiving

after requesting a mate will depend on whether the other agent rejects the

request to mate; on the other hand, the probability of conceiving after rape will

depend on the rpp.5 From the Accept column of the final row in Table 8.4, we

can see that the rate at which agents reject mates is 0.889, which is well above

the rpp of 0.5.

8.9 The emergence of sexual dimorphism

One of the striking features of the results above (both in the graphs and in the

table) is the sexually dimorphic behaviour that evolves. As each graph shows,

dimorphic rape behaviour correlates with the level of female investment after

rape. As female investments increase, the sexual difference in the cost of rape

also increases, since male investments after rape remain constant at 10 health

units. This indirectly leads to sexual differences in rape rates because, as we

will soon see, females change their strategy to eat more and rape less.

The level of female investment on its own is not enough to produce notable

sexually dimorphic behaviour. When the rpp is high (i.e. when the rpp = 0.9 in

Figure 8.3a), sexual dimorphism struggles to surface, even at the highest female

investment level. With a decrease in the rpp to 0.75, dimorphism becomes

obvious at levels of female investment of 350 health units and greater; while

rpp = 0.5 delivers obvious dimorphism at all the female investment levels tested.

The influence of the rpp on sexual dimorphism is perhaps surprising. The

correlation indicates that decreasing rpp affects the fitness of rape differently

5In both cases, conception will also depend on the agents both having the required health.
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for each sex (though, from the graphs, the effect is always a negative one).

The difference is probably due to an interaction between the health of each sex

and the rpp. In particular, as the rpp decreases, the average fitness benefit of

rape for any perpetrator increases. This increases the incidences of rape, which,

due to the different investment levels by each sex after rape, exacerbates the

differences in health for each sex. This, in turn, leads to rape being less effective

for females, exaggerating the evolution of dimorphism in rape behaviour. In

summary:

1. Lower rpp leads to a higher rape rate;

2. Which leads to females becoming much less healthy than males;

3. Which leads to rape being a less adaptive option for females than males.

Figure 8.3 and Table 8.4 clearly support (1), while (2) follows directly from the

health effects of rape on each sex. (3) is supported by the graphs we have seen,

and it seems plausible that it is a consequence of less healthy females trying to

avoid a high cost action.

Given the existence of dimorphic rape behaviour, dimorphism in other be-

haviour must also manifest itself; if agents perform less of one action, they

will have to perform more of another (even if that other action is simply rest-

ing). Looking at Table 8.4, we can see that there is, in fact, notable sexual

dimorphism in eating and mating behaviour. We can easily understand the

dimorphism in eating behaviour given the different health levels of each sex.

Females suffer greater costs from rape, leading to a higher cost of living overall,

and need to compensate their health by eating more frequently. This dimor-

phism does not evolve in rpp = 0.9 simulations, because, as explained earlier,

the incidence of rape that this level of rpp produces is not high enough to differ-

entially affect the average health of the sexes. However it does become evident

in the rpp = 0.75 simulations and still more strongly evident in the rpp = 0.5

simulations.
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Figure 8.4: Frequencies of the number of children per agent (grouped by sex)
in simulations with rpp equal to (a) 0.9, (b) 0.75 and (c) 0.5. (d) The standard
deviation for each frequency polygon. (Averaged over 10 simulations)

Dimorphism in mating behaviour also depends on sex differences in health.

Let us compare the reasons for dimorphism in rape and mating rates. The act

of rape is itself dimorphic, costing much more health for females than males;

on the other hand, mating costs the same for both sexes. There is immediate

selection acting to produce dimorphic rape — one could almost call it inherent

selection. Once rape has established itself as part of a reproductive strategy,

the average health of each sex will differ, which again alters the adaptive value

of rape for each sex. In contrast, mating is not inherently dimorphic — it

does not result in dimorphic selection on its own. However, once rape has

established itself, and the average health of each sex differs, mating will only

then be of different adaptive value to each sex. This is an example of an existing

evolved dimorphism causing further divergence in the behaviour of each sex.

Ultimately, the resulting mating probabilities will look like those in Table 8.3,

in which rpp = 0.9 produces little dimorphism, while smaller rpp and larger

female investment levels instead produce substantial dimorphisms in mating.
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8.9.1 Dimorphic reproductive success

As noted in the previous chapter (Chapter 7), parental investment theory pre-

dicts that if there are differences between the sexes in their investments, the

sex that invests more (ordinarily females) will be the limiting resource in sexual

reproductions (Trivers 1972). That is to say, females will have easier access to

mates than males. In a stable population, females and males will, of course,

have 2 children on average. However, the variation in the number of offspring

for females is expected to be lower than that for males.

This prediction should also hold true in the simulations here. Figure 8.4

shows the distribution of the number of children born to parents grouped by

the sex of the parent for each of the tested rpp values. The graphs and table

are taken from 10 simulations in which female investment levels are at 590

health units. We can see that there is not much difference between the sexes

at rpp = 0.9, when the frequency of rape is low. However, as the rpp (and rape

rate) decreases in Figures 8.4b and 8.4c, variability in fecundity diminishes for

females and slightly increases for males (Figure 8.4d).

Thus, the prediction holds true in these simulations, particularly when rpp =

0.5, when rape occurs most frequently. At this level of rpp, females have an

almost certain chance of having at least 1 child (with 0.97 probability), while

males run a sizeable risk of not having any children (with 0.18 probability).

8.9.2 Introducing distinct investments after mating

The simulations above assume that males and females invest the same amount

after consensual mating. Here, I relax this assumption. Figure 8.5 shows the

rates of mating and rape from simulations in which the rpp is 0.75 and female

investment after rape is fixed at 590 health units. Each graph shows the rates

for both males and females at the given levels of female investment after mating

(marked on the horizontal axes). Male investment after mating in these graphs

is 600 health units minus the female investment after mating, which is, like



8.9. THE EMERGENCE OF SEXUAL DIMORPHISM 231

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0.3

 0.35

500450400350300

M
at

e 
ra

te

Female investment in offspring after mate

Mating rates for females and males
for varying amounts of female and male PI

Female
Male

(a)

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0.3

 0.35

500450400350300

R
ap

e 
ra

te

Female investment in offspring after mate

Mate rates for females and males
for varying amounts of female and male PI

Female
Male

(b)

Figure 8.5: Female/Male (a) mate and (b) rape rates for different female and
male parental investments after mating (rpp = 0.75). The male investments are
equal to 600 minus the female investment

female investment, constant for any given simulation. The bar graphs are again

averaged over the last 2000 cycles of the simulations.

Figure 8.5b tells us that asymmetrical investments after mating do not sig-

nificantly affect the rates of rape, for either sex. It is plausible that rape rates

would be affected, since there is now less that separates mating from rape from

the perspective of both sexes. However, the rpp must still have a larger influence

on the adaptive value of each of the two reproductive actions than health effects

after mating — which, even at their most exaggerated, are less severe than the

health effect differences from investment after rape. Unfortunately, simulations

with greater levels of female investment after mate turn out not to be stable,

as females can no longer sustain the large hit to their health. Nevertheless, it is

clear from the simulations here that altering after-mate investments for females

does not affect the dimorphism of rape in any direction.

Figure 8.5a shows the mating rates for the same simulations. From this

graph, we can see that dimorphic mating behaviour increases, with females

mating less than males as their investments become correspondingly higher.

Since dimorphic rape rates are unaffected by this change, females are opting to

request fewer matings overall. Instead of choosing to mate or rape, females will

eat, so as to compensate the bigger hit to their health — for instance, there
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is an increase of around 0.025 in the probability that a female will eat in the

simulations where females invest 500 health units.

8.9.3 Reducing sexual dimorphism

In this section, I try to reduce the sexual dimorphism without reducing the

sexual difference in parental investment, by making changes to other parts of

the simulation. I do so in the spirit of testing the boundaries of my results and

exploring how robust they may be in the face of alternative scenarios.

Figure 8.6 shows the results for two such alternatives. The graphs in Fig-

ures 8.6a and 8.6c are taken from simulations in which I try to compensate

females for their investment after rape. In particular, they are compensated

by deriving a high utility from conceiving an offspring, but only if they initi-

ated the rape. The results of another variation can be seen in the graphs of

Figures 8.6b and 8.6d. In these simulations, I decrease the efficiency of male

eating — in particular, males absorb just 40% of the health available in food.

My aim with these simulations is to neutralise the health differences between

the sexes that rape causes.

The changes made for the compensation simulations are highly artificial,

without any obvious natural analogue. The problem is not so much the high

utility, which, while without natural precedent, could well evolve. Instead, the

problem is the implausibility that such utility could compensate the high level

of investment after rape. However, implausibility is not too much of a concern

here. We are trying to discover how dimorphism can be reduced, and there is

no issue with taking the implausible as a starting point. From such a point, we

could then develop more plausible scenarios or interpretations.

However, by looking at Figure 8.6a, it appears we can save ourselves the

effort, since even this implausible scenario is incapable of reducing sexual dimor-

phism in rape behaviour. The changes made for the compensation simulations

appear to have had no effect on the dimorphism of the rape rates. This may
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Figure 8.6: Rape rate differences between the sexes at rpp = 0.75, when (a)
females gain sufficiently high utilities for rape attempts to compensate for in-
vestment later on and (b) males are limited to absorbing 40% of the health in
food. Also, (c) and (d) the male minus female difference in average health for
(a) and (b), respectively
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seem a little curious; even though rape costs almost the same for both sexes

to initiate, being marginally less costly for females, males still come to initiate

rapes more frequently. However, when females are the victims of rape nothing

changes, and so the average health of the two sexes is still substantially dif-

ferent, as can be seen in Figure 8.6c. This, coupled with the fact that rape

attempts that are prevented result in a heavy punishment for the perpetrator,

means that rape is still a much less adaptive option for females than males.

The male inefficiency simulations of Figures 8.6b and 8.6d embody a scenario

that is a little more plausible than that of the compensation simulations. Males

absorb less energy from food, and we can interpret this as resulting from a higher

metabolism, which is similar to the case with human males. Figure 8.6b shows

that this does indeed have some effect on dimorphism, reducing the difference

between the sexes. Looking at Figure 8.6d, we can see that the reduction

is due to a shift in the difference in health between female and male agents,

with females now being healthier. Of course, rape is still a much more costly

behaviour for females, so the dimorphism still does not disappear.

8.10 The genetic causes of rape and sexually dimor-

phic behaviour

Over the previous sections, I have looked at situations that produce evolution-

arily stable rape and, in particular, situations that produce or affect sexual

dimorphism in rape, mating and agent behaviour in general. In doing so, I

have looked at the following causal influences on rape rates and dimorphism:

• The rpp;

• Parental investment levels after rape and after mating; and

• The changes introduced in the female compensation and male inefficiency

simulations.
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Figure 8.7: (a) The average male minus female probability of rape in the genome
for the rpp=0.75 runs from Figure 8.3(b). (b) The average probability of rape
in high health rules minus the average probability of all other non-sex- linked
rules

These causes are all the results of intervention — that is, I established the

causes as parameters of the simulation, and then investigated their effects. In

this section, I take a look at the genetic causes of sexually dimorphic rape

behaviour that lie within each individual.

Recall that the agent’s genotype makes use of self-health, self-age, self-sex,

local-food-density, local-population-density and the presence of a mate-request.

We can reason, then, that the only rules that will induce sexually dimorphic

rape behaviour are those for self-sex and self-health — the latter due to the

well-noted differences in average health for each sex. Though the presence of

a mate request might give some expectation of what sex the agent might be,

especially if one sex requests mates more often than the other, only the chance

of accepting a mate is affected. Also, there is no reason to believe that average

ages, food densities or population densities will differ between the sexes in such

a way as to cause evolved dimorphic behaviour — and there is certainly no

difference evident in my simulations.

We can examine the difference in evolved rape rates due to sex by focusing

solely on the sex-linked rules — that is, the male rule and the female rule.

Since each rule returns an action-distribution, we can directly read the rape

probability from each rule. If we then subtract the rape probability in the

female rule from that in the male rule, we can get an idea of the contribution of
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these two rules to the observed differences in rape rates. Figure 8.7a shows the

result of this procedure for the rpp = 0.75 simulations, with female investment

at 590 health units, from Section 8.7. As we can see, the sex-linked rules do

indeed contribute to the dimorphism.

We can also isolate the effect of the self-health rule and check its contribution

to the rape rate difference. Since this rule contains a greater than operator, it

will be a good indicator of probabilities returned for high health. The caveat is

that the condition value needs to be high enough so as not to cover all possible

health values, which is in fact true since the health rule’s condition values evolve

to around 600 health units. To isolate this rule’s effect on rape rates (Pδ), we

can take the average rape probabilities from the health rule and subtract the

average rape probability found in the remaining rules, ignoring both sex-linked

rules. This exception is simply to screen out any effects these latter rules may

have. Thus, we have:

Pδ = P h(r) −
1

n

n=7
∑

i6=h,m,f

P i(r) (8.1)

where P i(r) is the mean probability of rape (r) in the ith rule; h, m and f are

the indexes of the self-health, male and female rules, respectively; and n is the

number of rules (i.e. 7).

Figure 8.7b shows this statistic for the same runs as Section 8.7. We can

see a more significant difference evolving here than in Figure 8.7a, which would

indicate that the health rule makes a slightly greater contribution to the dif-

ference in rape rates. This confirms what we have seen in earlier sections, in

which the rpp significantly affects the level of dimorphism due, in turn, to its

effect on the average health.
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Figure 8.8: The rape rate difference between sexes for (a) rpp = 0.75 and (b)
rpp = 0.5 when sex is the only observation allowed

8.10.1 Sex-only genetic conditions

We can also check if any sexually dimorphic behaviour results when agents are

restricted to conditioning on sex alone — that is, when agents can only alter

their behaviour based on their own sex and nothing else. From the previous

section, it seems evident that dimorphism would still evolve, though perhaps to

a lesser extent.

The graphs in Figure 8.8 are the result of simulations in which agents have

only a female and male rule in their genotype — effectively, female and male

action-distributions. Figure 8.8a shows the results for rpp = 0.75 simulations.

While a slight dimorphism shows itself here, it is, surprisingly, much less sig-

nificant than before. The reduced genome — focused only on sex — has made

sexual dimorphism too hard to evolve when rpp = 0.75. This makes for a strik-

ing contrast to the rpp = 0.5 simulations in Figure 8.8b: in these simulations,

the difference produced by the sex-only genome is greater than the difference

from earlier simulations.

It is not clear what causes the drop in dimorphism in the rpp = 0.75 sim-

ulations. Certainly, the lack of other rules in the genome must make similar

strategies adaptive for both males and females. Both males and females can

no longer link eating to the condition of their health, and so may not be able

to make dimorphic tradeoffs between rape and eating. That is, females cannot

switch from rape to eating when they are low in health, nor males switch eating
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to rape when they are high in health, so rape comes to have the same general

adaptive value for both sexes. While plausible, it is a tenuous explanation. That

this problem disappears in the rpp = 0.5 simulations is also hard to explain.

Of course, females will be much less healthy in these simulations and, if sexual

dimorphism is to reappear at all, it will be when the benefit of dimorphism is

greater, which is when the rpp is lower. While time did not permit it, further

investigation would be helpful here.

The results over the preceding sections regard the evolutionary nature of

rape. In the next section, I break from these evolutionary investigations, and

explore the utilitarian consequences of rape in this simulated world.

8.11 Experiment: Checking the ethics of rape

The question of the ethicality of rape amongst humans has a straightforward

answer. Victims derive a large, negative utility; family, friends and communities

also derive negative utilities; on the other hand, perpetrators derive anywhere

from a large negative to a large positive utility, depending on the perpetrator’s

character and the outcomes of given rapes. Whatever the utilities may be, the

large negative utilities will swamp any positive utility that a perpetrator might

derive. However, as I describe above, I believe that rape is unethical in a more

fundamental sense than this. For even if these large negative utilities — the

direct costs of rape — did not exist, I assume that rape would still be unethical

from a utilitarian perspective.

In the first set of simulations, represented in Figure 8.9a, I check that rape

is unethical as it stands in the simulations above, and I also check the effect

of the rpp. The lines in the graph represent the cumulative utilities for a set

of simulations with the given parameters. The uppermost line plot represents

simulations in which rape is not possible. This clearly shows that disallowing
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Figure 8.9: (a) Cumulative total utilities of simulations with (in order from
top plot to bottom plot) (i) no rape, (ii) rape with an rpp = 1, (iii) rape with
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utilities equal to 0 and (iii) rape with utilities set to their normal (mostly very
negative) values
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rape altogether produces the most ethical environment for the agents of the

simulation, as we would expect.

The plot below this was produced from simulations in which the rpp = 1.

That is, in these simulations, rape is one of the actions available to agents, but

it is always prevented and punished. Given the simplicity of the simulation

model, this is equivalent to costly assault. The graph shows, unsurprisingly,

that this scenario is less ethical than the previous one in which there is no rape

at all. Also note that the rape (or assault) rate does not in fact evolve to a high

level, the rate barely reaching 0.02. Nevertheless, there is still a clear effect on

cumulative utilities.

The remaining plots show the results of rpp = 0.8, rpp = 0.6 and rpp =

0.4 simulations, showing a positive correlation between rpp and cumulative

utilities. The correlation is no doubt due to the negative correlation between

the rpp and rape rates (identified earlier), and a probable negative correlation

between rape rates and cumulative utilities. It is interesting to note that the

rpp = 0.4 simulations produce a plot of cumulative utilities that is almost

parabolic for the duration investigated, which means that the total population

utilities continue to drop at every epoch. In fact, this is because the rape rate

continues to increase smoothly throughout, supporting the notion that the rpp

and cumulative utilities are correlated through the mediating factor of rape

rates. Another interesting thing to note is that the rpp = 0.4 simulations entail

perpetually negative utilities for the population. From a utilitarian perspective,

this would mean that no population at all would be preferred to the situation

in this simulation.

It is useful to imagine how the results may have turned out differently. One

of the factors that could have produced a different outcome to the positive cor-

relation between rpp and cumulative utilities is that rape can result in the birth

of offspring. If a child can expect to derive positive utilities throughout their

life, this might compensate the negative utilities the victim derives from rape.
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However, there are two things in the simulation that mitigate this possibility:

one is that the high incidence of rape will lower the child’s expected utilities;

the other is that the population size would be in approximate stasis regardless

of how much or how little rape occurred.

Thus, the rape in my simulation is unethical, and the higher the incidence of

rape, the greater the harm to the world’s cumulative utility. However, it may be

that rape’s unethical value is due to the large negative utilities associated with

being victim to the act of rape. In humans, these negative utilities have evolved

— one way or another; it is possible, though implausible, that our evolution

could have been such that these utilities did not evolve. An interesting question

is whether rape would still be unethical without these utilities and, therefore,

whether rape is unethical in a more fundamental sense.

Figure 8.9b shows the results of three sets of simulations. The top and

bottom plots are from simulations that contain no rape and rape with standard

utility settings, respectively.6 The middle plot is of a set of simulations in

which rape produces no utilities at all for victims or perpetrators (which I will

call ‘utility-less rape’). The two plots of simulations with rape are taken from

rpp = 0.4 simulations.

In contrast to the form of rape normally looked at in this chapter, utility-less

rape produces a much more ethical world for the agents. However, utility-less

rape simulations are still much less ethical than simulations which contain no

rape at all. Thus it appears that the rape in my simulations is not only unethical

when it causes explicit harm, but also unethical at a more fundamental level,

and in its broader consequences over space and time. This is probably due to

the large health cost of rape for females, who, being less healthy, must adopt

less optimal strategies than if there were no rape.

6These plots quantitively differ to those in the neighbouring graph due to some changes in
parameters and code that occurred in the period between these two experiments. However,
note that they do not qualitatively differ.
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8.12 Conclusion

There are several interesting conclusions we can draw from the sum of these

results. The first thing we can note is the critical role played by the rpp. When

the probability of preventing rape is high, both the rape rate and the level

of sexually dimorphic rape that evolve are low. This makes for an interesting

comparison with humans; a much greater probability of prevention implies a

much smaller probability of conception. Some estimate that the conception

rate resulting from rape in humans is about 0.02 (Thornhill and Palmer 2000).

Based on the results above, this would be too low for rape to exhibit dimorphism

under the conditions of my simulations. The alternative would be dimorphic

rape behaviour caused by indirectly related traits — which, if anything, would

seem to support the by-product hypothesis. We should keep in mind, however,

that punishment may affect this point.

Further, we can see that the difference in female and male parental invest-

ments after rape can have a substantial effect on the behavioural dimorphisms

that evolve. An important possibility that future simulations should explore is

the evolution of counter-strategies by females, such as sperm elimination and

increased strength, which may serve to reduce behavioural dimorphism.

The primary genetic cause of sexual dimorphic behaviour appears to be

health — that is, since females invest more in offspring, they are less healthy

on average than males, and therefore prefer eating to copulating more frequently

than males. An excellent proxy for health in many of the simulations is sex —

and thus sexually dimorphic behaviour is caused not just by the conditions an

agent finds itself in, but also directly by an agent’s sex. That is, sex-based

inequality in behaviour evolves.

The ethical investigations of rape show what we already know: rape is

unethical. However, they do produce one important and novel result. Even

after eliminating the negative utility — the direct harm — that is normally
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associated with rape, rape remains an unethical act. Thus, the rape in the

simulations is unethical on a more fundamental level. The ethical investigations

also emphasise another important point: what evolves is not always ethical.
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Chapter 9

Abortion

Many of the most heated ethical debates revolve around abortion, often centring

on the moral status of the foetus. On its own, utilitarians find this a minor issue,

since it misses the main concern: namely, what the consequences of abortion

will be for all involved, including society. This is also the perspective I take for

the ethical experiments in this chapter. In particular, I examine how female

parental investment, and the abortion rates they give rise to, affect total utility.

For my purposes here, abortion is an act that ends all such investment

for offspring conceived but not yet born. Parental investment theory provides a

natural explanation for how this kind of act can evolve. For example, a pregnant

mother that suddenly finds herself in difficult circumstances may benefit her

fitness by saving her resources for future offspring who have a better chance

of surviving. Indeed, this is the very evolutionary hypothesis I explore in this

chapter.

First, however, I see what existing research has to say on whether the abor-

tion we see amongst humans and animals has evolved. I then describe some

of the ethical accounts of abortion and their relation to my simulations, before

progressing to the detailed description of my simulation design.

245
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9.1 Abortion and evolution

Abortion can take two forms: spontaneous or induced. Induced abortion in-

volves a choice; spontaneous abortion does not and is physiological. The abor-

tion I simulate models neither kind specifically, but nevertheless shares features

with both. On the one hand, an agent can abort based on the current state

of its health, which is most like spontaneous abortion. On the other hand, an

agent can abort based on changes in the environment that may take time to

affect the agent. This resembles induced abortion much more.

Below, I present several examples which suggest that abortion in the real

world may have occasionally evolved. The circumstances are often similar to

those we will see in the simulations.

9.1.1 Examples of abortion in nature

Humans: spontaneous abortion A healthy mother is susceptible to spon-

taneous abortion in at least 15% of cases (McBride 1991), but there have long

been suggestions that it may occur even more frequently (Roberts and Lowe

1975). At least half of these cases are a result of chromosomal abnormalities,

while other factors may include a family history of spontaneous abortion, the

age of menarche, whether the potential father is a close relation, abdominal

trauma and infection (Al-Ansary et al. 1995).

In at least the case of closely related parents, Verrell and McCabe (1990)

have suggested that spontaneous abortion is, in fact, adaptive. In these cases,

the offspring has an increased chance of carrying two harmful recessive alleles

at the same locus, particularly in the genes responsible for our immune system.

As such, children have an increased chance of expressing harmful recessives that

are normally suppressed. The decreased chance of the child surviving may make

abortion a good evolutionary strategy for saving parental investment.
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Humans: induced abortion Induced abortion has only become safe and

effective in the last century or so, though it was practised in earlier times (De-

vereux 1954; Hrdy 1999, p. 470). It therefore seems unlikely that it could have

evolved directly and is more probably the consequence of general traits. Even

so, we may find abortion has many of the features of a directly evolved act.

Filial infanticide and abandonment seems to have been part of our evolution-

ary history (Hrdy 1999). For pregnant females the effect of filial infanticide on

parental investment — if free of stigma — is very similar to abortion.

Lycett and Dunbar’s (1999) study lends support to the idea that induced

abortion is performed in ways that would have been reproductively beneficial in

our evolutionary past. Using data from England and Wales for 1991, they found

evidence for two main predictions derived from parental investment theory:

• Amongst younger women, those who were single were more likely to abort

than those who were married; and

• A preference for abortion declines amongst single women as they age (at

least, until 40), but increases for married women.

Evolutionary psychology’s argument for the first prediction is that unmarried

women normally have less social and material support for raising children. The

argument for the second is that, as the chances of single women finding a suitable

partner falls, women will prefer single parenthood to no offspring at all.

Lycett and Dunbar do not believe these behaviours could have evolved di-

rectly. Rather, they suggest that the same factors that affect a woman’s dis-

criminative after-birth care — which may have included filial infanticide and

neglect in our evolutionary past — will also affect a woman’s decision to abort.

They also argue that selection would favour women making the earliest pos-

sible decision about continuing parental investment in an offspring, and thus

abortion would today be favoured over infanticide or abandonment.
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Mice In cases observed in the lab, a female mouse will abort her litter when

introduced to a strange male (Bruce 1960). Soon after, the female becomes

sexually receptive again and mates with the strange male. Hrdy (1979) has

suggested this is a female adaptation to the behaviour of males, since an un-

related male often kills the female’s offspring once born. This example clearly

demonstrates a situation in which conditions change after conception, since

females cannot know beforehand that they will later meet strange males.

Yucca plants Another example of spontaneous abortion can be found in

yucca plants (Pellmyr and Huth 1994; Huth and Pellmyr 2000). The yucca

plant depends on the yucca moth for its pollination. A female moth deposits

her eggs in a yucca flower’s ovary, and then places pollen that she has collected

on the stigma of the flower, so that the flower will produce a sufficient number

of seeds to feed her offspring. However, as Pellmyr and Huth (1994) note, the

yucca plant occasionally aborts flowers when the flower is heavily loaded with

eggs, in comparison to the number of seeds available. Thus, when the survival

and reproductive prospects of the flower are worse than what continued health

investment would justify, the flower is aborted. Note again here that the plant

cannot predict whether a given flower will be overloaded with moth eggs before

producing that flower.

9.2 The ethics of abortion

Even if we were to find an abundance of cases in which abortion has evolved, this

would not automatically make it ethical. Abortion’s ethical status is something

that needs to be explored separately.
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9.2.1 The moral status of the foetus

The most politically contentious issue surrounding abortion is the moral status

of the foetus (and, indeed, embryo). For utilitarians, and my simulations, this

issue reduces to whether the foetus is capable of deriving utility.

There are two prominent positions: the religious pro-life movement and

the secular pro-choice movement. The religious pro-life movement is based

on a belief in the existence of a human soul that is associated with a human

being at conception. Arguably, the secular pro-life movement has a very similar

argument based instead on ‘a human life’ (for example, see O’Donovan and

Stuparich 1994, Introduction and passim).

In contrast, for secular pro-choice individuals, the main issue is when a hu-

man can be counted as a moral being, with the rights and sentient capacities

of other people. According to Hrdy (1999, p. 392), this occurs when a human

develops the “unique empathetic component that is the foundation of all moral-

ity,” which can only happen in a social context. Therefore, life begins once an

individual begins socialising — which Hrdy suggests is either at birth or a little

earlier. Sumner (1981), who takes a predominantly utilitarian approach, places

similar importance on socialisation. However, Sumner suggests that the ap-

pearance of sentience is the “threshold” event, that distinguishes moral beings

from beings that are simply alive.

For the pro-choice movement in general, human life begins some time before,

around or, more controversially, after birth — it certainly does not start at

conception. For simplicity in my simulations, I take it that unborn agents do

not derive utility. How this choice affects the interpretation of my results I leave

to the reader.

9.2.2 Utilitarian perspectives on abortion

From the perspective of utilitarianism, all ethical issues surrounding abortion

are not simply solved once we decide whether the foetus is capable of pleasure
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and pain. As always, what is important to utilitarianism are consequences and

the utilities everyone derives from those consequences. As I have discussed in

an earlier chapter (see Chapter 4), this is why simulation, with its ability to

uncover the consequences of situations, can help utilitarian theorising.

There are several utilitarian perspectives on abortion. One such perspective

is due to Peter Singer, who suggests that only those entities capable of feeling

pleasure and pain ought to be counted in the utilitarian sum and that babies

less than a month old have no consciousness (Singer 1993). He argues that not

only is abortion often acceptable, but that so too is infanticide in the first month

after birth — though, only if the child has severe disabilities and can expect

negative utilities throughout life. This view is not likely to see any support in

our own society, but there are certainly precedents for the cultural acceptance

of infanticide (Hrdy 1999).

Sumner (1981) suggests that we divide abortions between early and late

term, based on when the foetus achieves sentience. Early term abortions

would be entirely unregulated, while late term abortions would be permitted

for women whose lives are at risk or when the child may have a severe disability.

Much like Singer, Sumner implies that infanticide may also be allowed in the

case of severe disability, so long as the infant has made no social attachments.

Unfortunately, I find Sumner’s view inconsistent with utilitarianism. The

division into early term and late term abortions based on a sentience threshold

is not just a means of clarifying when the foetus begins deriving utility. It is also

a way of ignoring the future utilities of the prethreshold foetuses. In Sumner’s

(1981, p. 277) words, “Before the threshold there is (in the deontically relevant

sense) no creature to harm and no right to life to be violated.” Sumner decries

revisions of classical utilitarianism, such as average utilitarianism and “discount

theories,” in which entities that do not yet exist are given less weight in the

utilitarian sum; yet Sumner himself appears to be invoking a discount theory.

This also highlights one of the benefits of simulation; we cannot inadvertently
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change the method of utilitarian calculation when dealing with a situation that

is difficult to reason about.

On the whole, abortion’s utilitarian value is likely to be decided more by

the long-term consequences of the act than the effects on the foetus. Most

utilitarians would agree that, when the prospects are dim for the child or the

mother, abortion at any stage would be most ethical. However, when the

consequences are not so obvious, utilitarians are less likely to agree on abortion’s

ethical value, and this is where simulations like mine can help.

9.3 Simulation design

In the foregoing, we have seen evidence that abortion has evolved several times

in nature, in at least some animals, plants and potentially humans as well.

While abortion can be divided into two seemingly distinct types — spontaneous

and induced — there is reason to believe that both will be shaped in similar

ways by evolution and that simulations like mine can shed some light on the

evolutionary nature of both. Furthermore, while simulation cannot assist with

an answer to the most contentious question about abortion’s ethical nature —

that is, the moral status of the foetus — simulation can help with our utilitarian

analyses of its consequences.

With this in mind, we can look at the design details for the coming experi-

ments. As before, I will only discuss the design that is specific to the abortion

simulations; for the general design of the simulation, see Chapter 5. For a sum-

mary of the parameters, the reader can refer to Tables 9.1 and 9.2. The latter

table covers the health effects and utilities of all the actions, while the former

table covers the remaining parameters.
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Parameter Value(s)

Gestation cycles 5

Food distribution
function (fdf)

Constant-rate 50 food units per cycle
Periodic drought 50 food units for 40 cycles, then

0 food units for 8 cycles

Actions and initial
probabilities

Eat Mate Abortion
4
9

4
9

1
9

Observations Health, Global food density, Is gestating?

Board size 25x25

Maximum entities
per cell

1

Mating neighbour-
hood

7x7

Eating neighbour-
hood

7x7

Observation neigh-
bourhood

7x7

Initial number of
agents

400

Agent age limit N(100, 152) cycles

Health obtainable
from food

N(140, 102) health units

Health required for
mating

200 health units

Genetic representa-
tion of action proba-
bilities

Pseudo-probabilities that can fall below 0 and rise
above 1

Genome type Decision tree (variable structure)
Decision tree (fixed structure; details in Section 9.9)

Action probability
mutation

Initially generated mutation rates:
N(0, N(0.01, 0.0012)2), Meta-mutation rate:
N(0, 0.0012)

Branch node value
mutation

Initially generated mutation rates:
N(0, N(0.01, 0.0012)2), Meta-mutation rate:
N(0, 0.0012)

Misc. Male and Female Sexes
Conception from opposite sex mating only
Gestational investment evenly spread through gesta-
tion period

Table 9.1: Parameters of the abortion simulations
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Success Failure
Action Utility Health Utility Health

Eat 10 ∼70 -10 -10

Abortion 0 -40 0 -40

Mate Action

Outcome Sex Utility Health

No conception 15 -16

Conception F 15 -15
+ Total Gestation F 0 -20

-150
-300

+ After Birth F 0 -20
-150
-300

Conception M 15 -10

Request denied 0 0

Cannot find mate -10 -10

Table 9.2: The utilities and health effects associated with the outcomes of
actions. Due to its complexity, the mating action is shown separately

9.3.1 Varying parameters

Parental investment

There are two main forms of parental investment in these simulations: gesta-

tional investment (gi) and after birth investment (abi). (The third form, gametic

investment, is both small and fixed.) With both gi and abi, only females make

the investments — males could obviously make after birth investments as well,

but I omit this for simplicity. Both gi and abi in these experiments can take

on values of 20, 150 and 300 health units (and 0 health units when not be-

ing investigated), and these values appear in both the evolutionary and ethical

experiments. Table 9.2 shows the parental investments made after a mating

results in conception (as health losses to the parent). Note that females and

males invest 15 health units and 10 health units, respectively, in their gametes,

in accord with the biological definition of the sexes. For a detailed discussion

of the investment types, see Section 5.3.



254 CHAPTER 9. ABORTION

Actions

There are at most three actions in these experiments, which are eating, mating

and abortion. I chose to use just three actions to keep the genetic analysis

simple.

As in previous chapters, I manipulate the actions parameter for the inves-

tigations into the ethical value of abortion; specifically, I compare simulations

with and without abortion to assess its ethical value.

Abortion Agents can try to abort at any time. If an agent is not pregnant,

then abortion merely results in self-harm. Whether pregnant or not, an agent

loses 40 health units when trying to abort.

If an agent is pregnant, abortion terminates the pregnancy and any gesta-

tional investment made up till that point will be lost. Agents will of course

save any future investment they would have made, had they not aborted and

instead continued with the pregnancy.

I do not assign any utilities to the different outcomes of abortion, as it is not

clear to me what they should be. While manipulation of these utilities would

make for an interesting experiment, time did not permit it. Naturally, this

point should be kept in mind in the experiments on abortion’s ethical value.

Food distribution function

The food distribution function (fdf) can take on two forms, that are similar to

those for the suicide simulations in Chapter 6. The first is a constant-rate food

supply function, like that of the suicide simulations. It supplies 50 units of food

per cycle. The second is a periodic food supply function, which supplies food at

the same constant rate, but is punctuated by severe droughts during which no

food at all is generated. For this second fdf, the drought is exactly 8 cycles long,

and there are 40 cycles between each drought. (Droughts arrive abruptly enough

that agents will certainly notice them within the 5 cycles of a pregnancy.) The
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purpose of these two fdf’s is to examine the effect of unexpected environmental

changes on the rate of abortion.

9.3.2 Fixed parameters

Gestation period

After conceiving, genetic material from both male and female parents is used

to create a new agent. The female then carries this unborn agent — that is,

she gestates — for a period of 5 cycles unless she aborts first. Gestation will

also be cut short if the female dies, which may happen if the female’s health

drops to 0 or she reaches her maximum age.

Observations

Again to simplify the genetic analysis, there are just three observations that

agents can make: self-health, global-food-density and is-gestating. The ‘is-

gestating’ observation is the only new one here; naturally enough, it returns

true if the agent is gestating, false if it is not.

Health and utility

Table 9.2 presents the health and utilities for the various actions and outcomes.

For successful matings, the negative values indicate the level of investment —

that is, the amount the parent loses, and the amount the offspring gains. As

noted earlier, there are no direct utilities associated with abortion.

Decision-function: The decision tree

The decision tree is described in detail in Section 5.4.3, and so I will not re-

describe it here. As explained there, decision trees can evolve to have arbitrary

branching structures, as well as arbitrary action-distributions at their leaves.
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Fixed structure decision tree In some of the experiments here, I keep

the structure of the decision tree fixed, and only allow action-distributions to

evolve. In this way, I can explore hypotheses on what agents will evolve to do

under specific circumstances specified by the branching structure. For example,

I can set the root branch node to test the ‘is-gestating’ observation, and thus

easily separate the evolved strategies of gestating and non-gestating agents.

9.3.3 Overview of parameters used in the experiments

For the main experiments (Sections 9.5 and 9.6), I control three parameters:

gestational investment (gi), after birth investment (abi), and the food distri-

bution function (fdf). In terms of fixed parameters, the most important is

the length of the gestation period, which is 5 cycles long. While I have infor-

mally explored other parameters — including male investment, the length of

the gestational period and the health effect of abortion — I chose to limit these

experiments to the above three parameters for clarity and because they seem

the most relevant and interesting. In Section 9.9, I investigate a simulation

in which the agents’ genome structures are fixed. This is to explicitly explore

the hypothesis for when abortion will have adaptive value. Section 9.10 on the

ethical value of abortion focuses mainly on the abi and fdf parameters.

9.4 Basic demographics and orientation

As described in Section 6.3, my aim with this section is to give the reader a

grounding for the simulation results. Let us first look at the way food shapes

the agent’s environment. Figure 9.1 shows the total amount of food available at

the start of each cycle for constant-rate food and periodic drought simulations.1

Figures 9.1b and 9.1d zoom into the last 800 cycles of each run set. As we can

see, the amount of food available is closely related to the fdf’s described in

Table 9.1. Nevertheless, sometimes the amount available is higher than what

1All graphs here are taken from run sets of 20 simulations each unless otherwise noted.
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Figure 9.1: The amount of food available at the start of each cycle for (a)
constant-rate food and (b) periodic drought run sets. Note that, due to their
frequency, droughts are not shown in b. Graphs (c) and (d) are as per a and
b, respectively, but show just the last 800 cycles
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is generated, because some food is left over from previous cycles (Figure 9.1d

shows peaks of 60 food units); and at other times, it is less because the board

is already too full with agents and food (Figure 9.1c shows an average of just

over 40 food units). Clearly, droughts decimate the agent populations in the

periodic drought simulations, in turn allowing food to survive and accumulate

during the break between droughts.

Let us now turn to the agent demographics, which highlight a few interesting

points. Figure 9.2 shows graphs for population, age and health from four differ-

ent run sets: one run set with constant-rate food and abi = 300; the other three

with periodic drought and with the three levels of abi (abi = 20, 150, 300). Each

run set is represented by each column, left to right. Figures 9.2b-d clearly show

the expected effect of periodic droughts on the agent populations — that is,

large variability in population numbers. The run set that produces the highest

populations is the abi = 20 periodic drought run set (Figure 9.2b). Comparing

this to Figures 9.2c and 9.2d, we can see that this is wholly due to the low abi.

It is probable that if we allowed abi to evolve, it would evolve to this kind of

lower level. Parental investment theory tells us that there needs to be a balance

between starting an offspring’s life with a better chance of surviving to repro-

ductive age, and being able to have more offspring. This balance is struck at

lower abi in my simulation, perhaps because food in the environment requires

little effort to get. Whatever the case, I explore the effects of a range of abi

values, particularly higher values since they have the more pronounced effects

and are closer to cases of interest.

Figures 9.2j-l show that average health is lower in simulations with lower

abi. We might expect this, but low abi does not guarantee low average health.

There is enough food in the environment for agents to build their health to

higher levels. However, the population pressure seen in Figure 9.2b clearly

stops agents from being able to eat more. Also note that average health in the



9.5. EXPERIMENT: VARYING AFTER BIRTH INVESTMENT 259

abi = 150 run set is much lower than the abi = 300 run set, and sometimes

even dips below health levels in the abi = 20 run set.

The average ages for periodic run sets (Figures 9.2f-h) are mostly unre-

markable. While droughts do cause greater variation in the average age, this

variation is muted in comparison to what happens with population and health

in those same run sets.

We have just seen that the fdf and abi parameters produce significant

changes in some of the agent demographics. Let us now move to the heart

of the experiment, and explore the effect of these two parameters on abortion.

9.5 Experiment: Varying after birth investment

I explore two main questions here: How do abortion rates change with changes

in after birth investment (abi)? And what effect does an unstable environment

— that is, one with periodic droughts rather than constant food — have on

abortion?
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We can begin with the graphs of Figure 9.3. Figures 9.3a and b show the

abortion rates over time for the constant-rate food and periodic drought run

sets, respectively. Figures 9.3c and 9.3d are close-up views of the last 800 cycles

of these run sets. None of the simulations in these graphs include gestational

investment.

Figures 9.3a and 9.3c show that, eventually, abi does not correlate with

abortion attempts when there is constant food. Nevertheless, when abi = 300,

abortion rates do evolve more slowly to their low levels than in other cases.

This suggests abortion does less damage to an agent’s fitness when abi = 300

compared to when abi = 150 or abi = 20. However, it is clear that abortion is

not adaptive in any of these cases.

In contrast, the graphs of Figures 9.3b and 9.3d show that there is a positive

correlation between abi and abortion rates when regular droughts occur. The

plots for abi = 150 and abi = 300 overlap, although a significance test over

the epochs of the last 800 cycles shows the plots are different (t(100) = 9.97,

p ≪ 0.001), with the abi = 300 plot higher. While this is true for all epochs,

it is not true for just the peaks in abortion rate occurring during the same 800

cycles (t(17) = 0.09, p < 0.01). While the difference between the abi = 150 and

abi = 300 run sets is small, there is a clear difference between these and the run

set with abi = 20. In general, we would expect a positive correlation between

abortion rates and abi, given that higher abi will mean abortion saves the agent

more health and thus presumably has a higher effect on reproductive potential.

However, the average health of agents will have a role to play. The average

health of agents in the abi = 150 run set is, as noted earlier, always lower than

that in the abi = 300 run set (and sometimes lower than the abi = 20 run set).

The implication is that a saving of x health units in the abi = 150 run set will

have a more dramatic effect on fitness than the same x health units saved in

the abi = 300 run set. It is probably this difference that prevents a stronger
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Figure 9.3: Abortion attempt rates in (a) constant-rate food and (b) periodic
drought run sets. Each graph shows the three levels of abi alongside each other
(when gi = 0). Graphs (c) and (d) are as per a and b, respectively, but show
just the last 800 cycles.

correlation between abi and abortion rates in the graph. We will see further

evidence of this effect in the gi experiments of the next section.

Figures 9.3b and 9.3d also clearly show the direct effect of droughts in all

three run sets. Looking at the evolution of abortion rates through the course

of the simulations in Figure 9.3b, we can see that, like suicide (see Chapter 6)

the cyclical pattern in abortion rates establishes itself very early, well before

evolution begins to settle. Note that these simulations run for very much longer

than the suicide simulations — 28000 cycles compared to 2500 cycles — and

thus entail a slower evolutionary rate overall. Since non-adaptive abortion early

in an agent’s life cannot damage fitness nearly as much as non-adaptive suicide,

abortion probabilities will be subject to much less selective pressure than suicide

probabilities.
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Looking at Figure 9.3d gives us a better idea of when the peaks in the

abortion rates occur. As we would expect, they occur 48 cycles apart, which

is the same as the distance between consecutive droughts. What is a little

more difficult to see from the graphs (but easily confirmed from the numbers)

is that the peaks in abortion rate coincide exactly with the drought periods.

In particular, the correlation coefficient between food generated and abortion

rates is -0.89 for the last 12000 cycles of the abi = 300 run set.

Intriguingly, abortion rates begin to increase before a drought hits. After a

drought, the population size is at its lowest. As population numbers recover,

the board becomes ever more crowded and it becomes increasingly difficult to

find cells in which to put generated food — on average, only 43 food units

per cycle can be generated over the last epoch (the last 8 cycles) against the

50 units per cycle that can normally be generated. In addition, the growing

population consumes more of the available food. It is probable that these

pressures increasingly make abortion a beneficial option; agents endure lower

health at these times, and are therefore more susceptible to being selected

against, in both reproduction and survival. It is revealing to note that, if

we omit drought periods from the calculation, the correlation between food

generated and abortion rates is still quite strong (-0.49).

It is also useful to compare these simulations with the constant-rate food

simulations. In these simulations, there is constant pressure on the food supply

throughout a simulation, yet abortion seemingly has little adaptive value. The

key difference is that an agent’s environment in the constant-rate food simu-

lations is completely predictable. Abortion is only of value in semi-predictable

environments. That is, environments that are normally favourable, but that

can occasionally host dramatic changes such as droughts. Such changes can

make it better in fitness terms to end a pregnancy rather than continue it.
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Figure 9.4: (a) Abortion attempt rates in periodic drought run sets, showing
the three levels of gi that were investigated (when abi = 0). Graph (b) is as per
a, but shows the last 800 cycles.

9.6 Experiment: Varying gestational investment

Now we see if the results from the previous section on abi also generalise to

gestational investment (gi). I will not look at constant-rate food simulations

here, as the results of those simulations did not qualitatively differ from those

using abi.

Figure 9.4a shows abortion rates from run sets with the three levels of gi

investigated. We can easily note the difference to the equivalent graph showing

the effect of abi in Figure 9.3b. Here, abortion rates do not evolve to be as

robust. There is a great deal more variability in the way each of the run sets

evolve, with the gi = 150 run set seemingly the more dominant. It is also clear

that droughts do not have as substantial an effect on the abortion rate, except

when gi = 150.

The close-up view of the last 800 cycles of this run set (Figure 9.4b) is more

revealing. It shows that when gi = 20, abortion rates look almost uncorrelated

to droughts. In fact, the correlation between food generated and abortion rates

is very weak, but still present (-0.19). As the gi grows, the effect of droughts

becomes stronger, so that at gi = 150 the correlation is -0.64. Surprisingly,

when gi = 300, abortion rates are not correlated with droughts (-0.09). Instead,

abortion rates are more strongly correlated with the amount of food generated in

the preceding epoch (-0.50). Indeed, the highest abortion rates occur just prior
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to droughts, not during the drought itself. Abortion rates remain moderately

high during droughts, and reach their lowest levels immediately after, when

food is most plentiful.

The correlation between abortion rates and food generated in the preceding

epoch for the gi = 300 run set is not as curious as it seems. As is the case

with the abi run sets, the average health for gi = 300 is much higher than that

for gi = 150 (the graphs are very similar to those in Figure 9.2). We already

saw that the higher average health removed the evolutionary need for abortion

somewhat in the abi = 300 simulations. With gi = 300, it significantly reduces

the value of abortion behaviour during drought, beyond even the gi = 150 run

set.

We can reason that there are two points that make gi much less important

than abi in the evolution of abortion. The first point is that an abortion will

save an agent all of the abi it would have invested in its child, but only half (on

average) of the gi it would have invested in its child. The second point is that an

abortion during gestation will have wasted the gi made to that point. I should

stress that I have not fallen for the Concorde fallacy here — the agent will choose

to abort if that choice gives the best expected future return to fitness. However,

the expected future return will depend on the agent’s current circumstances;

those circumstances will depend on the health of the agent, something that

previously spent gi will influence. Thus, it seems that parental investment in

the form of gi is less likely to encourage abortion than when it is in the form of

abi. We will see still further confirmation of this point shortly.

9.7 The evolutionary stability of abortion

These simulations show that abortion can certainly be an ESS. Recall how we

can identify evolutionary stability in these simulations (see Section 6.4): that

is, the action rate must be higher than the lowest possible action rate given
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mutation. We can easily see that this condition holds by noting the differences in

the evolutionarily stable abortion rates between different run sets. For example,

abortion in the abi = 300 runs occurs at a far higher rate than in the abi = 20

simulations. Indeed, even more convincingly, we can see that within a given run

set, the abortion rate is higher around droughts, and lower otherwise. Clearly,

abortion has been shaped by evolution in these simulations and has found an

adaptive role.

This outcome is not obvious a priori, for several reasons. First, abortion

causes an immediate reduction in an agent’s reproductive success. Second,

agents in this simulation will always fall pregnant by choice. Third, mating

often results in reproduction and, unlike in many species that can copulate

for evolutionary reasons besides giving birth, there is no other positive value

to mating in the simulation. Thus, the evolutionary stability of abortion in

the simulation must be due to the changing conditions of the pregnant agent’s

world. Conditions may change for the worse, such as when food becomes sparse

giving the pregnant female and any offspring a lower chance of surviving; or

conditions may change for the better, such as when food becomes plentiful, and

the pregnant female would do better to take the chance to build up its health.

Precisely what genetic causes make abortion evolutionarily stable is some-

thing I look at next.

9.8 The genetic causes of abortion

As described in Section 9.3.2, the agent genome is a decision tree, in which

branch nodes split on observables such as self-health, and leaves contain action-

distributions. It is difficult to calculate statistics on these genomes directly

because they can evolve to become quite complex. Later, I experiment with

simplified fixed decision trees, but for now I treat genomes as black boxes, and

analyse how abortion probabilities relate to the agents’ observations.
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Figure 9.5: The distributions of each observation for various ranges of abortion
probabilities. Graphs are take from the periodic drought, abi = 300 run set

Figure 9.5 presents a table of abortion probability ranges (along the ver-

tical), and the distributions of actual agent observations that lead to these

probabilities. Note that these graphs are taken from the abi = 300 run set

with periodic drought. The graphs omit observations made by non-gestating

agents — other than the ‘is-gestating’ observation column, of course. Thus, we

can, for example, compare the distributions of observed health for high and low

abortion probabilities. The reason for this particular arrangement of the data

is that it is compact; the more natural method of showing abortion probabil-

ities for different ranges of observation suffers from problems of combinatorial

explosion.

Figure 9.5 shows that there are few gestating agents when the abortion

probability is low. As the abortion probability increases, the proportion of ges-

tating agents increases. This is as expected, since abortion is simply self-harm
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Figure 9.6: The distributions of each observation for various ranges of abortion
probabilities. Graphs are take from the constant-rate food, abi = 300 run
set

for non-gestating agents. However, we would expect abortion to occur solely

amongst gestating agents, which is not the case. Indeed, there are still many

non-gestating agents in the higher abortion probability ranges. Clearly, the

agents have not been able to evolve decision trees capable of completely sorting

out actual abortions from self-harm, however the graph also demonstrates that

they have made some progress. In the next section (Section 9.9), I make the

evolutionary space smaller for the agents and we will see that their behaviour

converges quite strongly as a result.

If we take a look at global food density, we see a swing to low food densities

when we move from the first to the second lowest probability range, as we would

expect. These two ranges account for the majority of the cases and so would

account for the abortion rate graphs we saw earlier (Figure 9.3). After these

ranges, the distribution swings back slowly towards high food densities, though
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fewer agents have abortion probabilities at these levels, so the selective pressure

is less strong.

As for health, the distributions of this observation appear to become bi-

modal once the second lowest range of abortion probabilities is reached, with

a second peak in lower health frequencies becoming visible. Thus, there is a

slightly greater proportion of low health agents who have a higher probability

of abortion.

It would be useful to compare the genomes from periodic drought and

constant-rate food run sets, to contrast the environments typically encountered

by agents in each. Figure 9.6 is the same as the previous figure, but is drawn

from constant-rate food simulations. The distributions of the ‘is-gestating’ ob-

servation look similar to those in Figure 9.5, suggesting that abortion is some-

what adaptive here. On the other hand, health is spread less widely and higher

abortion probabilities do not produce a bimodal health distribution. We can

also see that the distributions of global food density observations cluster around

the mid to high densities of food — as we would expect, since constant-rate

food would lead to constant population pressures on the food supply.

These analyses suggest that abortion is more likely when agents have less

food, lower health and are, in fact, pregnant. We can now get stronger evidence

for these conditions by introducing fixed genomes into the simulations, which

will make genetic analysis much simpler. This is what we will look at next.

9.9 Introducing fixed genomes

In the earlier results, we saw that abortion is strongly correlated with droughts,

and that there is some correlation between abortion rates and the level of abi

and, to a lesser extent, gi. Together, these correlations confirm the hypothesis

that abortion can be an ESS in unexpectedly difficult times, when the agent can
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Figure 9.7: The genome structure used in these simulations. The action prob-
abilities in the leaves are free to evolve

save substantial health. To produce an even more convincing test, I manually

specify the structure of the agents’ decision trees to reflect the hypothesis.

To make the decision tree structure reflect the hypothesis, each branch will

split on a relevant condition; if done correctly, then a single path down the tree

will embody all the conditions of the hypothesis. To do the test, we simply

let the action probabilities in the leaves evolve and see what happens. If the

leaf on the ‘hypothesis path’ evolves high instead of low abortion probabilities,

then that would confirm the hypothesis. If the reverse occurs — that is, low

probabilities evolve — then that would disconfirm the hypothesis.

The fixed genome structure for this experiment is shown in Figure 9.7. The

path relevant to the hypothesis ends at leaf 4; this leaf triggers when an agent is

gestating, when it has low health (i.e. health < 0.15) and when the global food

density is low. Of course, this does not match the conditions of the hypothesis

exactly. Namely, there is no node that explicitly matches ‘unexpected and

difficult changes’. However, the low health and low food density nodes implicitly

cover this condition; they clearly describe a difficult environment, and also an

unexpected one, since low food density (and, by connection, low health) is not

an environmental norm.

I describe how the recombination of evolvable structure decision trees occurs

in Section 5.4.3. Recombination for fixed structure decision trees is almost
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Figure 9.8: Abortion attempt rates in (a) constant-rate food and (b) periodic
drought run sets that contain manually specified agent genomes with a non-
evolvable structure. Each graph shows the three levels of abi alongside each
other (when gi = 0). Graphs (c) and (d) are as per a and b, respectively, but
show just the last 800 cycles
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identical, except that there are no mutations involving branch nodes — that

is, the tree structure, branch type and branch split-values do not change.2 The

two trees are placed one on top of the other (so to speak), and a crossover point

is chosen. Parent decision trees always have the same structure, so that the

final result of the reproduction is a child genome that has the same structure

as in Figure 9.7, but whose leaves will be a mutated copy of the corresponding

leaf from one parent or the other, depending on the crossover point.

Let us now take a look at the results, which are organised in much the same

way as the earlier evolvable genome structure simulations. Figure 9.8 shows

the rates of abortion attempts in this simulation for both constant-rate food

and periodic drought run sets; the figure is comparable to Figure 9.3. We can

see that there are in fact a few differences to the earlier simulations. Let us

first focus on the periodic drought run sets (Figure 9.8b and 9.8d). While the

correlation between abi and abortion rates still appears, it has grown much more

significant. At abi = 300, abortion rates evolve to peak at much higher rates

than before. In contrast, the abi = 150 run set peaks at lower abortion rates

than its corresponding run set, and the abi = 20 run set is substantially more

muted in its effect. Also of great interest is the gap between trough and peak,

which has grown for abi = 300, declined for abi = 150, and almost vanished for

abi = 20.

In the constant-rate food simulations, the abi = 150 and abi = 20 run sets

look similar to before, though abortion has evolved to an even lower rate. In

contrast, the abi = 300 run set has evolved very differently, with the abortion

rate stabilising much higher. Earlier in Section 9.5, I noted the slower decline of

abortion rates when abi = 300. Here, we see this slight positive value asserting

itself more bravely. It seems providing clear-cut conditions in the genome has

allowed abortion to persist in a world with constant food.

2Recall that branch split-values are used to split an observed value into two ranges corre-
sponding to the node’s two branches.
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Figure 9.9: (a) Abortion attempt rates in periodic drought run sets with the
fixed genome structures, showing the three levels of gi that were investigated
(when abi = 0). Graph (b) is as per a, but shows the last 800 cycles.

We can also examine simulations with gi rather than abi. Figure 9.9 shows

the results from these simulations. We can see a similar pattern to before:

namely, gi does not have the same effect as abi, with gi = 20 exhibiting a much

reduced effect from drought. In addition, the gi = 150 run set has produced

much tamer abortion rates, suggesting either that this fixed decision tree struc-

ture is not rich enough to capture situations in which abortion is adaptive for

this parameter setting, or else that abortion in the evolvable genome structure

simulations may well evolve away given much more time.

9.9.1 Clarifying the genetic causes

My first form of analysis of the fixed structure genome proceeds in the same way

as for the evolvable genome structures (see Section 9.8), so that we can compare

the two. Figure 9.10 shows the result of this analysis for the periodic drought

run set with abi = 300. The figure is quite striking. We can see three things.

First, whenever abortion probabilities are high, agents are always gestating —

as I speculated should occur before. Second, higher abortion probabilities are

very strongly correlated with low health. Third, in the second lowest abortion

probability range, global food density is mostly clustered around higher den-

sities. But as the abortion probability increases, abortion rates are strongly

correlated with low food density.



274 CHAPTER 9. ABORTION

A
b
or

ti
on

p
ro

b
ab

il
it
y

ra
n
ge

Health Global food density Is gestating?

0-0.05

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0  0.2  0.4  0.6  0.8  1  1.2
 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  0.005  0.01  0.015  0.02  0.025  0.03  0.035  0.04  0.045
 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1  1.2

0.05-0.10

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0  0.2  0.4  0.6  0.8  1  1.2
 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  0.005  0.01  0.015  0.02  0.025  0.03  0.035  0.04  0.045
 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1  1.2

0.10-0.15

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0  0.2  0.4  0.6  0.8  1  1.2
 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  0.005  0.01  0.015  0.02  0.025  0.03  0.035  0.04  0.045
 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1  1.2

0.15-0.20

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0  0.2  0.4  0.6  0.8  1  1.2
 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  0.005  0.01  0.015  0.02  0.025  0.03  0.035  0.04  0.045
 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1  1.2

0.20-0.25

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0  0.2  0.4  0.6  0.8  1  1.2
 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  0.005  0.01  0.015  0.02  0.025  0.03  0.035  0.04  0.045
 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1  1.2

> 0.25

 0

 0.05

 0.1

 0.15

 0.2

 0.25

 0  0.2  0.4  0.6  0.8  1  1.2
 0

 0.1

 0.2

 0.3

 0.4

 0.5

 0.6

 0.7

 0.8

 0  0.005  0.01  0.015  0.02  0.025  0.03  0.035  0.04  0.045
 0

 0.2

 0.4

 0.6

 0.8

 1

 0  0.2  0.4  0.6  0.8  1  1.2

Figure 9.10: The distributions of each observation for various ranges of abortion
probabilities

In addition to this black box analysis of the genome, the fixed genome

structure allows us to get an excellent idea of what the typical genome, in

particular its action probabilities, will look like. Figure 9.11 shows the fixed

genome structure, with the evolved action probabilities noted on the leaves.

This figure is created from a run-set with abi=300 and periodic droughts, and

is averaged over the last quarter of the simulations. Table 9.3 shows the same

data in tabular form, along with standard deviations.

At leaf 1, we can see that abortion has all but disappeared, as we would

expect. An abortion attempt while not pregnant — or, more accurately, self-

harm — clearly has no general adaptive value. At leaf 2, the probability of

abortion is slightly higher. This leaf only covers high health conditions, but it

does not discriminate between low and high food densities. We can also see

that the mating probability has dropped away — which is expected, given that

the agent is already gestating and there could be food to eat. At leaf 3 —
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Figure 9.11: The fixed genome structure, with the average action probabilities
that have evolved noted on the leaves

Eat Mate Abortion

Condition Mean SD Mean SD Mean SD

Not Gestating 0.5958 0.0014 0.4030 0.0014 0.0012 0.0000

Gestating, Health>=0.15 0.9812 0.0011 0.0161 0.0010 0.0027 0.0001

Gestating, Health<0.15, Food>=0.025 0.8976 0.0053 0.0136 0.0007 0.0888 0.0050

Gestating, Health<0.15, Food<0.025 0.2377 0.0402 0.3671 0.0546 0.3952 0.0258

Table 9.3: Average evolved action probabilities for each of the conditions in the
decision tree, along with standard deviations

where health is low, but food density is high — the probability of abortion

grows significantly greater. Here, the mating probability is again low.

Finally, let us look leaf 4, where the agent is gestating, health is low and

food density is low. We can see that the abortion probability is very high

indeed, confirming that abortion is adaptive under the conditions specified.

It does not have probability near 1, so adaptive pressure is not total in these

conditions, but it is adaptive much of the time. Keep in mind also that there is a

significant negative health effect for performing abortion (see Table 9.2), which

may reduce its adaptive value. We can also see that mating has a substantially

higher probability than eating, though eating has not disappeared entirely. This

is simply a case of the agents evolving a trade-off between mating and eating to

get the highest health payoff — or, rather, the least worst payoff. The reason

for this is that the net health effect of mating is slightly less harmful than that

of eating, under these conditions — i.e. where mating cannot produce another

offspring and the agent is quite unlikely to find food.
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The conclusion that we can draw from these genetic analyses and from the

earlier graphs of abortion rates is unambiguous: in this simulation, abortion

has adaptive value in unexpectedly difficult times, when the agent can save

substantial health.

9.10 Experiment: Exploring the ethics of abortion

In these investigations, we have seen that abortion can be part of an ESS, but

as I have noted throughout this dissertation, what evolves need not be ethical.

Unlike altruistic suicide (Chapter 6) and rape (Chapter 8), the ethical value

of abortion is a highly contentious political issue. As I noted earlier, I cannot

explore the most controversial issue involving abortion here: the ethical status

of the foetus. And even in the consequentialist realm, the simulation is currently

too limited to investigate many issues of interest. Nevertheless, they still yield

interesting results that reveal when and how abortion can be the more, and

sometimes less, ethical option.

Figure 9.12 shows the total cumulative utilities from several run sets with

varying parameter values for abi, grouped together for each graph.3 Figure 9.12e

is the exception, showing gi and not abi. The first row of graphs are for simu-

lations with constant-rate food, and the second and third rows for simulations

with periodic drought. The left column shows simulations that have no abortion

and the right column shows simulations that allow abortion.

We can see from these graphs that abi is negatively correlated with cumu-

lative total utility. This is independent of whether there is any abortion in

the simulation. The connection between lower abi and higher utility is almost

certainly due to the higher populations that lower abi allows (compare Fig-

ures 9.2b, 9.2c and 9.2d). We can also see that exactly the same relation holds

when the parental investment is in the form of gi rather than abi (Figure 9.12e).

3The graphs for this section are all taken from the run sets from Sections 9.4-9.8, which
contain evolvable genomes.
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Figure 9.12: The cumulative total utilities in run sets with (a-b) constant-rate
food and (c-d) periodic drought. Agents are able to abort in the run sets
depicted in the right hand graphs (b and d) but not in those depicted in the
left hand graphs (a and c). (e) As per d, but with gi
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If we compare the graphs in the first row of Figure 9.12 with those in the

second row — that is, if we compare constant-rate food with periodic drought

run sets — we can see that droughts seem to have a mixed effect on cumulative

total utilities. Figure 9.13 pairs together in graphs the constant-rate food and

periodic drought run sets across the various levels of abi, and for simulations

that do and do not contain abortion. Clearly, as the abi increases (moving

left to right in the figure), the gap between the utilities for periodic droughts

versus constant-rate food grows. If we compare the run sets containing abortion

(second row) with those not containing abortion (first row), there does not seem

a great deal of difference. However, we can perhaps detect that when abi ≥ 150,

the availability of abortion narrows the gap somewhat.
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Figure 9.14 compares run sets with and without abortion for each combi-

nation of food distribution (rows) and abi (columns). The first thing we can

note is that abortion has no positive effect in the constant-rate food run sets.

Indeed, in the abi = 20 run set, the effect of abortion on utility is quite neg-

ative. This seems straightforward — abortion evolved away in each of these

simulations. This in itself would mean that abortion would be performed very

rarely, and thus we would expect cumulative utilities from simulations with and

without abortion to resemble each other based on this alone. It is likely that at

abi = 20, the cost of abortion is quite significant — since reproduction by other

agents is so frequent — but abortion cannot be evolved out any further due to

reintroduction by mutation. In which case, the negative impact on cumulative

utilities is understandable.

The situation in the simulations containing droughts is quite different (Fig-

ures 9.14d-f). In the run sets with abi = 20, abortion produces the least ethical

outcomes. It could be the case, here, that abortion has value for the agent

that aborts, but disvalue for others, and no doubt the offspring itself; or that

the reintroduction rate is again imposing abortion on agents in situations that

are not the best. As the abi increases, abortion’s ethical value also increases.

When abi = 150, abortion is moderately ethical, while when abi = 300, abortion

clearly allows for more ethical behaviour.

9.11 Conclusion

There has been little discussion in the literature on how abortion may evolve.

Much of this discussion has focused on the evolution of spontaneous abortion

— mainly because induced abortion is limited to humans and has only become

safe and effective in recent times. However, some, such as Hrdy (1999) and

Lycett and Dunbar (1999), have also suggested evolutionary paths for induced

abortion.
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The problem of when abortion will be adaptive still lingers. In the exper-

iments here, we saw that if circumstances change unexpectedly for the worse

after falling pregnant, such as through droughts, then abortion can be adaptive,

particularly if an offspring needs a great deal of after birth investment. This

hypothesis was supported by the main experiments that showed a correlation

between droughts in food and peaks in abortion rates. The hypothesis was given

further support by experiments with fixed genome structures that encoded the

conditions of the hypothesis directly.

The experiments also showed a large difference for parental investments oc-

curring after birth (abi) and for parental investments occurring during gestation

(gi). In the after birth case, there was a positive correlation between the level

of investment and the average abortion rate, which was particularly strong in

the fixed genome structure experiment. In the gestational case, the connection

between the level of investment and average abortion rates was far weaker. This

is clearly due to differences in the average amount of health saved in each case

and how much health has already been spent.

Finally, it is quite interesting that the experiments looking into the ethical

value of abortion produced different results for different conditions. In the case

of constant-rate food simulations, abortion has a negative effect or no effect;

this is to be expected, given that abortion has little value in constant-rate food

simulations. On the other hand, for simulations with periodic drought, abortion

can have anywhere from a negative effect when the amount of investment needed

is low (abi = 20) to a positive effect when the investment needed is high (abi =

150 and abi = 300). Thus, when the amount of investment in offspring is low,

abortions are harmful overall to the world in my simulations. In a sense, public

harm has outweighed private good. But when offspring cost much more to raise,

for which there is a loose analogy with mice and humans, abortion can be an

overall benefit.
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Conclusions

Thus I have shown how ALife simulation can be used to investigate ethical

behaviour. In support of my thesis, I have given an account of how simulation

produces knowledge and, further, how simulation is well-suited to help with

consequentialist and utilitarian reasoning. I have also developed a simulation

for both evolutionary and ethical investigations and used it to explore several

hypotheses on behaviours that concern both ethicists and society in general.

10.1 Epistemology

The very first question I had to answer in this thesis is whether simulation

can inform us about the world. This question could be asked of all simulation

research, but is critical in my case because of the contentious nature of the

behaviours. We saw that the answer is conditional on both the simulation and

the theory we want to investigate. The theory represents a physical system,

which is an abstraction of all the instances we want to learn about. So long as

a simulation is also an instance of the physical system, then the simulation can

teach us about the world. We cannot see if this is true directly, so we must use

the verification, validation and intervention trinity of techniques.
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Verifying a simulation involves checking for correspondences between the

simulation and the theory — especially between simulation results and the-

oretical deductions. Verification tells us how well we have implemented the

simulation, and allows us to learn new things about the theory. If we have

properly verified a simulation, we can falsify and make probabilistic deductions

from its underlying theory. An exhaustively verified simulation lets us go one

step further and deduce from a theory with certainty. Unfortunately, this is

unlikely since it requires isomorphism between the simulation and the theory.

Validating a simulation involves checking for correspondences between the

simulation and other instances of the physical system. Validation involves repli-

cating the consequences of real world instances, and demonstrating the link

between simulation objects and objects in other instances.

Intervention rounds out the trinity. It is used in both validation and verifi-

cation, and is ultimately what we use to learn from the simulation.

10.2 Ethical simulation

Beyond its general value to science, I also explained how simulation can be

used to inform us about specifically ethical questions. The key idea is that

simulation excels at discovering consequences, so it can help us uncover the

consequences in complicated ethical scenarios. Obviously, this property makes

simulation useful for any consequentialist ethics. However, it is especially useful

for utilitarianism because we can also assign a numerical utility to each outcome

for each individual, making the utilitarian sum trivial to calculate.

Of course, the idea is not to use a simulation for specific instances in which

we want an ethical resolution. There may be some cases in which we want to do

this — perhaps when developing government policy, for example — but what

we want in most cases is a general rule of thumb, which is the kind of thing that

practical utilitarian decisions are based on. Hence, the role of simulation can
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be to help utilitarian researchers develop and evaluate heuristics. Beyond this,

it can also help us evaluate and compare virtues and test our ethical intuitions.

There is also a strong point to be made in favour of using evolutionary ALife

simulations in ethical investigations. In Section 4.7, I suggested that there is

a simple relation that connects utility with fitness in a stable evolutionary

environment. Given this connection, or something like it, we can discover not

only what acts will be ethical given known utility assignments, but also what

utilities and, ultimately, what kind of ethical environment will evolve given

different starting conditions.

10.3 Experiments

To demonstrate that ALife simulation can indeed investigate ethical behaviours,

I developed just such a simulation and used it to explore several evolutionary

and ethical hypotheses. The simulation I designed is both simple and extensible

and is easily adapted to investigating new ethical and evolutionary problems. I

have also made it freely available to the research community for extension and

reuse and hope that it will be taken up in further ethical work. I used this

simulation to investigate the following behaviours.

Altruistic suicide I first investigated whether altruistic suicide could be an

evolutionarily stable strategy (ESS). In fact, we saw that in a variable environ-

ment altruistic suicide did have evolutionary benefit. When the availability of

food varies seasonally, in particular, becoming scarce during regular droughts,

agents evolved to commit suicide at a higher rate during those droughts. In

contrast, no such behaviour was evident in simulations with a constant supply

of food. When we looked at which agents performed suicide, we found a pre-

ponderance of young agents, which was due to a connection with low health.

In addition, middle aged agents had the lowest suicide rate, with the rate in-

creasing again in a small peak for older agents.
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I also found that altruistic suicide could be an ethical alternative for agents.

Suicide boosted both the average utilities of other agents and, eventually, the

total cumulative utilities over time, showing itself to be both altruistic and

ethical. Furthermore, the very fact that suicide became evolutionarily stable

suggests that it holds utility for the individual performing it, rather than being

a mere pathology.

Dimorphic parental investment Next, I showed how various hypotheses

on the evolution of sexual dimorphism fared. Trivers original hypothesis, which

I have dubbed the prior investment hypothesis, was shown not to hold under

any circumstances. The remaining four hypotheses fared much better. I found

strong support for both Dawkins’ desertion and Trivers’ paternal uncertainty

hypotheses. I found some support for Williams’ association hypothesis, but

the results were not as conclusive. Finally, I explored and found support for

the idea of chance dimorphism (which I defined simply as a sexual dimorphism

that arises by chance) particularly in small populations, operating much like

peripatric speciation.

Rape I also explored various theories on rape, particularly on its dimorphic

nature. I first found that rape was very easy to evolve. I also found that dimor-

phic parental investment had a significant effect on the evolution of rape rates

for each of the sexes. When males could make a much a smaller investment after

rape than females, males would evolve to commit rape much more frequently.

Interestingly, this sexual difference was very dependent on how well rape could

be prevented and punished, suggesting that distinct investments after rape may

not wholly explain rape’s sexual dimorphism.

As with suicide, I then looked at rape’s ethical aspects. First, I found that

rape was clearly unethical in the simulated worlds, even though it was very

easy to evolve. This provides a stark demonstration of the fact that what

evolves need not be ethical, and provides yet another contradiction for the



10.4. GENERAL EXPERIMENTAL CONCLUSIONS 287

naturalistic fallacy. Even more notably, I found that when rape causes no

immediate physical or psychological harm, rape is still unethical. So it seems

that rape is unethical in some fundamental sense, based on the way consent is

violated.

Abortion In my final set of experiments, I looked at several hypotheses on

abortion. First, I showed that abortion could be evolutionarily stable under

much the same conditions as altruistic suicide. In particular, I found that

droughts cause an increase in the abortion rate, and that stable environments

generally did not allow abortion to become an ESS. Furthermore, if I introduced

agents with a fixed genetic structure, I found that abortion evolved to high

rates when agent’s had little health and food was scarce. I also discovered that,

in general, the greater the parental investment, the more evolutionary value

abortion held.

I also looked at abortion’s ethical nature, but, unlike with suicide and rape,

came to varied conclusions. When agents invest little in their offspring, abortion

has little ethical value and in some cases can become unethical. Abortion also

has minimal or negative value when it harms evolutionary fitness, which occurs

in simulations that provide a constant amount of food. However, when droughts

occur, abortion can become the more ethical option. Interestingly, abortion is

only ethical when females make large parental investments, which corresponds

with the level of parental investment needed in mice and humans.

10.4 General experimental conclusions

The experiments also demonstrate several more general ideas. The simulations

involving rape strongly highlight a point on which everyone agrees, yet many

fail to properly appreciate: that what evolves — what is natural — need not

be ethical. Furthermore, the strong dimorphism evident with rape and in-

vestment behaviour in the simulations depends heavily on pre-existing sexual
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dimorphism. Arguably, much of the dimorphism evident in the natural world

may solely be due to earlier dimorphisms. Indeed, of all the dimorphic parental

investment hypotheses I explore, only chance dimorphism shows how such sex-

ual differences might evolve entirely anew.

The altruistic suicide and abortion simulations show the possibility of two

quite different evolutionary responses to difficult and unpredictable worlds. Per-

haps surprisingly, both actions can be ethical and under exactly the same con-

ditions. In the case of abortion, the act is ethical only when conditions are

unpredictable and females make large parental investments. Interestingly, such

conditional ethical value is hard to make sense of under many deontological

ethical systems. In the case of altruistic suicide, we saw a concrete example of

the difference between average utilitarianism and classical utilitarianism: while

suicide always contributed to average utility, it begins its contribution to total

utility a little later in the simulations.

There are several advantages in using simulation to investigate these be-

haviours. In each case, the simulations have forced me to clearly define the

behaviours and situations in question. This makes my assumptions and biases

clear to other researchers, something that does not always occur in other ethi-

cal studies. The simulations have also allowed me to investigate very complex

ethical worlds in a quantitive way, something I would not have been able to do

with observation or pen and paper alone. And while real world experiments

with the acts in question would have been unthinkable, they raise no concern

when confined to artificial agents in an artificial world.

Ultimately, the simulations demonstrate how an experimental approach can

be taken to matters that have long been considered the domain of theoretical

consideration only. Because of this, I believe there is great potential for future

ethical research based on evolutionary simulation.
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10.5 Future work

The several hypotheses I have looked at in this thesis represent just the tip

of what can be explored. There are many other ethical possibilities for which

simulation research can produce fruitful results. Indeed, this point is the very

essence of my thesis. But beyond this general point, there are several specific

ideas for extending the work found in each of the chapters here, some of which

I outline in the following few paragraphs.

The evolution of utility In exploring the value of simulation for ethics

(Chapter 4), I noted that the utility that one derives from one’s own actions

is likely related to the evolutionary fitness of those actions in a simple way.

But such simple mathematical relations hide at least two complications: 1) the

evolutionary lag that separates fitness from utility; and 2) utility’s connection

with learning.

In the first case, consider an action that has been evolved by a species in

some environment. If the environment changes, the fitness of that action will

change immediately, but the species’ evolved utilities will take some time to

catch up. We can use the canonical example of fatty foods from evolutionary

psychology. This example is typically used to demonstrate that current fitness

does not necessarily equal past fitness — but, assuming that utility evolves, it

also demonstrates that current fitness does not necessarily equal current utility

(i.e. the pleasure derived in eating the food). Thus, a plausible account needs

to be given for the way in which utility reflects past fitness, and simulation can

help.

We also need to clarify utility’s evolutionary connection with learning. In

small and highly predictable environments, individuals can evolve static strate-

gies that take into account all the possibilities. From an evolutionary point of

view, utility is of no help to such individuals since the actions and conditions

that lead to higher fitness (and thereby utility) will be written directly in the
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individual’s genome — just as they are with the agents of my simulation once

evolution has settled. However, in a less predictable environment, we would

expect individual’s to evolve to behave more like Pavlov’s dog, with positive

utility hinting at which causes an individual should seek or replicate and neg-

ative utility hinting which causes to avoid. Again, simulation can be of great

use here since we can create semi-predictable worlds containing agents whose

behaviours are influenced by the utilities they derive.

Verified and valid simulations The chapter on the epistemology of simu-

lation gives a detailed account of the role simulation can play in scientific and

ethics research, however I did not attempt to give a full account of verification

and validation. For verification, it seems possible that formal logical techniques

can be developed to assert the agreement between a given simulation and a

given theory, though this would usually hold only theoretical value. However,

less complete but more practical techniques can be developed to verify our sim-

ulations. For example, one useful technique would be to provide an explicit

document of at least some of the mapping between the ontology of the theory

and the ontology of the simulation.

For both verification and validation, we may be able to develop techniques

that allow us to quantify, at least roughly, how well-validated or how well-

verified our simulations are. For example, with a simulation like AntFarm,

we can determine just what kind of colonies fall into the physical system of

interest, and then observe these colonies alongside our simulations and see how

often their elements agree under the ontology of interest. The more often they

agree, the more likely any other results the simulation produces will also agree.

However, a much more detailed account would be needed to produce any kind

of quantitative guide.

Altruistic suicide and endogenous death In the altruistic suicide simu-

lations, I looked at death that is brought about by one’s own choice. However,
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one could also look at the evolution of other forms of endogenous death that do

not involve choice. For example, we can imagine species whose members evolve

a more or less predetermined age of death. Indeed, Woodberry et al. (2005) is

looking into the evolution of this kind of aging as part of his dissertation work,

in the context of group and kin selection and population diversity.

Another interesting avenue of research here would be to investigate the

evolutionary connection between suicide and other forms of endogenous death.

Since suicide has the flexibility of being controlled by an individual’s choice,

we might naively expect that suicide would evolve in place of any other form

of endogenous death. But there may be advantages to a fixed age of death,

especially when evolutionary change is rapid and there is not enough time to

evolve a conditional response. Further simulation research can shed light on

when this is the case.

The nature of consent In Chapter 8, we saw that rape is unavoidably im-

moral. Part of the reason for this involves the violation of consent, which raises

interesting questions about its ethical nature in general: What is required of a

species before we can sensibly claim that its members can give consent? Which

species have these requirements? And is it possible to violate consent so as to

produce more rather than less ethical worlds in a plausible way? Consent is

obviously a prominent part of many ethical systems — particularly libertarian-

ism and contract ethics — and simulation experiments into its nature would, I

feel, prove very illuminating.

Filial infanticide In the abortion chapter, we saw how several researchers

speculated that abortion today is performed under the kind of conditions that

would have produced filial infanticide in our evolutionary past. A natural ques-

tion to ask, then, is how plausible is the evolution of filial infanticide itself?

Paradoxically, the evolution of filial infanticide seems more problematic than

the evolution of abortion, since the dependence of the offspring on its parent
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would be more directly within the offspring’s control. That is, if filial infanticide

became common, then offspring should surely evolve to become less dependent,

thereby lessening the evolutionary need for infanticide.

Thus, one interesting set of experiments would investigate under what con-

ditions filial infanticide could evolve, and compare these conditions to those

that encourage the evolution of abortion. In addition, such experiments could

explore the trade off between filial infanticide and abortion, particularly as we

intervene to make abortion less and less dangerous.

Euthanasia Beyond what I have explored here, the behaviour I feel would be

the most ethically informative to investigate is euthanasia. The ethical status

of euthanasia in today’s world is very unclear. In the past, very ill patients

had little prospect of improvement and a good utilitarian case could be made

that often the best thing to do would be to let the patient pass away. Today,

however, medical technology is improving rapidly. While the outlook for most

very ill patients is still not good, it is far more plausible that the right medical

breakthrough might be made within the span of the patient’s lifetime. How

this affects the ethical value of euthanasia would make for a very instructive

simulation.

Of course, euthanasia is just one of the possibilities for further research.

There are still many more behaviours for which our understanding would benefit

from experimental ALife simulation.



Appendix A

A possible relation between

utility and fitness

In Section 4.7, I suggested the following proportional relation between utility

and fitness in a stable environment:

Un(a) ∝
∑

i

rifi(a) (A.1)

There are several ways in which individuals can manifest behaviour that accords

to this proportion. One possibility involves defining a split between individual

utilities and what we might call inclusive utilities, which we can formulate as

follows. First, we assert that, in a stable environment, individuals will make

decisions that maximise fitness, but that individuals choose actions based on

utility as an available proxy for fitness. Thus, the higher the fitness effect of an

action, the higher its utility; in other words, utility must be a monotonically

increasing function, θ, of fitness:

un(a) = θ(fn(a)) (A.2)
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Thus far, θ is not very constrained (for example, x, x3 and ex are all potential

candidates, amongst others). However, we constrain things further by noting

that the fitness effects of independent actions are additive. That is, suppose a

and b are actions whose consequences do not interact. In that case:

fn(a ∧ b) = fn(a) + fn(b) (A.3)

If c is another such action, it is possible that:

fn(c) > fn(a ∧ b) = fn(a) + fn(b) (A.4)

Utility must obey the same inequalities, otherwise it cannot act as a proxy for

fitness. This can only be guaranteed if:

fn(a ∧ b) = fn(a) + fn(b) ⇔ un(a ∧ b) = un(a) + un(b) (A.5)

Otherwise, un(c) could be greater than just one of un(a ∧ b) or un(a) + un(b)

but not both, while fn(c) is greater than both fn(a∧ b) and fn(a) + fn(b). The

argument is the same for the contrapositive. We can rewrite the LHS as:

θ(f(a ∧ b)) = θ(f(a)) + θ(f(b))

θ(f(a) + f(b)) = θ(f(a)) + θ(f(b)) (A.6)

Equation A.6 shows that θ obeys the distributive property. On the reals, the

only operation that distributes over addition is multiplication, hence θ must be

a function that produces a scalar multiple of its argument (i.e. θ(x) = kx) giving

us a proportional relation between individual utility and individual fitness:

un(a) = knfn(a) (A.7)
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After rearranging, we can substitute this into the equation for inclusive fitness

effects (Equation 4.7):

Fn(a) =
∑

i

ri
un(a)

kn
(A.8)

If we now introduce the commensurability assumption, each kn will be the same,

so that the constant can be moved out of the sum and over to the LHS:

kFn(a) =
∑

i

riun(a) (A.9)

In analogy with the connection between individual utility and individual fitness,

we can use the term inclusive utility for the expression kFn(a), so that:

Un(a) = kFn(a) =
∑

i

riun(a) (A.10)

Finally, recalling that ui(a) is the expected utility function of an action, we can

expand the equation as follows:

Un(a) =
∑

i

∑

j

riui(oj)p(oj |a) (A.11)

which gives the expected inclusive utility in terms of individual utilities.

If we grant the various assumptions used in deriving this equation — namely,

utility as a proxy for fitness in decision-making, separability of (at least some)

actions and commensurability — we can conclude that individuals in a stable

evolutionary environment will evolve behaviour that maximises their inclusive

utilities. This makes the behaviour of individuals much more utilitarian than

we might at first expect.
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